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Abstract

An agent who must act under uncertainty can always learn a little more before acting,
and the question of when it is justified to stop is therefore unavoidable for any account of
responsibility for information. This paper separates three conditions under which inquiry
may legitimately end: economic optimality, in which further inquiry costs more than it
is expected to save; epistemic sufficiency, in which the questions that matter have been
settled to within a tolerance; and normative discharge, in which the applicable standard of
care no longer requires anything further. The three can coincide, but none entails another,
and the paper shows this with explicit models. It defines the discharge condition from
the record of inquiry and the standard of care, independently of any conclusion about
whether stopping is admissible, so that the proposition that discharge licenses stopping is
not circular. It then asks when a myopic rule based on the value of one more observation
agrees with the optimal sequential rule. The answer is that the myopic rule never stops
later than the optimal one, that the two coincide when the set on which one-step stopping
is advantageous only grows over time, and that they can differ sharply when a low-value
investigation enables a highly informative second one. Bounds show that the obligation
to inquire does not expand without limit, and a worked bridge-inspection case shows
a reassuring result that discharges the duty, the same result leaving an independently
indicated risk open, a repeated inspection that is unjustified, and an enabling step that a
one-step rule would never take. The paper does not derive a unique diligence threshold. It
characterizes the threshold, identifies the assumptions under which it can be computed,
and states which parameters mathematics can fix and which a standard of care must supply.

1 Introduction

Every account of responsibility for the information on which an agent acts must say something
about how much looking is enough. The parent essay in this series, The Domain and Its
Establishment [1], makes an agent answerable for the admissible acquisition of information,
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and it introduces a diligence threshold θt above which an investigation is indicated. It does
not say when a sequence of investigations may end. That omission was deliberate, because the
question is separate and harder than it looks. Each investigation yields information that bears
on whether another is worth making, so the decision to continue is itself a sequential decision
problem, and the relevant considerations come from at least three sources that are easily run
together.

The first source is economic. Inquiry costs time, money, and attention, and a rational agent
stops when what more inquiry is expected to save falls below what it costs. The second is
epistemic. After enough inquiry the questions that matter may be settled well enough that
further evidence would hardly move the agent’s estimate, and one may say the agent knows
enough whether or not it would pay to learn more. The third is normative. A standard of care,
whether set by law, a profession, an institution, or morality, may declare that an agent who
has done certain things has done enough, and it may declare the reverse of an agent who has
done many things but left a particular matter open. It is tempting to assume that the three
amount to one. A conscientious agent would stop when it is cheaper to stop, when the matter
is settled, and when nothing further is required, and these will often happen together. But they
are different conditions with different sources, and the cases in which they come apart are the
cases that matter most for responsibility.

The central question of the paper is this: when does an agent have sufficient justification
to stop acquiring information, even though further inquiry remains possible? The word
justification is chosen to leave open which of the three conditions supplies it. The thesis is
that the answer is a conjunction of a mathematical part and a normative part, and that the
contribution of mathematics is to characterize the first and to expose, by elimination, exactly
what the second must supply. The paper therefore does not promise a unique diligence
threshold derivable from pure mathematics. What can be established is a set of results about
optimal stopping relative to a loss model, a set of properties of admissible stopping policies,
and a precise list of the parameters on which any computed threshold depends and which
only a standard of care can fix.

Four results organize the paper. First, no one of the three stopping conditions entails any
other (Proposition 1). Second, the normative discharge condition can be defined from the
record of inquiry and the standard of care without reference to the conclusion that stopping is
admissible, which is what prevents the claim that discharge licenses stopping from being a
mere restatement (Section 4). Third, a myopic rule that stops when one further observation
is not worth its cost never stops later than the optimal sequential rule, it coincides with the
optimal rule in the monotone case, and it can fail badly when a low-value investigation makes
a high-value one possible (Theorem 1 and Proposition 7). Fourth, the obligation to inquire
is bounded: the expected number of investigations is limited by the stakes divided by the
cost per investigation, and when the remaining loss is smaller than the cost of an inquiry no
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continuation of any length is worth making (Proposition 8). A worked case, a bridge inspection
that is carried through four versions, applies these results in Section 9.

The paper retains the definitions and notation of the parent essay and of its two companions,
Correct Relative to Its Inputs [2] and Deliberate Ignorance and the Law [3], and recalls what it needs
in Section 2 so that it can be read independently. Section 3 defines the three stopping conditions
and shows their independence. Section 4 defines normative discharge. Section 5 treats
myopic and optimal stopping, Section 6 the bounds and comparative statics, and Section 7
the difference between single-investigation and plan-level indication. Section 8 considers the
stopping rule as an object of responsibility, Section 9 presents the worked case, Section 10 sorts
the parameters, and Section 11 states the limits of the account.

Sources of the mathematical results. The classical results used here are cited from general
knowledge of the literature on optimal stopping and sequential analysis and were not re-
derived from the original papers for this essay. The propositions that are original to the paper
are proved in full. The sequential setting is standard, and where a statement is a known
theorem it is identified as such.

2 The framework in sequential form

Let (Ω,F , P) be a probability space and (Ft) a filtration, with Ft the information the agent
possesses at time t. A decision problem has a state ω ∈ Ω, a set A of actions, and a loss
L(a, ω) ≥ 0. The agent chooses an investigation q from a set Qt, observes Zq, and then acts
using Ft ∨ σ(Zq). As in the parent essay, Qfeas

t is the set of investigations the agent can carry
out, Qapp

t the set that the governing standard of care calls for, and Qadm
t = Qfeas

t ∩Qapp
t the

admissible set. An omission of an admissible investigation that the evidence indicated is
deficient, and the evidence-supported probability of a material fact f is

pt( f ) = P
(

f | Ft
)
,

with f indicated when pt( f ) ≥ θ f , where θ f is the diligence threshold the standard sets for f .
These are the definitions of the parent essay with the agent’s index suppressed.

The new ingredient is time within the inquiry. Fix a decision time t and write Ft,0 = Ft. An
inquiry sequence is a list of investigations performed in order, with observations Z1, Z2, . . . , ZK

for a finite horizon K, and the inquiry filtration is

Gk = Ft,k = Ft ∨ σ(Z1, . . . , Zk), k = 0, 1, . . . , K.

The kth investigation costs ck > 0, borne by the agent or on its behalf, and Γk = c1 + · · ·+ ck

3



is the cumulative cost, with Γ0 = 0. Costs are taken to be deterministic here. Allowing ck to
be Gk−1-measurable changes nothing below except the notation, and Section 11 comments on
what it would change in application. The loss is bounded, 0 ≤ L ≤ M, except in the Gaussian
example of Section 5, where integrability suffices. The action set is finite, or more generally the
infimum below is attained by a measurable selection.

Definition 1 (Stopping time and stopping loss). A stopping time is a random variable τ with
values in {0, . . . , K} such that {τ ≤ k} ∈ Gk for every k. The stopping loss at stage k is the Bayes
risk of acting now,

Sk = min
a∈A

E
[
L(a, ω) | Gk

]
,

and the total cost of stopping at stage k is Yk = Sk + Γk.

The adaptedness condition {τ ≤ k} ∈ Gk is the non-anticipation requirement of the parent
essay transferred to the inquiry: the decision to stop at stage k can use only what has been
learned by stage k. It excludes the rule that stops when the unobserved state turns out to be
benign.

Lemma 1 (Information cannot increase the Bayes risk in expectation). For k < K, E[Sk+1 |
Gk] ≤ Sk almost surely. Equivalently, (Sk) is a supermartingale, and the one-step value of information
VOIk = Sk − E[Sk+1 | Gk] is non-negative.

Proof. Let a attain the minimum defining Sk on a given event of Gk. Because Gk ⊂ Gk+1, the
same action is available at stage k + 1, so Sk+1 ≤ E[L(a, ω) | Gk+1]. Taking E[ · | Gk] of both
sides and using the tower property gives E[Sk+1 | Gk] ≤ E[L(a, ω) | Gk] = Sk on that event.
Patching over the finitely many events on which different actions attain the minimum gives
the claim.

The lemma is the formal statement of the familiar point that information is never harmful
to an expected-loss minimizer who can ignore it. Its consequence for the present topic is
that the whole question of when to stop is a question about cost, because the benefit of more
inquiry is never negative. If inquiry were free, an agent would never be justified economically
in stopping before the end of the sequence, and every positive stopping rule is therefore a
response to the fact that inquiry is costly or that its benefit is bounded.

The total-cost problem. An economic stopping problem is the minimization of E[Yτ] = E[Sτ +

Γτ] over stopping times τ ≤ K. Define the value process by backward induction,

WK = YK, Wk = min
{

Yk, E[Wk+1 | Gk]
}

(k < K).

This is the standard Bellman recursion, and it is a classical result of optimal stopping (see [4, 5])
that W0 = minτ E[Yτ] and that the first time k at which Wk = Yk is an optimal stopping time.
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The authors cited treat the problem in generality, and it is used here only in finite-horizon
form, where the recursion is elementary.

3 Three stopping conditions

Definition 2 (Economic optimality). A stopping time τ is economically optimal for the loss L
and costs (ck) if it minimizes E[Sτ + Γτ]. The smallest optimal stopping time is τE = min{k :
Wk = Yk}. The event economic stop at k is {Wk = Yk} ∈ Gk.

Definition 3 (Epistemic sufficiency). Let Φ be a finite set of events, the material questions, and
let ε ∈ [0, 1

2 ] be a tolerance. Write uk( f ) = min{pk( f ), 1 − pk( f )} for the residual uncertainty
about f at stage k, where pk( f ) = P( f | Gk). The inquiry is epistemically sufficient at k if
uk( f ) ≤ ε for all f ∈ Φ.

Epistemic sufficiency is defined by the state of the evidence alone. It refers to no loss
function and no cost, which is what distinguishes it from the economic condition, and it refers
to no standard of care, which is what distinguishes it from the normative one. The tolerance ε

and the choice of Φ are parameters that someone must supply, and Section 10 returns to them.

Lemma 2. For each f , (pk( f )) is a martingale and (uk( f )) is a supermartingale. In particular,
epistemic sufficiency can be lost: it is possible that uk( f ) ≤ ε and uk+1( f ) > ε with positive probability,
although E[uk+1( f ) | Gk] ≤ uk( f ).

Proof. That pk( f ) = E[1 f | Gk] is a martingale is the standard Doob martingale. The func-
tion x 7→ min{x, 1 − x} is concave, so by the conditional Jensen inequality E[uk+1 | Gk] ≤
min{E[pk+1 | Gk], 1 − E[pk+1 | Gk]} = uk. For the second claim, let pk( f ) = 0.01 and suppose
the next observation is surprising with probability 0.01, moving pk+1 to 0.50, and otherwise
moving it to about 0.00505, which keeps the mean at 0.01. Then uk+1 exceeds any ε < 0.5 with
probability 0.01 although its conditional mean, equal to 0.01, does not exceed uk.

The lemma contains a point that matters for responsibility. An agent can be right to have
regarded a matter as settled and still find, on the next observation, that it is not. The expected
uncertainty falls, but its realization need not, and a standard that treats a settled matter as
permanently closed misdescribes inquiry. Section 4 builds the reopening of inquiry into the
discharge condition for this reason.

The third condition requires the standard of care, which is defined in the next section. For
the present, write Dk ∈ {0, 1} for the discharge indicator at stage k, to be defined, with Dk = 1
meaning that stopping at stage k satisfies the relevant epistemic obligations.

Proposition 1 (Independence of the three conditions). Let Ek denote economic stop at k, Sk

epistemic sufficiency at k, and Dk normative discharge at k. For each ordered pair of the three conditions
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there is a model in which the first holds and the second fails. In particular no one of the conditions
entails any other.

Proof. Use the following model, which also underlies the worked case of Section 9. The state
is binary, defective (probability p) or sound. The actions are to leave a structure open, with
loss H = 50 if it is defective and 0 otherwise, or to close it, with loss K = 2 whatever its
state. A test detects a defect with probability 0.8 and never gives a false alarm; a clear result
therefore updates the probability of a defect from p to 0.2p/(1 − 0.8p). The Bayes risk is
S(p) = min{50p, 2}, and the one-step value of the test is VOI(p) = S(p)− E[S(p′)] with p′

the posterior. Take the epistemic tolerance ε = 0.01 and the diligence threshold θ = 0.05. The
values below are computed directly from these definitions.

Row p VOI(p) test cost c E S D Standard of care
1 0.0104 0.400 0.45 yes no yes no protocol outstanding
2 0.12 0.608 0.70 yes no no indicated: p ≥ θ

3 0.008 0.307 0.10 no yes yes no protocol outstanding
4 0.008 0.307 0.45 yes yes no required protocol incomplete
5 0.04 1.536 0.45 no no yes no protocol outstanding
6 0.002 0.077 0.45 yes yes yes no protocol outstanding

Economic stop at k is read here as VOI ≤ c, which coincides with Wk = Yk when this
is the last available test or when the monotone case of Theorem 1 applies, as it does for a
single available test. Epistemic sufficiency is u = min{p, 1 − p} ≤ 0.01. Row 1 shows an
economic stop without epistemic sufficiency, since u = 0.0104 > 0.01. Row 2 shows an
economic stop that is not a discharge, since the probability is above the threshold and the test
is admissible. Row 3 shows epistemic sufficiency without an economic stop. Row 4 shows
epistemic sufficiency and an economic stop without discharge, because a required protocol
(for example a mandated periodic inspection) has not been completed. Row 5 shows discharge
without an economic stop and without epistemic sufficiency. Row 6 shows that the three can
coincide. Reading across the rows, the pairs are covered as follows: E 6⇒ S by row 1, E 6⇒ D by
row 2, S 6⇒ E by row 3, S 6⇒ D by row 4, and D 6⇒ E and D 6⇒ S by row 5.

The rows are not meant to be realistic in every detail, and several turn on the particular
thresholds chosen. They show that the three conditions respond to different variables. The
economic condition depends on the loss, the cost, and the value of the next observation. The
epistemic condition depends on the posterior alone. The normative condition depends on the
standard of care. Any pair of them can be made to agree by choosing parameters, and the
agreement then carries no information about the others.
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4 Normative discharge defined from the record

The natural conditional proposition is this: if all required inquiries have been completed, no
unresolved evidence triggers a further duty of investigation, and the applicable standard of
care permits termination, then stopping is admissible even when additional information could
improve the eventual decision. It should not be presented as a substantive result until the
discharge conditions are defined independently of the conclusion, since otherwise it merely
restates admissibility. This section gives that definition and then states exactly what the
proposition does and does not establish.

4.1 The standard of care and the record

A record at stage k is the information in Gk together with the list Kk of investigations that have
been completed, each with the manner in which it was performed. The standard of care is a
quadruple P = (R,M, θ, κ) with the following components, each of which is a parameter of
the standard and none of which is a property of the stopping decision.

• R, the required-inquiry rule. It assigns to each record a finite set Rk of investigations that
the standard requires regardless of the posterior, such as a mandated periodic inspection
or a screening step in a clinical protocol.

• M, the set of material questions, the facts f whose truth is relevant to the harm the
standard guards against. This may coincide with the set Φ of Definition 3 but need not.

• θ = (θ f ) f∈M, the indication thresholds.
• κ, the quality requirement, which specifies what it takes for an investigation to count: the

competence of the person performing it, the access it had, and the absence of interference
of the kinds described as avoidance acts in [3].

The investigations that remain available at stage k are those of Qadm
t,k = Qfeas

t,k ∩Qapp
t,k , with

Qapp
t,k now understood to include the proportionality judgments of the standard. The notion of

applicability in the parent essay is thus not separate from the standard. It is the standard’s
answer to the question which investigations are worth requiring.

Definition 4 (Normative discharge). The discharge indicator Dt,k = Dt,k(Gk, Ct,k,P) ∈ {0, 1}
equals 1 if and only if the following three conditions hold.

(a) Completeness. Every investigation in Rk has been completed: Rk ⊂ Kk.
(b) Closure of indications. For every material question f ∈ M for which some investigation in

Qadm
t,k bears on f and is not already in Kk, the evidence-supported probability satisfies

pk( f ) < θ f .
(c) Quality. Every investigation in Kk on which (a) or (b) relies satisfies the quality require-

ment κ.
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Here Ct,k is the constraint set of the parent essay, which fixes Qfeas
t,k and so bears on what is

available to be required.

The definition is a conjunction of conditions on the record. It does not mention whether
stopping would be admissible, whether the expected value of further information is positive,
or whether the agent in fact stopped. This independence is the point. It means that the
claim that discharge licenses stopping has content: it says that stopping at a stage where
completeness, closure, and quality hold is not a deficient omission, whatever else may be true
of the remaining value of information. The claim would be circular only if Dt,k were defined as
the indicator of admissible stopping, and it is not.

Two features of the definition should be noted. First, it uses the posterior probability pk( f )
and not the value of information. A question can be indicated although the next observation
could not change the decision, and it can be unindicated although the next observation would
be very valuable. Section 7 returns to this difference between probability indication and
value indication. Second, closure of indications is relativized to the questions for which an
admissible investigation remains. An open question that nothing admissible could address
does not prevent discharge; it is the kind of residual uncertainty the unavoidable-omission
type U of the parent essay already treats as non-culpable.

4.2 What follows

Proposition 2 (Non-anticipation of discharge). Dt,k is Gk-measurable. Consequently the first
discharge time τD = min{k : Dt,k = 1}, with τD = K if the set is empty, is a stopping time, and so is
any rule that stops at the first discharge after a fixed minimum number of investigations.

Proof. Each condition in Definition 4 is a function of the quantities pk( f ), which are Gk-
measurable, and of Kk and Rk, which depend only on what has been done and observed by
stage k. Therefore {Dt,k = 1} ∈ Gk. Then {τD ≤ k} =

⋃
j≤k{Dt,j = 1} ∈ Gk.

The proposition is the sense in which the diligence standard is non-anticipating in the way
the parent essay required. A standard that required the agent to stop when a hidden hazard
turned out to be absent would fail this test, and the proposition shows that the standard as
defined cannot. It does not follow that every reasonable standard is of this form. A standard
that conditions on facts the agent could not have known is not a standard of diligence.

Proposition 3 (Discharge is not monotone). Dt,k = 1 does not imply Dt,k+1 = 1. If Dt,k = 1
and a later observation raises pk+1( f ) to or above θ f for a material f with an unexecuted admissible
investigation, then Dt,k+1 = 0.
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Proof. Condition (b) at stage k + 1 fails for that f by the definition of D. That such an observa-
tion occurs with positive probability is Lemma 2, applied to pk( f ) < θ f in place of uk( f ) ≤ ε: a
martingale below a threshold can cross it.

This is the formal basis of the reopening duty. An agent who has discharged the obligation to
inquire and then receives a new indication has a renewed obligation, and a stopping rule that
treated the original discharge as final would be deficient in the way the parent essay describes.
In practice the new indication is typically exogenous to the inquiry in progress, such as a storm,
a complaint, or a change in the operating conditions. The model accommodates this by letting
the filtration continue to grow after the investigation sequence has been exhausted, so that Gk

includes whatever the agent has come to possess.

Proposition 4 (Conditional stopping). If Dt,k = 1 then stopping at stage k does not constitute a
deficient omission of any investigation, even if VOIk > 0 and some admissible investigation remains.
Moreover, there are models in which Dt,k = 1 and Wk < Yk (continuation is strictly better in
expectation), and models in which Dt,k = 0 and Wk = Yk.

Proof. The first sentence follows from Definition 4 and the parent essay’s definition of defi-
ciency, under which an omission is deficient only if it is of an admissible investigation that the
evidence indicated or the standard required. If Dt,k = 1, every investigation in Rk has been
done and every material question with an available admissible investigation has pk( f ) < θ f ,
so no remaining admissible investigation is indicated or required. The second sentence is
Proposition 1: row 5 has D = 1 with VOI > c, hence Wk < Yk, and row 2 has D = 0 with
VOI < c, hence Wk = Yk for a single available test.

It should be said plainly what this proposition is. The first sentence is an immediate
consequence of the definition, and its force lies in what the definition requires and in what
it leaves out. The proposition separates the existence of potentially useful information from
an obligation to obtain it. Information can be worth obtaining without being owed, and the
reverse. What the proposition does not do is show that the standard P is the right one. That
is a question for the normative side of the account, and the remainder of the paper is largely
about how far the mathematics constrains the answer.

Proposition 5 (Welfarist alignment). Suppose the standard of care is welfarist in the following
sense: Rk = ∅, the quality requirement is met, and Dt,k = 1 if and only if stopping is optimal for the
effective loss LN = λL with λ > 0 and the agent’s cost ck. Then τD = τE(λL, (ck)) = τE(L, (ck/λ)),
so that the discharge threshold is computed by the economic stopping problem with the cost-to-loss ratio
κk = ck/λ.

Proof. The first equality is the definition. The second holds because the stopping loss scales
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linearly, Sk(λL) = λSk(L), so λYk(L, c/λ) = Yk(λL, c) and the recursion for W is homogeneous
of degree one. A stopping time minimizing E[Yτ] also minimizes any positive multiple.

The proposition shows when the mathematics does determine the threshold: when the
standard is welfarist, the diligence threshold is a computable function of the model once λ is
given. It also shows what is left. The factor λ is the exchange rate between a unit of loss borne
by those the standard protects and a unit of cost borne by the agent who inquires. It is not
found in the data. If λ = 1 the agent weighs the harm to others as it would weigh its own;
a standard that insists on λ > 1 is requiring more inquiry than the agent would choose if it
bore only its own losses. The familiar cost-benefit formulation of negligence in United States
v. Carroll Towing Co., 159 F.2d 169 (2d Cir. 1947), comparing the burden of a precaution to the
probability of harm times its gravity, is an example of a welfarist standard of this form with a
one-step comparison. The citation is from recollection of the opinion and was not rechecked
for this essay.

A categorical element in R is irreducible to this form. If Rk contains an investigation whose
one-step value is below its cost, the economic stop is optimal and discharge fails, as in row 4.
Required protocols are the institutional device by which a standard of care departs from the
welfarist form, and they are discussed further in Section 7.

5 Myopic and optimal stopping

The most natural rule for stopping is the one-step rule: continue if the next observation is
worth its cost, and stop otherwise. It requires no look-ahead beyond one investigation, it can
be explained to the person who must apply it, and it corresponds to the way many standards
of care are phrased, as a comparison of the burden of one more precaution with the harm it
would avert. The question is when it agrees with the optimal rule, which looks ahead through
the whole remaining sequence.

Definition 5 (Myopic rule). The one-step stopping set at stage k < K is

Ak =
{

Sk ≤ E[Sk+1 | Gk] + ck+1
}
=

{
Yk ≤ E[Yk+1 | Gk]

}
∈ Gk,

the event that one more investigation is not worth its cost, and AK = Ω. The myopic stopping
time is τM = min{k : ω ∈ Ak}. The problem is in the monotone case if Ak ⊂ Ak+1 almost surely
for every k < K.

The monotone case is the condition that once one-step stopping is advantageous it remains
so, and it is the case of Chow, Robbins, and Siegmund [4], whose theorem for the general
problem is the model for the following. Part (ii) is a finite-horizon version and is proved here
in full because the argument is short and is used again below.
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Theorem 1 (Myopic and optimal stopping). (i) τM ≤ τE almost surely. The myopic rule never
continues past the point at which the optimal rule stops.

(ii) If the problem is in the monotone case then Wk = Yk on Ak for every k, and τM = τE almost
surely. In particular the myopic rule is optimal.

Proof. Recall WK = YK and Wk = min{Yk, E[Wk+1 | Gk]}, so that Wk ≤ Yk and Wk ≤ E[Wk+1 |
Gk]. Let τE = min{k : Wk = Yk}. This is a stopping time because {Wk = Yk} ∈ Gk by
construction, and it is optimal. For optimality, on {k < τE} we have Wk < Yk, so Wk = E[Wk+1 |
Gk]; hence the stopped process Wk∧τE is a martingale, and since WτE = YτE , E[YτE ] = W0. For
any stopping time τ, the process Wk∧τ is a submartingale and Yτ ≥ Wτ, so E[Yτ] ≥ W0.

(i) Suppose Wk = Yk for some k < K. Then Yk ≤ E[Wk+1 | Gk] ≤ E[Yk+1 | Gk], the second
inequality because Wk+1 ≤ Yk+1. That is, ω ∈ Ak. At k = K, AK = Ω. Hence the event
{Wk = Yk} is contained in Ak for every k, and so the first k with ω ∈ Ak is no later than the
first k with Wk = Yk.

(ii) Proceed by backward induction on k to show that Wk = Yk on Ak. At k = K this is the
definition of WK. Suppose it holds at k + 1. By monotonicity, Ak ⊂ Ak+1 almost surely, so
Wk+1 = Yk+1 on Ak. Since Ak ∈ Gk,

1Ak E[Wk+1 | Gk] = E[1AkWk+1 | Gk] = E[1AkYk+1 | Gk] = 1Ak E[Yk+1 | Gk] ≥ 1AkYk,

the last inequality being the definition of Ak. Hence on Ak the minimum defining Wk is attained
by Yk, that is, Wk = Yk. It follows that τE ≤ τM, and combined with (i), τE = τM.

Part (i) says something about the direction of the error that a one-step standard can make. In
this setting it can understate what diligence requires, by calling a halt when a longer sequence
would pay. It cannot overstate it: it never calls for more inquiry than the optimal rule would
perform. This asymmetry is a result of the model, not of the standard, and it is conditional on
the model’s assumptions about what the investigation sequence is. When the agent chooses
among investigations, the same argument goes through with Ak defined as the event that no
single available investigation has a positive one-step net value, because an optimal stop at k
must then be one-step optimal against each available next investigation.

5.1 The Gaussian case: a computable threshold

The monotone case includes a model in which the diligence threshold can be written in closed
form. It is also the simplest model of an inquiry whose purpose is to estimate a quantity, such
as a load rating or the depth of scour, with a quadratic penalty for error.

Proposition 6 (Gaussian estimation). Let the unknown quantity be ϑ ∼ N(m0, σ2
0 ) and let the

successive observations be Zj = ϑ + εj with independent εj ∼ N(0, s2), each costing c. Let the loss
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for an estimate a be w(a − ϑ)2 with w > 0, and write κ = c/w. Then the posterior variance after k
observations is vk = (1/σ2

0 + k/s2)−1, the stopping loss is Sk = wvk and does not depend on the data,
and the problem is in the monotone case. The myopic rule, and hence the optimal rule, stops at the first
k with vk ≤ v∗, where

v∗ = 1
2

(
κ +

√
κ2 + 4κs2

)
.

Equivalently, the optimal number of observations is k∗ = max{0, ds2(1/v∗ − 1/σ2
0 )e} if the horizon

permits, and it is a deterministic number fixed before any observation is made.

Proof. The posterior after k observations is normal with the stated variance, and the estimate
that minimizes expected loss is the posterior mean, with expected loss wvk. The variance
recursion vk+1 = vks2/(vk + s2) gives the one-step reduction vk − vk+1 = v2

k/(vk + s2). Since
Sk = wvk is not random, E[Sk+1 | Gk] = wvk+1, and the event Ak is deterministic: it holds if
and only if wv2

k/(vk + s2) ≤ c, that is, v2
k − κvk − κs2 ≤ 0. The left side is a quadratic in vk

that is non-positive between its roots, and the negative root is below zero, so the condition is
vk ≤ v∗ with v∗ the positive root. Because vk decreases in k, Ak ⊂ Ak+1. Theorem 1(ii) applies,
with integrability in place of boundedness: the argument uses only that Yk is integrable and
that the minimum is attained, which holds here. Solving 1/σ2

0 + k/s2 ≥ 1/v∗ for the smallest
integer k gives k∗.

Numerical illustration. Take σ2
0 = s2 = 1, so that vk = 1/(1+ k). With κ = 0.01 the threshold

is v∗ = 0.1051, the one-step gain at k = 8 is w · 0.0111 and exceeds the cost 0.01w, the gain at
k = 9 is w · 0.0091 and does not, and so k∗ = 9. With κ = 0.001 the threshold is v∗ = 0.0321 and
k∗ = 31. Reducing the cost-to-loss ratio tenfold increases the optimal number of observations
about threefold, which is the scaling k∗ ≈ s

√
w/c for small κ. The diligence threshold in this

model is therefore not a number of observations that follows from the nature of the problem. It
is a function of the ratio κ = c/w, and the ratio is what the standard of care must fix.

The example also shows that the optimal stopping rule need not depend on the data.
Because the variance does not depend on the observations, the rule that stops after k∗ observa-
tions is fixed in advance. In this model, therefore, a standard of care can state a required sample
size and the question whether the agent stopped too soon is answerable without looking at
what the observations turned out to be. In other models, such as the sequential testing of a
hypothesis below, the stopping region depends on the data and the standard must be stated as
a rule of conduct that depends on the record.

5.2 Why the myopic rule can fail

The agreement of the myopic and optimal rules is a property of the monotone case, and the
case is not universal. The failure has a simple structure that appears in two forms.
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Proposition 7 (Enabling investigations). Let the state ω ∈ {0, 1} be the exclusive-or ω = X1 ⊕ X2

of two independent fair bits, let the loss be 1 for a wrong act and 0 for a right one, and let the two
investigations reveal X1 and X2 at costs c1 and c2. Then S0 = S1 = 1

2 and S2 = 0. The myopic rule
stops immediately for every c1 > 0, so τM = 0. The optimal rule is τE = 2 whenever c1 + c2 < 1

2 , and
the expected total cost is W0 = min{ 1

2 , c1 + c2} in all cases. Thus the myopic rule incurs the excess
cost 1

2 − c1 − c2 whenever c1 + c2 < 1
2 , and the problem is not in the monotone case.

Proof. Each bit alone is uninformative about ω, since P(ω = 1 | X1) = 1
2 for both values

of X1, so S0 = S1 = 1
2 ; both together determine ω, so S2 = 0. At k = 0, E[S1 | G0] + c1 =

1
2 + c1 ≥ S0, so ω ∈ A0 and τM = 0. At k = 1, ω ∈ A1 if and only if S1 ≤ S2 + c2, that
is, c2 ≥ 1

2 . By backward induction, W2 = Y2 = c1 + c2 and W1 = min{ 1
2 + c1, c1 + c2} so

W0 = min{ 1
2 , c1 + c2}, where the value of stopping at 0 is 1

2 . Hence stopping at 0 is optimal
only when c1 + c2 ≥ 1

2 . For c1 + c2 < 1
2 , we have 0 ∈ A0 and 1 /∈ A1 since c2 < 1

2 , which
violates monotonicity.

The exclusive-or model is extreme, but the phenomenon is not. It occurs whenever the
value of an investigation depends on its being combined with another. Radner and Stiglitz [8]
showed that the value of information is in general not concave in the amount of information,
and that a small amount of information can have zero or very small marginal value even when
a larger amount is worth a great deal; the exclusive-or model is a limiting case. A second form
requires no combination of different investigations. It arises from a decision threshold.

Example 1 (Threshold effect with a repeated test). In the binary model of Proposition 1
(loss H = 50 for leaving a defective structure open, K = 2 for closing, a test with detection
probability 0.8 and no false alarms), closing is the better action whenever the probability
p of a defect exceeds K/H = 0.04. A single clear result moves the probability from p to
0.2p/(1 − 0.8p). This is at least 0.04 whenever p ≥ 0.172, so for such p a single test cannot
change the action and has one-step value zero. Take p = 0.20 and a cost c = 0.10 per test. A
clear result gives posterior 0.0476, still above 0.04, so VOI1 = 0 and 0 ∈ A0, and the myopic
rule stops with expected loss S0 = 2. Two clear results give 0.0099, below 0.04. The best
sequential policy, computed by backward induction over up to ten tests, performs up to three
tests, stopping early on a detection, and has expected total cost W0 = 0.742 against 2. A single
test is useless by itself because its clear result is not strong enough to reverse the action, and
the best policy saves a net 1.26 once the cost of the tests it performs is counted.

The example matters for the application because it shows that the failure of the myopic rule
does not require an unusual structure of dependence. The repeated test with a fixed decision
threshold is as ordinary as an inquiry gets. Whenever the action is robust to one more piece
of confirmatory evidence but not to several, a one-step rule will stop where the optimal rule
would continue.
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Remark 1 (Sequential testing). When the purpose of inquiry is to decide between two simple
hypotheses on the basis of independent observations, with a loss for each kind of error and a
linear cost of sampling, the optimal rule is Wald’s sequential probability ratio test: continue
sampling while the posterior probability of the hypothesis lies in an interval (a, b) and stop
when it leaves it [6, 7]. This is a result of the classical sequential-analysis literature and is cited
here, not derived. Example 1 is a case of it. The continuation interval, in terms of the posterior
probability, is wider than the interval on which one more test is worth its cost, because there is
a range of posteriors on which a single test cannot reverse the action although several can. The
consequence is that the sequential testing problem is, in general, not in the monotone case, and
the myopic rule stops too soon at the edges of the continuation interval.

6 Bounds on the obligation to inquire

A theory of diligence invites the objection that it imposes no stopping point. If every investiga-
tion with positive value is owed, the obligation seems to extend without limit. The results of
this section show that, in the model, it does not. They are elementary, and the interest lies in
what they establish for a theory of responsibility rather than in their technical depth.

Proposition 8 (Bounds). Suppose every investigation costs at least c > 0 and the loss is bounded,
0 ≤ L ≤ M.

(i) No continuation is worth making when the remaining loss is below the next cost. If
Sk ≤ ck+1, then for every stopping time ρ with k < ρ ≤ K, E[Yρ | Gk] ≥ Yk, however many
further investigations are contemplated and whatever they are. So stopping at k is economically
optimal against every continuation.

(ii) Bounded number of investigations. Any stopping time ρ > k that is at least as good as
stopping at k, in the sense E[Yρ | Gk] ≤ Yk, satisfies E[ρ − k | Gk] ≤ Sk/c. In particular
E[τE] ≤ S0/c ≤ M/c.

(iii) Plans cost more than they save. For any plan consisting of m further investigations, the
expected reduction in the stopping loss is at most Sk and the cost is at least mc. Hence no plan
with m > Sk/c investigations is worth making.

Proof. (i) For ρ > k, Γρ − Γk ≥ ck+1 and Sρ ≥ 0, so E[Yρ − Yk | Gk] = E[Sρ | Gk] − Sk +

E[Γρ − Γk | Gk] ≥ ck+1 − Sk ≥ 0. (ii) From E[Yρ − Yk | Gk] ≤ 0 we get E[Γρ − Γk | Gk] ≤
Sk − E[Sρ | Gk] ≤ Sk, and Γρ − Γk ≥ c(ρ − k). The optimal stopping time τE at k = 0 satisfies
E[YτE ] = W0 ≤ Y0 = S0, which is the hypothesis for k = 0, and S0 ≤ M. (iii) The stopping loss
after the plan is non-negative, so the reduction in loss is at most Sk. Each investigation costs at
least c.

Part (i) gives the precise sense in which the theory does not impose an indefinitely expand-
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ing obligation. The loss that remains, in expectation, bounds the benefit of any amount of
further inquiry. When it falls below the cost of a single further investigation, nothing is worth
doing, however many investigations are available. Part (ii) bounds the total amount of inquiry
that an economic standard could ever require by the ratio of the initial stakes to the cost per
investigation. Both bounds hold for the economic condition. A categorical protocol, an element
of R whose requirement is independent of the posterior, can demand an investigation beyond
them, and then the burden of justification falls on the protocol.

Proposition 9 (Scaling and comparative statics). (i) For λ > 0 the economic stopping time for
(λL, (λck)) is the same as for (L, (ck)). The threshold depends on the loss and costs only through
their ratio.

(ii) If c′k ≥ ck for all k, then Ak(c) ⊂ Ak(c′) for every k, so τM(c′) ≤ τM(c). If both problems are in
the monotone case then τE(c′) ≤ τE(c).

(iii) If λ′ ≥ λ then τM(λ′L) ≥ τM(λL), and the same holds for τE in the monotone case.

Proof. (i) Multiplying L and the costs by λ multiplies Sk and Γk by λ and hence Yk, Wk, and the
one-step inequality defining Ak. The events are unchanged. (ii) The condition Sk ≤ E[Sk+1 |
Gk] + ck+1 is weaker when ck+1 is larger, and the first stage at which it holds can only move
earlier. The claim for τE follows from Theorem 1(ii). (iii) By (i), τM(λ′L) = τM(L, (ck/λ′)), and
ck/λ′ ≤ ck/λ, so (ii) applies in the reverse direction.

The comparative statics are the formal version of the intuition that the more serious the
possible harm and the cheaper the investigation, the more inquiry is owed. Part (i) is the
substantive point. It says that no part of the answer to the question when to stop can be
recovered from the loss and the cost separately. A standard that fixed the cost of inquiry
without fixing the weight on the harm, or the reverse, would have fixed nothing about the
threshold.

7 Single-investigation and plan-level indication

The parent essay and its companions use a notion of indication: an investigation is indicated
when the evidence available makes the fact it addresses sufficiently probable. In the sequential
setting there are three candidate meanings of indication, and the difference among them is
where the enabling-investigation problem enters the standard of care.

Definition 6 (Levels of indication). At stage k < K and for a material question f with an
admissible investigation bearing on it, the investigation is

• probability-indicated if pk( f ) ≥ θ f ;
• step-indicated if one more investigation has positive net value, ω /∈ Ak, that is VOIk > ck+1;
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• plan-indicated if some adaptive continuation has positive net value, that is, Wk < Yk,
equivalently E[Yρ | Gk] < Yk for some stopping time ρ > k.

Proposition 10 (Step and plan indication). Step-indicated implies plan-indicated. The converse fails,
in the models of Proposition 7 and Example 1, and holds in the monotone case. Probability indication is
independent of both: rows 2 and 5 of the table in Proposition 1 show probability indication without step
indication and step indication without probability indication.

Proof. If ω /∈ Ak then E[Yk+1 | Gk] < Yk, and ρ = k + 1 is a continuation of positive net value.
The converse fails by the models cited. In the monotone case, Theorem 1(ii) shows that Wk = Yk

exactly on Ak, so Wk < Yk exactly off Ak. The independence claim is the content of the rows
cited.

The choice among the three levels is a choice about how a standard of care should be
framed, and each has costs. Probability indication is the most administrable, since it asks only
whether the evidence made a fact sufficiently likely, and it is insensitive to costs and to what
could be done about the fact. Step indication is the usual form of a cost-benefit standard. It can
be assessed by a court or reviewer, it relies on what was known at the stage in question, and
by Theorem 1(i) it errs only on the side of too little inquiry. Plan indication is the economically
correct criterion, but it requires the assessor to reason about a second-stage value that is not
visible at the first stage, and this reasoning is exactly what hindsight distorts. After the enabling
step has revealed a defect, it is easy to say that the step was plainly worthwhile. Before, the
step may have had no value that anyone could have pointed to.

Required protocols are the institutional response. A protocol bundles an enabling step with
the investigation it enables, and the standard then requires the bundle without asking whether
the first step is separately worthwhile. A requirement to inspect the underwater portions of
a bridge on a schedule includes in its practice the access that makes the inspection possible,
and a clinical screening pathway includes the step that has no diagnostic value of its own but
makes the diagnostic one available. In the notation of Section 4, plan-level indication that
cannot be defended as an inference from the record is moved into R, where it is a matter of the
standard and not of the individual’s estimate. This explains why R is a separate component of
P . It is the place at which a standard of care takes a stand on multi-stage value without relying
on case-by-case judgment of what the second stage would have shown.

The distinction also determines how omissions of enabling steps are classified. If an agent
omits an enabling step that was neither step-indicated nor within any protocol, and had no
reason to see its plan-level value, the omission is of type N, not indicated, in the taxonomy of
the parent essay, and is not deficient. If the agent knew or suspected that the step would open
the way to a revealing inquiry, and omitted it for that reason, the omission is of the motivated
kind. This is the same line that the companion essay on the law [3] draws between failing to
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learn what one should have known and arranging not to learn what one suspects.

8 The stopping rule as an object of responsibility

A stopping rule is a policy, and a stop is an act. This section considers what the framework
says about the evidential and the motivational side of stopping.

Lemma 3 (Stopping-rule irrelevance for the posterior). For any stopping time τ and any event
f , P( f | Gτ) = ∑k 1{τ=k} pk( f ). The evidence-supported probability at the stopping time is the
probability given the record at that time, whatever the rule by which the stopping time was determined.

Proof. The right side is Gτ-measurable. For B ∈ Gτ, B ∩ {τ = k} ∈ Gk by the definition of Gτ,
so E[1 f 1B] = ∑k E[1 f 1B∩{τ=k}] = ∑k E[pk( f )1B∩{τ=k}] = E[∑k 1{τ=k}pk( f )1B].

The lemma is the Bayesian statement of the stopping rule principle, discussed at length by
Berger and Wolpert [9]: the inference to be drawn from the data does not depend on the rule
that determined when to stop. Its implication for responsibility is a limit on what a stopping
decision can be criticized for. An agent who stopped after a reassuring result, and who would
have gone on had the result been different, has not thereby formed a biased estimate. The
probability that the record supports is the same as for an agent who had decided in advance
on a fixed number of tests and obtained the same results. A policy of stopping at the first
favorable result is not, merely for that reason, defective as evidence.

The qualification is that the lemma concerns the record that is conditioned on. It protects
the posterior only if every observation obtained is in Gτ. An agent who repeats a test until one
gives a reassuring result and then relies on that result alone has not stopped in the sense of
the lemma. The agent has discarded observations, and the posterior given the retained record
differs from the posterior given the full record. In the vocabulary of Section 2 of [3], this is an
interference, an avoidance act that restricts what flows into the inquiry, and it is addressed by
the quality requirement κ of Definition 4. The distinction between stopping and censoring is
therefore an important one for any practical standard: stopping early on the strength of what
one has seen is licensed by the lemma, while ignoring what one has seen is not.

Stops and omissions. A stop at stage k is the omission of the investigations that remain. By
the taxonomy of the parent essay it is classified by whether the omission was deficient and, if
it was, by whether it was motivated.
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Discharge at the stop Motive of the stop Classification
Dt,k = 1 any No deficient omission. A culpable motive does not

make a discharged stop deficient with respect to
diligence.

Dt,k = 0 inattention or a mis-
taken view of the stan-
dard

Deficient, type D1.

Dt,k = 0 suspicion of what the
further inquiry would
show

Deficient and motivated, type D2.

Dt,k = 0 a competing constraint
the standard recog-
nizes

Justified, type J.

Dt,k = 0 no admissible investi-
gation available

Unavoidable, type U.

The first row states a consequence of the framework that may seem hard to accept. An
agent who stops because of a wish not to know, at a point where the standard of care was
satisfied, has not committed a deficient omission. This is not an endorsement of the motive. It
follows from the definition of deficiency, which attaches to the omission of what was required,
and from the fact that the framework treats the motive as aggravating a deficiency and not as
creating one. The companion essay on the law [3] reaches the same structural result for the
doctrine of willful blindness, which requires a fact the defendant would otherwise have been
bound to learn or have suspected. Whether a motive should matter even when no duty was
breached is a question the account leaves to other parts of the theory of responsibility.

Policies. A stopping rule can be assessed before any data are observed. Say that a stopping
time τ is normatively admissible if Dt,τ = 1 almost surely. Whether such a rule exists within
the horizon is a substantive matter. If the investigations available in the sequence cannot, in
some states, bring pk( f ) below θ f for an indicated question, then no stopping time within the
horizon is admissible in those states, and the right conclusion is that the plan of inquiry itself is
deficient: it was not designed to be capable of discharging the duty. By Proposition 2, if some
admissible stopping time exists then τD is one, and it is the earliest.

9 A worked case: the inspection of a bridge

A municipal engineer is responsible for a road bridge. At each inspection cycle the engineer
must decide whether to leave the bridge open or to close it for repair, and may first commission
inspections. The case is built to show the distinctions of the paper in a single setting, and
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it is carried through four versions. The numbers are chosen for transparency and carry no
empirical claim.

The model. There are two hazards, a fatigue crack in a girder ( f1) and scour at a pier
foundation ( f2). Each has its own repair decision, the losses are additive, and the hazards
are independent, so that evidence about one carries no information about the other. For each
hazard the structure is either defective or sound. Leaving it open costs H = 50 units if it
is defective and nothing otherwise, and closing it costs K = 2 units whatever its state, so
that closing is the better action when the probability of a defect exceeds K/H = 0.04. An
inspection for either hazard detects a defect with probability 0.8, produces no false alarm,
and costs c = 0.45. The standard of care P has no categorical protocol (R = ∅) in Versions
A to C, indication thresholds θ f1 = θ f2 = 0.05, and a quality requirement that inspections be
performed by a certified inspector with full access. The epistemic tolerance for the table is
ε = 0.01. The initial probabilities are p( f1) = 0.05 and p( f2) = 0.01.

Version A: a reassuring result discharges the duty

The girder is indicated, since p( f1) = 0.05 ≥ θ f1 , and the engineer commissions the inspection.
Without it the Bayes risk is S0 = min{50 · 0.05, 2} = 2. With it, the inspection detects the
defect with probability 0.04 and the engineer closes the bridge, and otherwise the posterior
probability of a defect is 0.2 · 0.05/0.96 = 0.0104 and the engineer leaves it open, with expected
loss 0.5208. The expected stopping loss after the inspection is 0.58, the one-step value is
2 − 0.58 = 1.42 > 0.45, and the inspection is worth making. The best policy has expected total
cost W0 = 0.45 + 0.58 = 1.03 against 2 for acting immediately.

The inspection is clear. The record is now p( f1) = 0.0104 and p( f2) = 0.01. Completeness
holds because R = ∅. Closure holds because both probabilities are below 0.05. The quality
requirement is met. Hence Dt,1 = 1 and the engineer stops. The three conditions of Section 3
give different verdicts on why, and that is the instructive feature. Economically, a second
inspection has value 0.40, which is below its cost 0.45, so stopping is optimal. Epistemically, the
residual uncertainty u = 0.0104 is just above the tolerance 0.01, so the matter is not quite settled
in the epistemic sense. Normatively, the duty is discharged. The engineer has stopped while
information that could improve the decision remains available, and the stop is not deficient.

Version B: the same result, with an indicated risk unresolved

Suppose now that the record also contains the flood gauge reading from the previous spring,
which raises the probability of scour to p( f2) = 0.12. The girder inspection is performed and is
clear exactly as in Version A, so p( f1) = 0.0104. It carries no information about scour, so p( f2)
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remains 0.12. A scour survey is an admissible investigation that has not been performed, and
0.12 ≥ θ f2 . Closure fails, so Dt,1 = 0. Stopping here would be a deficient omission, although
the engineer has inspected the bridge with care.

This is the point of the version: having investigated is not the same as having investigated
adequately. The reassuring girder result is real evidence about a different hazard. The economic
calculation agrees in this version, since the survey has one-step value 0.608 > 0.45. The two
diverge if the survey is costlier. At a cost of 0.70 the economic stop is optimal for the scour
question, because 0.608 < 0.70, and the standard of care still treats the matter as open. This is
row 2 of the table in Proposition 1, and it shows the sense in which a standard with probability
indication constrains the economic calculation. Whether the standard should be so strict is the
normative question of Section 10, and the mathematics only shows that the strictness has a
price, namely an expected net cost of 0.70 − 0.608 = 0.092 per survey.

The classification of the omission depends on the engineer’s reasons. If the engineer
overlooked the flood record, it is a type D1 omission. If the engineer saw it and did not
commission the survey because a bad result would have forced a costly closure, it is type D2.
If a competing constraint that the standard recognizes, such as a prohibition on diving in the
flood season, made the survey impossible, it is type J or U.

A further consequence is the reopening duty. Suppose Version A had ended, as it did, with
Dt,1 = 1, and that a flood then occurs and raises p( f2) to 0.12. By Proposition 3 the discharge
lapses, and the engineer who treated the earlier discharge as final would now be in the position
of Version B.

Version C: repeated inspection is not justified

Return to Version A after the clear result and suppose the insurer proposes a second inspection
of the girder at once, and then a third, and so on. The state is p( f1) = 0.0104, the stopping
loss is S1 = 0.5208, and no new indication has arisen. The expected reduction in loss from m
further inspections is 0.400, 0.480, 0.496, 0.499, and 0.500 for m = 1, . . . , 5, and their costs are
0.45m. One further inspection saves 0.40 and costs 0.45. Two or more cost at least 0.90, which
exceeds S1 = 0.5208, the most that any plan could save by Proposition 8(iii). No number of
repeated inspections is worth making.

This is the case that shows the account does not impose an indefinitely expanding obligation.
The cumulative saving from repetition approaches S1 and never exceeds it, while the cost
grows linearly. In the model, the expected number of inspections under any economically
sensible plan is bounded by S0/c = 2/0.45 ≈ 4.4 by Proposition 8(ii), and the optimal policy in
this version in fact performs exactly one. The normative condition agrees: with p( f1) below its
threshold and no new indication, no further inquiry is required, and a request for it is a request
for a precaution beyond the standard. The insurer may of course ask for more inspection as a
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matter of contract, but the contract and not the duty would be the source of the requirement.

Version D: an enabling step

The last version changes the hazard. The bearing seat at a pier can be examined by hand only
after a scaffold has been erected. The prior probability of a defect is 0.10. Leaving the bridge
open if the bearing is defective costs 30 units and closing costs 2, so that closing is the better
action above 0.067, and the Bayes risk of acting immediately is S0 = min{30 · 0.10, 2} = 2.
There are three investigations. A visual inspection from the ground costs 0.05 and detects a
defect with probability 0.3. Erecting the scaffold costs 0.20 and reveals nothing. A hands-on
inspection, available only after the scaffold, costs 0.30 and detects a defect with probability
0.95.

The ground inspection has no value on its own. A clear result gives the posterior 0.0722,
at which leaving the bridge open would cost 2.165 > 2, so the action does not change and
VOI = 0 < 0.05. The scaffold has VOI = 0 < 0.20, since it reveals nothing. A myopic rule
therefore stops at once with total cost 2. The sequence of scaffold and hands-on inspection
has stopping loss afterwards of 0.34 (a defect is detected with probability 0.095 and the bridge
closed; otherwise the posterior is 0.0055 and the bridge stays open), so its expected total cost is
0.20 + 0.30 + 0.34 = 0.84. The optimal rule is to build the scaffold and inspect, and the myopic
rule loses 1.16 units. This is the enabling structure of Proposition 7 in a realistic form.

What the standard of care does here depends on its form. A step-indicated standard
does not require the scaffold, since no single step has positive value. A probability-indicated
standard does reach the question, because p = 0.10 ≥ θ = 0.05 and the ground inspection,
which bears on the hazard, leaves the probability at 0.0722, still above the threshold, so closure
of indications continues to fail; the engineer who stopped after the ground inspection would
not be discharged. Whether the standard requires the scaffold itself depends on whether
the access is within R or within the investigations that bear on the hazard. This is the case
for which Section 7 suggests a protocol. A standard that says that the bearing seats must be
examined by hand at a stated interval, with access provided as needed, takes a position on the
plan-level value of the scaffold that no single-step cost-benefit comparison would reach.
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Version Situation at the stop E S D Verdict
A Girder clear; scour not indicated yes no yes Stop is justified
B Girder clear; scour indicated, survey

omitted
no no no Stop premature

B′ As B with survey cost 0.70 yes no no Stop premature de-
spite economic stop

C Girder clear; further repeats pro-
posed

yes no yes Repetition not owed

D Ground inspection only; enabling
step omitted

no no no Stop premature; my-
opic rule misses it

In the table, E refers to the economic stop at the last point of the version, S to epistemic
sufficiency with ε = 0.01, and D to the discharge indicator. In Version D, E is read at the stage
after the ground inspection, where scaffold and hands-on inspection together have positive
net value although the first step alone does not, so the economic stop is not optimal there.

10 What the mathematics supplies and what the standard must sup-
ply

The results can now be sorted. The mathematical results are conditional on a model, and a
conclusion about when to stop cannot be stronger than the model’s inputs.

Established by mathematics Conditional on Supplied by the standard of
care

The optimal stopping time τE

and value W0

Likelihoods, prior, loss L,
costs ck, finite horizon

The loss, whose losses count,
the weight λ on harm to others

The myopic rule never stops
later than optimal (Thm. 1(i))

Fixed or finitely many avail-
able investigations

Which investigations are avail-
able and applicable

Myopic equals optimal when
one-step stopping sets are
nested (Thm. 1(ii))

Monotone case, verified for
the model

Whether the model is believed

A closed-form threshold in the
Gaussian case (Prop. 6)

Quadratic loss, normal prior
and noise

The ratio κ = c/w

The obligation is bounded
(Prop. 8)

Bounded loss, positive costs Whether protocols may exceed
it

Threshold depends on c/λ only
(Props. 5, 9)

Linear scaling Both c and λ

Posterior is independent of the
stopping rule (Lemma 3)

Full record retained The quality requirement κ

Discharge is non-anticipating
and non-monotone (Props. 2, 3)

Definition 4 What counts as a new indica-
tion
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The right column collects the quantities that cannot be derived. They are the loss function
and its scope, the cost to be counted and whose it is, the exchange rate λ between the agent’s
cost and the harm to others, the set M of material questions and the thresholds θ f , the required
protocols R and in particular those that encode multi-stage value, the quality requirement, the
level of indication the standard uses (probability, step, or plan), the tolerance ε and set Φ if
epistemic sufficiency is to figure in the standard, and the events that count as reopening an
inquiry. Each of these is a normative decision about what risks society ought to tolerate and
who ought to bear the cost of reducing them. The mathematics does not make them and does
not make them unnecessary.

Three consequences are worth stating. First, it is not true that a computed economic
threshold is a standard of care. It becomes one only when a standard adopts λ and the other
parameters, and adopting a different λ yields a different threshold by the same computation.
Second, a standard that is silent about a parameter does not thereby avoid fixing it. A standard
that says only that the agent must act reasonably fixes λ implicitly through the reviewer’s
judgment, and the mathematics makes visible which judgment is being made. Third, the
assumptions under which the threshold can be computed are demanding: known likelihoods,
a prior, an agreed loss, deterministic costs, and a known set of available investigations. In the
cases that matter most, such as novel technologies and unprecedented risks, some of these are
not available, and the right conclusion there is that the threshold is not computed but argued
for.

11 Limits of the account

The model is Bayesian and assumes that the agent, or the reviewer assessing the agent, can
state a prior and a likelihood. Where the probabilities are themselves uncertain, the results of
Section 5 apply to each admissible prior but no one answer follows, and a standard that must
work under such ambiguity would need a robust formulation that this paper does not give.
Costs have been taken as deterministic. When the cost of the next investigation depends on
what the previous ones found, as it does when a discovered defect changes the cost of access,
ck+1 is Gk-measurable, the arguments go through with the notation altered, and the bounds of
Proposition 8 require a lower bound on costs that may fail.

Two further limits are deeper. The framework treats the standard of care as a function
of the record, and so cannot represent a standard that depends on facts the agent could not
have known. This is a feature for a theory of diligence, as noted in Section 4, but it means
the framework does not address strict liability. And the welfarist form of Proposition 5 is one
standard among others. Duties that are owed regardless of a cost-benefit comparison, such
as duties to disclose or to refrain from experiments on persons, are represented only by the
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required protocols R, which records that they exist without explaining them. The treatment
is also of a single agent. When several agents each hold a part of the information and the
omissions of one interact with those of another, the question of attribution is of a different
kind, and it is the subject of the next companion essay in the series, on shared omissions.

Note on sources. Theorem 1(ii) is a finite-horizon version of a result in the theory of optimal
stopping due to Chow, Robbins, and Siegmund [4], and it is proved here for completeness. The
statements concerning the sequential probability ratio test [6, 7], the nonconcavity of the value
of information [8], and the stopping rule principle [9] are cited from general knowledge of the
literature and were not rechecked against the original texts for this essay, and the bibliographic
details below should be verified before the citations are relied on. The reference to Carroll
Towing in Section 4 is likewise from recollection. The numerical values in Section 9 and in
Proposition 1 and Example 1 were computed by script directly from the definitions, and the
closed-form expressions were checked by hand.

12 Conclusion

When does an agent have sufficient justification to stop acquiring information, even though
further inquiry remains possible? The answer given here has two parts. In the model, an agent
is economically justified in stopping when the expected value of further inquiry does not exceed
its cost, and this can be computed in closed form in the simplest cases, bounded in all, and is
approximated by the one-step rule in the monotone case and may be badly approximated by it
when low-value investigations enable high-value ones. An agent is normatively justified in
stopping when the record shows that the standard of care no longer requires anything further:
its required inquiries are complete, no indicated question with an available investigation
remains open, and the completed investigations met the standard’s quality requirement. The
second condition is defined from the record and not from the conclusion that stopping is
admissible, which is what gives the claim that discharge licenses stopping its content. It can
hold when the first fails, and the reverse, and it lapses when new indications arise.

The bridge-inspection versions show what follows. A reassuring result can discharge the
duty (A), and the same result can leave it undischarged when an independently indicated risk
remains (B). Repeating an inspection after the matter is settled is not owed, however many
repetitions are possible (C). And a duty to look further can reach an investigation that has no
value of its own, when it enables one that has (D). What the paper does not do is derive the
diligence threshold from mathematics alone. The threshold is a function of parameters that
only a standard of care can supply, and the most useful thing the mathematics does is to say
which they are.
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