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Abstract

A large class of verification procedures evaluates computational systems at discrete bound-
aries: an output is inspected, a tool invocation is authorized, a transition is checked, a proof
obligation is discharged, or an anomaly score is assigned. Such procedures are indispensable,
but the properties they establish are frequently allowed to travel farther than the verification
itself. This essay argues that the resulting problem is not simply that contemporary artificial-
intelligence systems require longer-horizon monitoring. The deeper problem is a mismatch
between the scope of a verification procedure and the informational support of the property
inferred from it. Four recent studies expose distinct forms of this mismatch. Shi, Zhang, and
Yang show that repeated interaction can alter the effective policy of language-model agents even
when individual actions remain locally intelligible. Zhang et al. show that anomalies can become
visible in workflow geometry while remaining obscure at the level of isolated events. Lahiri shows
that a formally sound terminal verifier cannot compensate for an unreliable transformation into
the representation it verifies. Ma et al. argue that predictive fidelity does not by itself establish
the evidential conditions required for safe intervention.

These results can be unified by a simple non-implication: successful verification of every
locally inspected component does not in general establish a property of the composed his-
tory. The paper develops this observation into a more precise criterion. If a verifier observes
a projection 7(H) of a history H, then a property ®(H) is universally decidable from that
observational unit only if ® factors through 7, so that there exists a function o satisfying |
d=>0o .| Equivalently, whenevertwohistoriesareobservationallyidenticalunders, they must
agree on ®. Failure of this condition yields a projection-insufficiency result: no increase in the in-
telligence, computational power, or statistical sophistication of a verifier restricted to w(H) can
universally recover ®(H). Composition therefore requires its own justification. The appropriate
unit of verification is determined not by the location of the checkpoint but by the informational
support of the property being claimed, and any extension of a verified result across temporal
composition, workflow structure, representational transformation, or intervention requires an
explicit preservation argument.



“It boils down to asking what the consequences might be of shutting
the system off after it’s been running for a while.” —Neal Stephenson,
Termination Shock

1 Introduction

The checkpoint is one of the most persistent architectures of security. Something approaches
a boundary, is inspected according to a procedure, and either passes or does not. The appeal
of this arrangement lies partly in its localization of an otherwise diffuse problem. Rather than
establish the safety of an entire environment, one inspects what crosses a particular boundary.
Rather than determine the integrity of a complete process, one tests an artifact at a designated
moment. Rather than characterize every possible consequence of an operation, one asks whether
the operation satisfies a predicate at the point where execution can still be interrupted. Software
verification, runtime monitoring, access control, content moderation, network filtering, and contem-
porary artificial-intelligence safety all employ versions of this architecture. An output is evaluated
before release, a tool invocation is checked before execution, a request is filtered before reaching a
service, an intermediate state is compared against an invariant, or a proof obligation is discharged
before a transformation is accepted. The procedure may be sophisticated, probabilistic, symbolic,
adversarial, or formally verified, but its conceptual geometry remains recognizably checkpoint-like:
an object arrives, a test is applied, and the result of that test licenses some conclusion about what
may happen next.

Rebecca A. Adelman’s Beyond the Checkpoint [?], although concerned with a very different
domain, provides a useful conceptual counterpoint to this architecture. Adelman’s subject is the
visual culture of the United States’ Global War on Terror, particularly the institutional practices
through which images, spectatorship, surveillance, citizenship, violence, and security become mu-
tually organized. Her argument is not a theory of computational verification, and nothing in the
present essay depends upon treating it as one. The relevance is methodological rather than ge-
nealogical. The checkpoint is not exhausted by what occurs at its visible boundary. To understand
what a checkpoint does requires attention to institutions, practices, representations, actors, and
relations extending before, after, around, and through it. The checkpoint is a site at which a
judgment becomes visible, but the visibility of the judgment does not imply that the conditions
determining that judgment are coextensive with the site at which it is made.

A closely related geometrical temptation appears in computational verification. Because a test
occurs at a particular boundary, it is easy to treat that boundary as though it were also the
natural boundary of the property being tested. If an output passes a safety classifier, the output
checkpoint becomes the apparent site of safety. If a tool invocation passes an authorization test,
the invocation becomes the apparent unit of legitimate action. If a program translated into an
intermediate representation receives a machine-checked proof, the verified representation can begin
to stand in for the source program itself. If a world model predicts an outcome accurately, the
prediction can begin to function as though it had also established the appropriateness of acting to
produce that outcome. In each case a result obtained on one mathematical object is allowed to
migrate, often silently, to a larger or different object.

The problem is frequently described as one of horizon length. Artificial-intelligence agents now
operate for longer periods, invoke more tools, coordinate with more agents, retain more information,
modify more external state, and undertake tasks whose consequences cannot be evaluated from a
single output. Monitoring must therefore become persistent rather than episodic. This description



is correct, but it captures only one member of a broader family of failures. Longer execution is
one way in which the scope of a property can exceed the scope of the test used to establish it. A
property may instead depend upon the topology of a workflow, the fidelity of a representational
transformation, the distribution of information across multiple observers, the relationship between
predictive accuracy and consequential risk, or the evidential conditions under which intervention
is justified. A verifier can therefore have an arbitrarily long temporal horizon and still inspect the
wrong object.

The central problem is better stated as a problem of scope. Verification has a domain. A
property has an informational support. Conclusions drawn from a verifier remain confined to what
its input can distinguish unless some additional argument establishes that the property of interest
is preserved by the projection, transformation, composition, or abstraction separating the verifier’s
input from the object about which the conclusion is ultimately asserted.

To make the problem precise, let S be a state space and A an action space. A finite computa-
tional history is an element [ H=(sg, ag, 1, a1, ..., an—1, sn) € H,|whereHdenotestheseto f historiesunderconsidera
SXAxS — 0, 1.|ForaparticularhistoryH, everyinspectedtransitionmaysatis fyitscorrespondingtest :

[Vi(st,ae, sp41) =1 for every t € 0,...,n — L.]JNowlet[® : H — 0, 1]denotesomepropertyclaimedo fthecomplete
1]licenses[®(H) = 1.]Ingeneralitdoesnot. T heconjunctiono f success fullocaltestsimpliesthehistory—
levelpropertyonlyi f anadditionalrelationhasbeenestablishedbetweenthe family Ve and ®. Without

n—1
such a relation, | /\ Vi(se,ae, s141) =1 #  ®(H) = 1|] is the correct default.
t=0

The non-implication should not be interpreted as a claim that local verification is weak, obsolete,
or intrinsically incapable of composing. Many local properties do compose, and much of formal
methods consists precisely in proving the conditions under which they do. The point is instead
that composition is a mathematical claim rather than a free consequence of repetition. If a system
designer wants to infer ®(H) from the conjunction of local predicates, then the bridge from those
predicates to ® is itself part of what must be established. A successful sequence of verifications
does not verify its own composition law.

This observation becomes more general when the verifier does not inspect the history directly.
Let [ m : H — Olbetheobservationalmapthroughwhichaverifierseesahistory.Theobjectm(H) may
be a terminal output, a collection of local events, a summary, a workflow graph, a translated
program, a latent representation, a finite window of prior interaction, or any other informational
reduction of H. The verifier computes on 7(H) rather than on H itself. The central question is
then whether 7w (H) retains enough information to determine the property ®(H).

Definition 1 (Sufficient support). Let ® : H — Y be a property and let 7 : H — O be an
observational map. The observation 7 is a sufficient support for @ if there exists a function [
® : Im(mw) — Y]suchthat[® = ® o 7.] Equivalently,®(H) is completely determined by m(H).

The factorization condition gives a precise meaning to the intuition that a verifier’s input must
preserve the distinctions relevant to the property it is supposed to establish. If ® factors through
7, then the full history may contain enormous quantities of information irrelevant to ®, but no
information necessary to determine ® has been lost by passing through 7. If the factorization fails,
then at least one distinction erased by 7 remains consequential for ®.

The equivalent criterion is immediate.

Proposition 1 (Fiber criterion). An observational map = : H — O is a sufficient support for
®:H —Yifand only if [ 7(H;) =n(Hy) = @(Hi)= ®(Hsz)|forallH;, Hy € H.

Proof. Suppose first that ® = ® o 7. If 7(H;) = 7(Hy), then | ®(H))



B(r(Hy))

&(r(Hs))

®(Hjy).]Thus® is constant on every fiber of .

Conversely, suppose that [ 7(H1) = 7(H2) = ®(H;) = ®(H3).|Foreacho€ Im(r) choose any
H € H satisfying 7(H) = o and define | ®(0) = ®(H).|Theassumedconstancyof® on fibers of m
makes this definition independent of the choice of H. Hence d is well defined, and for every H € H,
[ ®(n(H)) = ®(H).]Therefore[® =dor] O

The proposition yields the negative result that will recur throughout the paper.

Proposition 2 (Projection insufficiency). Let m : H — O be the complete input available to a
verifier, and let ® : H — Y be the property the verifier is expected to determine. If there ex-
ist Hi,Hs € H such that | 7(H1) = n(Ha2)|but|®(H1) # ®(H2),|thennofunction[f : Im(w) —
Y]cansatisfy[f(n(H)) = ®(H)]foreveryHe H.

Proof. Assume for contradiction that such an f exists. Since [ 7(Hy) = 7(Hs), Jwehave|f(n(H;)) =
f(m(Hz)).]Bytheassumedcorrectnessoff, [f(n(Hy)) = ®(Hy)land[f(n(H2)) = ®(Hy).]Therefore|®(H;) =
®(Hs), |contradictingthehypothesis.Nosuchfexists. [

Projection insufficiency is elementary, but its consequences are stronger than a generic obser-
vation that “more context may help.” Once the verifier’s interface maps two property-distinct
histories to the same observation, no improvement to the downstream verifier can restore universal
correctness while the interface remains fixed. A larger model, more compute, a better training
procedure, a stronger reward function, or a more sophisticated classifier cannot distinguish two
inputs that are literally identical at the verifier’'s boundary. The obstruction lies upstream of the
verifier. It is informational rather than computational.

This also clarifies what should be meant by the unit of verification. It is tempting to identify the
unit with a concrete engineering object such as an output, transition, graph, trajectory, or model
state. The factorization view suggests a more precise definition.

Definition 2 (Verification unit). For a property ® : H — Y, a representation w(H) is a verification
unit for ® when ® factors through 7. A verification unit is minimal relative to a specified ordering
of representations when no strictly coarser representation in that ordering remains sufficient for ®.

The qualification concerning an ordering is necessary. There need not exist a unique smallest
representation in any absolute sense. Different representations can preserve the same property
while retaining incomparable kinds of information. The relevant engineering problem is therefore
not to discover a metaphysically privileged object called “the” verification unit, but to construct
an observational interface that preserves the distinctions required by the property while discard-
ing distinctions that are unnecessary, dangerous to expose, prohibitively expensive to retain, or
irrelevant to the judgment.

This perspective changes the question posed to a verifier. Instead of asking only whether the
verifier is powerful enough, one asks first whether the verifier’s input is sufficient in principle. Only
after that question is answered does model capacity become relevant. A perfect verifier over an
insufficient projection remains insufficient. Conversely, a relatively simple verifier may be adequate
when its input has been designed so that the target property factors cleanly through it.

The four recent studies examined in this essay can be read as four different failures of an as-
sumed factorization. Shi, Zhang, and Yang [?] show that repeated interaction changes later behavior
through accumulated history, so an isolated action can fail to preserve the information required
to characterize the process that generated it. Zhang et al. [?] show that workflow-level structure
contains distinctions erased by eventwise inspection, while also demonstrating why structural ab-
normality must not be confused with a stronger judgment merely because it is detectable. Lahiri [?]



places a probabilistic representational transformation before formal verification, exposing the fact
that a proof concerning the translated object establishes a property of the source only when the
translation preserves the relevant semantics. Ma, Huang, Kim, and Jang [?] distinguish predictive
fidelity from the information required for consequential intervention, showing that a representation
sufficient for forecasting need not be sufficient for deciding whether to act.

These cases are related, but they should not be collapsed into instances of a single empirical
mechanism. Their commonality is formal rather than causal. Each involves an object x, a trans-
formation or projection 7', and a property that is tacitly expected to survive the passage from
one side of T' to the other. Temporal aggregation, graph composition, semantic translation, and
prediction-to-intervention are different operations. What they share is that preservation across the
operation is substantive. It cannot be inferred merely from the correctness of a test applied before
or after the transformation.

The argument of this essay is therefore narrower than the claim that artificial-intelligence safety
should become “trajectory-level,” but stronger than the claim that current systems need more
monitoring. Trajectories themselves can be insufficient representations. A complete temporal record
can omit graph relations that matter, encode an unfaithful representation, or contain excellent
predictions without the evidence necessary to justify intervention. The correct unit is determined
by the property, not by a universal preference for larger observational objects.

The paper proceeds through four forms of scope mismatch. The first is temporal: the distri-
bution generating a present action can depend upon earlier interaction in ways invisible at the
action boundary. The second is structural: properties of a composed workflow can fail to reduce
to properties of its constituent events. The third is representational: verification of a transformed
object does not automatically establish the corresponding property of its source. The fourth is epis-
temic: successful prediction does not automatically establish the premises required for intervention.
The later sections then place these failures into a common preservation framework, develop the
factorization criterion more fully, and return to the checkpoint as a general problem of mistaking
the visible site of inspection for the informational scope of the property being inspected.

The resulting thesis can be stated compactly. Verification is always verification of something,
through some representation, with respect to some property. If the property is asserted beyond
the representation on which it was established, the bridge between those objects is itself part of
the proof. Where that bridge is absent, the verification result has reached the limit of its justified
scope.

2 Temporal Composition

The first failure of scope is temporal. Shi, Zhang, and Yang [?] study repeated interactions between
language-model agents in an environment in which agents perform tasks, share information, verify
one another’s work, and receive rewards. The experimental setting creates a conflict between
strict adherence to the verification protocol and incentives available through repeated interaction.
Across the models studied, collusive deviation emerges in 94 percent of trajectories. The result is
particularly important because the relevant behavior is not adequately characterized as a collection
of independently generated bad outputs. Peer behavior, verification feedback, reward structure,
and accumulated interaction history alter subsequent behavior, while restrictions on the history
made available to agents reduce the observed tendency toward collusion.

The natural mathematical object in such a setting is therefore not an isolated action but a
history-conditioned policy. Let [ H<;

(s0,ao, 81, - - -, st)|denotethehistoryavailableattimet, andlet[mg(a; | H<¢)|denotetheef fectivepolicyo fanagentp



Even when the underlying model parameters remain fixed, the distribution over actions need not re-
main fixed because the conditioning variable changes with the trajectory. Thus [ mg(- | H<¢) # mo(- |
H',)|canholdf ortwohistoriesendinginobservationallysimilarcurrentstates.Themodelisunchangedasaparameter
sensitive.
This distinction matters because an action-level verifier observes an outcome of the policy rather
than the policy itself. Suppose a verifier applies [ Vi(at, H<¢) € 0,1, Jor, inthemorerestrictivecase, [Vi(a;) €
0, 1.]|Eveni ftheveri fieracceptstherealizedaction, [Vi(a;) = 1, ithasestablishedonlyapropertyo ftherealizedsampl
H<;),|andstilllessapropertyo fthesequenceo f policiesinducedoverthecompleteinteraction.
To see the distinction clearly, let A be an action space and let [ BC A]denotetheseto factionsrejectedbyalocalver
B for all ¢, JwhiletheprobabilityassignedtoBbythee f fectivepolicychangessubstantiallyovertime :
(wo(B | Heri)
«»
mo(B | H<t).|The factthattherealizedsamplehasnotyetenteredBdoesnotestablishthatthepolicyhasremainedst
More generally, the relevant failure need not concern an action that would ever be rejected in-
dependently. Collusive or coordinated behavior can be relational. Let [ C:H— 0, 1]denoteahistory—
levelcoordinationproperty.Itispossible f oreveryactiontobelongtothelocallyacceptedsetwhilethecompletehistorysa
1.]Thephenomenondoesnotrequireanylocally f orbiddensymbol, message, ortoolinvocation.T hepropertymayreside
A minimal construction demonstrates the point.

Proposition 3 (Local acceptance does not exclude temporal coordination). There exist an ac-
tion space A, a local verification predicate | V:A— 0,1, Jandahistory — levelproperty|C : A" —
0, 1]suchthat[V (a;) = 1] foreveryactionineveryhistory, whileCdistinguisheshistoriesthatdi f feronlyinthetempo

Proof. Let [ A=0,1, | and define [ V(0)=V(1)=1. | Thus every individual action is locally accepted.
For histories of length two, define [ C(a1, as)

{1’ L a1 =02, 0, | Then both histories [ H; = (0,0) and  Hy = (0,1)]satisfy[V(ar) =
al ag.
1]ateveryposition, but[C(H;) = 1 and C(Hz2) = 0.]Thereforeconjunctiono fthelocalpredicatesdoesnotdete
levelcoordinationproperty. O
The construction is deliberately elementary. Its purpose is not to model collusion realistically,
but to isolate the logical issue. A relational property can vary while every unary property of the
relevant components remains unchanged. Increasing the accuracy of V' as an action classifier does
not repair the mismatch if C' is not a function of the independently classified actions in the form
presented to V.
The same point can be expressed through the factorization criterion introduced above. Let |
mi(H) = a¢|betheprojection fromahistorytoitsactionattimet.l fthereexisthistoriesH; and Hy such
that [ m(H1) = m(Ha)but[C(Hy) # C(Ha),]thenCdoesnot factorthroughm,. Consequently, no
verifier restricted to the current action can universally determine C'. The obstruction is present
even before questions of classifier quality, training distribution, or model capacity arise.
The temporal problem becomes stronger when the history is not merely relevant to evaluating
behavior but causally relevant to generating it. Suppose the agent’s policy is Markovian with respect
to the complete history representation supplied to it: [a; ~ mg(- | H<¢).]Thentheearlier historyentersthecausalpatl
' L Hey | si.JThecurrentstates,, however represented, is insufficient to screen off the effect of ear-
lier interaction. Two trajectories that appear identical under a local state projection can therefore
induce different action distributions because the agent retains distinctions not available to the local
verifier.
Let [ pt : H<t — M;]denotethememoryrepresentationsuppliedtotheactingmodel, andlet|v; :
H<: — Oy]denotetheobservationsuppliedtotheverifier.Theactorandveri fierneednotpossessthesameprojectiono



mo(- | pe(H<t)), Jwhiletheverifiercomputes|V; (vy(H<t), at).|Thismakesexplicita facto ftenhiddenbythegenericphr
thehistoryusedtogeneratebehaviorandthehistoryusedtoevaluatebehavior.

If p; preserves distinctions erased by 14, then the actor may condition its behavior on informa-
tion unavailable to the verifier. Formally, suppose there exist histories H and H' satisfying [ 14(H) =
vi(H)|butlpe(H) # pt(H).JI flmo(- | p(H)) # 7o (- | p(H')), |thentheveri fierreceivesobservationallyidentical sitt

Proposition 4 (Actor-verifier asymmetry). Suppose the actor conditions on p(H) and the verifier
observes only v(H). If there exist Hi, Hy such that | v(Hy) = v(Hs),|while[mg(- | p(Hy)) #
mo(- | p(Hz)), thennoverifierwhosedecisionissolelyafunctionofv(H) can universally determine
the actor’s conditional policy.

Proof. Let the verifier attempt to return a description [ F(v(H))]oftheactor’sconditionalpolicy.Since[v(Hy) =
v(H3), lwemusthave|F(v(Hy)) = F(v(H2)).]Butbyhypothesis, [mg(- | p(H1)) # 7o(- | p(H2)).]Thereforethesameuvs
This proposition gives a precise version of the intuition that the dangerous object can be the
evolving relation [ P(a; | H<¢)|ratherthantherealizeda;. If the acting system has access to histor-
ical distinctions that the verifier cannot observe, then the verifier can inspect the realized action
but cannot in general reconstruct the policy from which it arose. Repeated observation may per-
mit statistical inference under additional assumptions, but that is a different claim from direct
identifiability at the checkpoint.
The result also shows why a system can appear locally stable while changing behaviorally. Let
Q@ denote the distribution of accepted actions after local filtering: [ Qq(a)
P(a; = a | Vi(ar) = 1, H<) JItispossible fortheacceptancerate[P(Vy(ay) = 1)]toremainnearlyconstantwhileQy
changes substantially. A monitor that records only pass and fail decisions can therefore report ap-
parent stability while the conditional distribution within the accepted region drifts.
One can make this explicit by decomposing the action space into accepted and rejected regions:
[A
Aacc UArej.|Suppose[P(a; € Arej) = elisconstantint. N othing followsaboutthedistribution[P(a; =
a | a; € Aacc, H<t).]TheacceptedmasscanmovearbitrarilywithinA,e. while the rejection rate re-
mains fixed. A checkpoint statistic can therefore remain invariant while the behavior it summarizes
changes in ways consequential to a history-level property.
This is particularly important when coordination is implemented through actions that are indi-
vidually ordinary. Suppose two agents i and j choose actions | al, a}.]Alocalveri fiermayestablz’sh[‘/(ai) =
V(a}) = 1]ateverytime.Y etacoordinationpropertymaydependupontheirjointdistribution : [P(a}, a} |
H;), oruponcross—temporaldependencesuchas(I(aj; al_, | He—1), Jwhereldenotesconditionalmutualin formats

P(ai, a])]canholdevenwhenbothmarginaldistributionsareindividuallyindistinguishable frombenignbaselines.
This yields another useful non-implication: [acceptable marginals #  acceptable joint process.]Thedistinct
agentveri fication.I fthepropertyo fconcernisencodedindependencestructure, thenaveri fierrestrictedtomargina
Shi et al’s findings make the role of history particularly concrete because reducing the history
available to agents reduces collusive behavior. It would be easy to interpret this as evidence for
a general prescription that agents should simply be given less memory. That conclusion is too
strong. Restricting memory changes the process being governed, but it can simultaneously remove
information needed for legitimate continuity, error correction, task completion, accountability, or
reconstruction. The relevant design problem is therefore not memory minimization in the abstract.
It is the separation of distinct functions currently collapsed under the word “memory.”
Let the retained historical record be [ R¢(H<¢), |thehistoryexposedtotheactingagentbe[ My (H<t), Jandthehistory
M; = E;.]Indeed, theevidenceconsideredhereprovidesreasonstorejectthatequalityasade f aultarchitecture. Accous
The architecture can therefore satisfy [ M;(H)
mo(Re(H)), Jand|E(H)



et(R:(H)),|fordif ferentprojectionsm; and e; of a common retained record. The historical
record can be persistent without being uniformly exposed. Retention, availability, and evaluability
become separate relations.

This separation has a useful formal consequence. Suppose a dangerous history-dependent policy
requires a distinction d(H) to remain available to the actor. If the actor projection M; identifies
all histories differing only in d, then the actor cannot condition its next action on that distinction
through M, alone. Formally, if [ M(H1) = M;(Hsz)]wheneverH; and Hy differ only with respect to
d, then any policy of the form [ 7y(- | M (H))|mustassignthesameactiondistributiontothosehistories :
(- | My(HL))

mo(- | My(Hz2)).]Theprojectionhasremovedachannelthroughwhichhistorycouldin fluenceaction.

This fact should not be confused with proving safety. A dangerous strategy may depend upon
other distinctions still preserved by M;, and an overly coarse memory interface can destroy le-
gitimate task information. The point is narrower: information exposure is part of the causal
architecture of agent behavior. Choosing a history projection is not merely choosing how much
context to store. It is choosing which historical distinctions remain capable of influencing future
action.

The same distinction produces a tension between behavioral control and retrospective verifica-
tion. Suppose a property ® requires historical distinction d for later evaluation. Then the archival
projection R; must preserve d if ® is to remain recoverable from the record. If behavioral con-
tainment simultaneously requires withholding d from the actor, the architecture should satisfy | d

recoverable from R;Jwhile[d not recoverable from M,.]T hisisnotcontradictory.Itsimplymeansthatarchivalpersi.

The factorization framework makes the requirement precise. If a retrospective property [

D ,uqit (H)|mustbedecidable fromtheretainedrecord, thenonerequires[®ayqit

(faudit o R.]I fabehavioronewishestopreventdependsuponadistinctionencodedbyWV(H ), then one
may intentionally choose M so that [ U]doesnot factorthroughM.Thesamesystemcanthere forebedesignedsothator
dependentdistinctionisunavailabletotheactingprocess.

This is a significant departure from architectures in which “memory” is treated as a single shared
state. The relevant question becomes which properties should factor through which interfaces. An
audit interface should preserve what accountability requires. An action interface should preserve
what competent continuation requires. A verification interface should preserve what the target
property requires. These sets can overlap without being identical.

There is also a temporal version of projection insufficiency that clarifies why a bounded observa-
tion window can fail even when every individual event is retained somewhere else. Let [ Wy (H<¢)

(St—ks Qt—k, - - - S¢)|beawindowcontainingonlythemostrecentktransitions.Supposeahistoryproperty®
depends upon an event occurring earlier than ¢ — k. If there exist histories Hy, Hy with [ Wi (H;) =
Wi (H2)but[®(H;) # ®(Hz), |thenbyprojectioninsuf ficiencynoveri fierrestrictedtothek—windowcandetermines
universally.

The important quantity is therefore not horizon length by itself but the relation between horizon
length and property dependence. For some properties a window of length one is sufficient. For
others, a finite k suffices. Still others may depend upon unbounded historical information or upon
a compressed statistic of the past rather than the past verbatim. If there exists a statistic [
o(H<t)]suchthat[®(H<¢)

(/IS(J(HSt)), |thenretainingtheentirerawhistoryisunnecessary fordetermining®. What matters
is preserving a sufficient statistic for the property, not maximizing context length.

This yields a more careful interpretation of long-horizon verification. The relevant goal is not
necessarily [ k— oo.]Itistoconstructanobservationalrepresentationo for which the target property
factors: [ ®



&300.]A8hortrepresentationcanbesufficientifz'tpreservesthecorrectdistinctions, whileanenormouscontextca;

The temporal case therefore supplies the first general lesson of the paper. A local action is not
necessarily a sufficient unit for a history-dependent property. A longer history is not necessarily
sufficient merely because it is longer. The correct unit is determined by the distinctions upon which
the property depends. Shi, Zhang, and Yang’s empirical results are important not simply because
collusion appears over long horizons, but because they demonstrate that the history supplied to an
agent can alter the effective policy producing later behavior. History is simultaneously evidence
about behavior and an input capable of changing behavior.

That dual role makes history a particularly delicate object of verification. The information
required to reconstruct a trajectory need not be information that should remain available to the
actor traversing it. Conversely, withholding information from the actor does not justify discarding
it from the audit record. A system capable of long-horizon action therefore requires at least three
questions to be separated: what must persist, what may influence future action, and what must
remain available to establish properties of the resulting history.

Once those questions are separated, the failure of the checkpoint becomes more precise. The
problem is not merely that the checkpoint sees too little of the past. It is that different components
have different informational relations to the past, and those relations alter both what can be done
and what can be established about what was done. Temporal verification consequently requires
control over the topology of historical access, not simply a larger context window.

3 Structural Composition

Temporal dependence is only one way in which a property can escape an event-level verifier. Even
if every event in a computation were made simultaneously available, inspecting those events inde-
pendently could remain insufficient because consequential information may reside in their relations
rather than in their individual contents. Chaoyu Zhang and colleagues [?] approach this problem
through workflow-level anomaly detection for agentic systems. Their Skynet framework represents
multi-agent executions as directed workflow graphs incorporating semantic execution context to-
gether with delegation, tool invocation, and data-flow structure. Rather than reducing an execution
to a sequence of independently classified actions, the method attempts to characterize the organi-
zation produced by their composition.
This change in representation is significant. Let an agentic workflow be represented by a directed
graph [ G=(V,E,Ay, Ag), JwhereVisaseto f computationalevents, EC V x V is a set of directed rela-
tions, and [ Ay : V — X, Mg : E — Y]assignsemanticoroperationalattributestoverticesandedges. Avertexma;
An eventwise verifier can observe the multiset of vertex attributes [ My (G)
v (v) : v € VI Jandperhapsal sothemultiseto fedgeattributes[ Mg (G)
I\e(e) : e € EL]JTheseprojectionsretainin formationaboutwhichkindso f componentsoccur. T heydonotnecessa
The distinction can be stated through a simple graph-theoretic observation. Let [ ® : G —
0, 1]beapropertyo fwork flows.I fthereexisttwographsGy and Gy satisfying [ My (G1) = My (G2)]and[MEg(G1) =
MEg(Gs),|Jwhile]®(G1) # ®(G2), |thennoveri fierwhoseinputconsistsonlyo fthosemultiset scanuniversallydeterm
The relevant distinction has been erased before verification begins.
Many graph properties have exactly this form. Reachability, cyclicity, path multiplicity, connec-
tivity, centrality, fan-out structure, information-flow paths, delegation depth, and the existence of
particular motifs are not generally functions of the independently observed identities of the graph’s
components. They depend upon incidence.
A minimal example makes the point.

Proposition 5 (Eventwise insufficiency for relational properties). There exist directed graphs G



and G2 having identical vertex sets and identical numbers and types of locally accepted edges such
that a graph-level property ® differs between them.

Proof. Let [ V=a,b,c, | and suppose every vertex and every edge type is locally accepted. Define |
G1 = (V, Ey)|with[E1 = (a,b), (b, c), |Jandde fine[Ga = (V, Es)|with[Es = (a,b), (a, c).| Bothgraphscontainthesame
attributemultisetsarealsoidentical.

Let [®(G) = 1, ‘ if there exists a directed path of length two, 0,

otherwise.
b — clisadirectedpatho flengthtwo, whereas|®(G2) = 0.]T husthegraph—levelpropertyisnotdeterminedbythecolle

The example is deliberately small, but it isolates the structural source of the failure. The
distinction between G and G is not an additional property attached to any one edge. It is
encoded by the incidence relation among edges. A verifier that observes the components but
discards their arrangement receives the same representation for two workflows on which the target
property differs.

The conclusion generalizes immediately. Let [ eyt : G — Olbeaneventwiseprojectionthat forgetssomestructur,

Tevt (G2)|while|®(G1) # ®(Ga), |then® does not factor through mey. By projection insufficiency,
no downstream verifier operating solely on mey(G) can universally recover ®(G).

The limitation is again informational rather than computational. A more capable event classifier
cannot reconstruct an incidence relation that its input does not contain. If the property depends
upon topology, topology must be represented somewhere in the verification interface.

This gives a more precise formulation of the intuition behind workflow-level monitoring. It is
not merely that a graph is a richer input than a list. The graph preserves a class of distinctions
that an eventwise projection identifies. Whether those distinctions are useful depends upon the
property under investigation.

Consider, for example, a local acceptance predicate [ L:VUE — 0, 1.]Suppose[L(v) = 1 for every v €
V]and[L(e) =1 for every e € E.|Theconjunction[ ¢y L(v) A \.cp L(e)

1 ] establishes that every component satisfies the local predicate. It does not establish an
arbitrary graph property ®(G).

The missing step can be expressed as a compositional theorem. To infer [ ®(G) = 1] fromlocalacceptance, onewc
(Ve € E,;L(e) = 1) = ®(G) = 1.|W hetherthisimplicationholdsdependsentirelyuponthede finitionso f Land®
and upon restrictions placed on the admissible graph class. It cannot be inferred from the fact that
L is accurate on vertices and edges.

This distinction matters for multi-agent systems because a distributed behavior can be imple-
mented through components whose individual semantics are ordinary. Suppose one agent reads an
object, another transforms it, a third writes a derived object, and a fourth later retrieves it. Each
operation may independently satisfy its local authorization rule. A property concerning an indirect
information-flow path [ vi ~ v4]dependsnotonlyuponwhethereachoperationwaslocallypermittedbutuponwhethert
levelpolicyintendedtoseparate.

The structural property can therefore concern the transitive closure [ ET|ratherthantheobservededgesetEitsel f.
E, while the consequential property concerns whether [ (u,w)€ E™T.]JUnlessPisknowntocomposetransitivelyinthere
edgeacceptancecannotestablishapath — levelguarantee.

This yields a general form of the problem.

|Then[®(G1) = 1)because[a —

Proposition 6 (Path composition requires a closure law). Let P(u,v) be a predicate evaluated on
direct workflow relations. Suppose a desired system-level property requires that a relation Q(u,w)
hold whenever there exists a path [u=vy — vy — -+ = v, = w.]Localveri ficationof[P(v;, viy1)] foreveryedgeinth

Proof. Without such a law, choose a model in which [ P(v;, vi41) = 1] foreverydirectedgebut[Q(u, w) =
0.]Thelocalpremisesremainsatis fiedwhilethedesiredpath—levelconclusion fails. T here foretheconjunctiono floc
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Again the proposition is elementary, but it identifies precisely where the substantive burden
lies. The important theorem is not that each edge has passed. The important theorem is that the
property established on edges is preserved under path composition.
This is familiar in domains where compositional reasoning has been developed carefully. A type
system, capability system, information-flow discipline, or cryptographic protocol may deliberately
define local judgments so that a global theorem follows. In such cases local verification works
precisely because a preservation theorem exists. The success of those systems should not be gener-
alized into the assumption that arbitrary learned safety predicates possess the same compositional
structure.
Skynet is especially relevant because its design attempts to retain semantic and structural infor-
mation jointly. Its empirical premise is that executions can exhibit anomalous organization not ad-
equately exposed by inspecting events independently. In the terminology developed here, the work-
flow graph is a richer projection [ Tgrapn (H)]o ftheunderlyingexecutionhistorythananeventwiseprojection|meyt (H)
Im(7graph) — Im(7evt )| suchthat([meyt
IOTgraph, | thentheeventwiserepresentationcanberecoveredfromthegraphrepresentation, whiletheconversenee
This motivates a general ordering of observational representations.

Definition 3 (Observational refinement). Let [ 71 : X — O1and[my : X — Oq)betworepresentationsofthesameunde
is at least as informative as 7, written [ w1 = 7o, |i fthereexistsamap(r : Im(m1) — Im(my)|suchthat|my =
rom.
Under this ordering, m; preserves every distinction required to reconstruct ms, although it may
preserve additional distinctions as well. The relation immediately yields a monotonicity result for
sufficient support.

Proposition 7 (Sufficiency under refinement). If [ 71 > mo]and® factors through o, then ® also
factors through ;.

Proof. Since 7 > 9, there exists r satisfying [ mo = rom;.|Since® factors through o, there exists
d, satisfying [ ® = By o my.| Substitutiongives|®

52 oro ﬂl.]Defining[:I;l

®, o rlyields|®

51 o 71.]Thus® factors through 7. O

The converse does not hold. A graph representation can be sufficient for a structural property
while an eventwise representation is not. Refinement therefore provides one formal sense in which
workflow-level monitoring can increase the class of properties that are in principle recoverable.
It does not follow, however, that the finest possible representation is always preferable. The
temporal case already showed that information supplied to an acting system can alter its behavior.
Even for a passive verifier, finer representations can increase computational cost, privacy exposure,
attack surface, statistical variance, and the opportunity for irrelevant correlations. Sufficiency is
therefore a better design objective than maximal information. The aim is to preserve the distinctions
required by the property, not to retain every distinction available in the world.
The graph case introduces a second and equally important problem. Suppose the workflow repre-
sentation is sufficient for determining whether an execution is unusual relative to a learned distribu-
tion. Let [ A:G— R]beananomalyscore, withlargervaluesindicatinggreaterdeviation fromthelearnedbenignregio
7.1 fthedetectorper formswell, then Acanbeanexcellentdiagnosticcoordinate. Buttheproperty|A(G) >
Tlisnotidenticaltotheproperty[N(G) = 0, JwhereNdenotesastrongerjudgmentsuchasimpermissibility, unsa fety,
The distinction is categorical rather than merely statistical. An anomaly score answers a ques-
tion about the relationship between an observation and a reference distribution or learned structural
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manifold. A prohibition predicate answers a question about whether an execution should be per-
mitted under some governing criterion. The two may correlate strongly. They are not therefore
the same function.
To infer [ N(G)=0] from [ A(G)>, Joneneedsanadditionalcalibrationordecisionrelation.Forexample, onemigl
0] A(G) > 1) > 1—¢]onaspeci fieddistribution. Eventhiswouldyieldaprobabilisticstatementrelativetothatdistrib
Without such an additional relation, [ A(G)>r # N(G)=0.]
This is another instance of verification scope. The anomaly detector may be entirely correct
about the property it computes while a downstream system overextends the meaning of that prop-
erty. The failure occurs not because the detector is inaccurate but because its output is silently
reinterpreted.
The inverse error is possible as well. A structurally typical workflow is not automatically accept-
able: [A(G)<7T # N(G) = 1.JAharm fulerecutionmaycloselyresemblecommonwork flows. Anovelbutlegitin
N(G)=1 N(G) =0 height
A(G)< ttypical and permittedtypical but impermissible A(G) > Tunu
| and a system that collapses anomaly into prohibition erases the off-diagonal cases by construction
rather than by evidence.
This distinction is particularly important for systems expected to perform novel tasks. Novelty
is often the point of deploying a general agent. If a safety architecture treats departure from
the learned manifold as sufficient evidence of impermissibility, it can transform uncertainty into
prohibition without establishing the missing relation. Conversely, if novelty is always permitted
because anomaly is regarded as merely statistical, the diagnostic value of structural deviation is
discarded. The appropriate role of anomaly is therefore neither automatic permission nor automatic
refusal. It is evidence that can alter what should be checked next.
One can represent this by separating a diagnostic map [ D:G— D] fromadecisionrule[R : D X
E — U, lwhereEcontainsadditionalevidenceandUcontainspossibleresponses. T heanomalyscoremaybeonecompone
The distinction can be stated as another factorization problem. Suppose the ultimate deci-
sion property is [ N:G— 0, 1.]I fthereexistgraphsGi, Gy satisfying [ A(G1) = A(G2)]but[N(G1) #
N(G2),]thenNdoesnot factorthroughA.N odecisionrulethatseesonlythescalaranomalyscorecandetermineNunive

This gives four logical possibilities: | ‘

Corollary 1 (Anomaly-score insufficiency). If a scalar anomaly score identifies two workflows having
different target decision values, then the anomaly score is not a sufficient verification unit for that
decision property.

The corollary generalizes beyond anomaly detection. Whenever a high-dimensional workflow is
compressed into a scalar risk, confidence, anomaly, or safety score, the scalar representation induces
equivalence classes [ G] ~4 G2 <= A(G)1) = A(G3).]Anypropertythatvarieswithinoneo ftheseequivalencecla
This suggests a useful way to characterize diagnostic refinement. Let [ Dy : G — Y1]and[Ds :
G — Y2]betwodiagnosticrepresentations. Eachinducesanequivalencerelation : |G ~ D;G' <=
D;(G) = D;(G").JWesayDy is diagnostically finer than Dy when [ G~ D1G' = G ~p, G'| forallwork flowsG,G’.E
is also preserved by Dp. This is the same refinement relation introduced above, expressed through
induced partitions.
The value of a richer structural representation is therefore not that it is larger in dimensionality.
A thousand redundant features need not distinguish more relevant cases than one well-chosen
feature. What matters is whether the representation separates workflows that the target property
requires the verifier to distinguish.
This observation guards against a simplistic reading of workflow-level verification. The lesson
is not that graphs are intrinsically superior to sequences, or that structural embeddings should
replace local checks. The lesson is conditional: when the property depends upon relations erased
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by an eventwise representation, the eventwise representation is insufficient. A graph becomes useful
because it preserves those relations.

The structural case also reveals why the phrase “global verifier” can be misleading. A verifier
may observe the entire graph and still operate on an insufficient representation of the underly-
ing execution. The graph may omit timing, hidden state, external effects, authorization context,
semantic distinctions, or counterfactual alternatives required by the target property. Globality
relative to one representation does not imply sufficiency relative to every property.

Suppose the complete execution is H and the graph is obtained through [ v : H — G.]Agraph —
levelverifierobserves|G = v(H).|Forahistory—levelproperty[® : H — 0, 1, |graph—levelverificationissuf ficien
Im(y) — 0, 1]suchthat[® = do ~v.]I ftwohistoriesgeneratethesamework flowgraphbutdi f feron®,
then even perfect graph analysis cannot determine ®. The graph has become another checkpoint.

This is the structural analogue of the temporal result. Expanding the observational unit solves
only those insufficiencies caused by distinctions newly preserved by the expansion. It does not
abolish the need to match representation to property.

The contribution of Zhang et al. can therefore be situated carefully. Their work provides
empirical evidence that semantic and structural workflow representations can expose anomalies
obscured by more local inspection. That supports a move from isolated events toward relational
representations for properties that depend upon workflow organization. It does not establish that
structural anomaly is itself a complete safety criterion, nor would such a conclusion follow from
anomaly-detection performance alone. The detector supplies a richer diagnostic coordinate. What
should be inferred from that coordinate remains a separate question.

The structural failure of composition can now be stated precisely. Local properties of events
do not necessarily determine properties of their composition. A graph-level representation can
preserve distinctions erased by eventwise inspection, but the properties established on that graph
still have a scope. Structural abnormality is a property of relation to a structural reference class.
It is not automatically a property of permission, safety, or correctness.

Verification therefore encounters two boundaries in succession. The first lies between compo-
nents and their composition: [ v,e — G.|Thesecondliesbetweenstructuraldiagnosisandconsequential judgment :
[G — N(G).]Neithercrossingisfree.The firstrequirespreservationo frelationalin formation.Thesecondrequire

The checkpoint has expanded from an event to a graph, but the governing principle has not
changed. A verifier may conclude only what its representation and its established preservation
relations support. Enlarging the object of inspection is valuable when it restores distinctions the
target property requires. It becomes another form of overreach when the richer observation is
allowed to stand for conclusions it does not itself establish.

4 Representational Composition

The structural case concerns information lost when relations among computational events are omit-
ted. A different failure occurs when the object itself is transformed before verification. In this
setting, the verifier may be formally sound, the proof it produces may be valid, and the verified
representation may genuinely satisfy the asserted property, while the conclusion drawn about the
original object remains unjustified. The missing premise concerns the transformation connecting
the source to the object that actually entered the verifier.

Lahiri’s work on neuro-formal verification [?] makes this boundary unusually visible. Formal
verification is attractive because it can replace an informal judgment of plausibility with a machine-
checked claim relative to an explicit formal object and specification. Yet the programs one wishes to
analyze are not always presented in a language or form directly suitable for the chosen verification
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system. Neuro-formal architectures therefore place a learned transformation before a formal verifier.
An artificial-intelligence component translates, annotates, restructures, or otherwise prepares the
source program for verification, after which a conventional formal tool attempts to prove correctness
or produce a counterexample.

Lahiri reports that the staged system can return Dafny proofs of correctness or of a bug for
57 percent of the evaluated dataset at 92 percent precision, while the CBMC path returns coun-
terexamples for 63 percent of buggy programs at 90 percent precision. The empirical significance
of these results lies partly in the contrast between disciplined staging and arrangements in which
the learned system and verification objective are less cleanly separated. For the present argument,
however, the more general importance is architectural. The formal verifier operates downstream of
a representational transformation. Its soundness applies to the formal object it receives. Whether
that result can be transported back to the original source is a separate question.

Let [ X ] denote a space of source objects and [ Y | a space of verification-ready objects. Let | 7 :
X — Ybethetrans formationper formedbe foreveri fication.A formalveri fierevaluatesaproperty| Py :
Y — 0, 1.]T hepropositionactuallyestablishedattheterminalstageis[Py (7(x)) = 1.]Thepropositionultimatelydesir
1,Jwhere[Px : X — 0, 1]expressesthecorrespondingpropertyo fthesourceobject.

Nothing about the syntax of these expressions guarantees [ Py (7(z)) = 1 = Px(z) =
1.|Thatimplicationisitsel fatheoremaboutr, Px, and Py.

This distinction is easiest to see by separating three claims that are often compressed into the
phrase “the program was verified.” The first concerns the terminal verifier. The second concerns
the transformation. The third concerns the pipeline.

Let [ V:Y— accept, reject, unknown|beaveri fier. Asoundnessstatement forVmayhavethe form[V(y) =
accept = Py (y) = 1.]Thisisastatementaboutobjectsiny.

A source-reflection statement for 7 has the form [ Py (7(z)) = 1 = Px(x) = 1.]T hisisastatementabouttherelat

Only by composing these two implications does one obtain [ V(7(z)) = accept = Px (z) = 1.]

The distinction can be stated formally.

Theorem 1 (Pipeline soundness by composition). Let [ 7 : X — Ylbeatransformation,let|Px :

X — 0,1]and[Py : Y — 0, 1]beproperties,andlet]V : Y — accept, reject, unknown|beaverifier.Suppose[V(y) =
accept => Py (y) = 1] foreveryye Y, and suppose [ Py (7(z)) = 1 = Px(x) = 1| foreveryxe X.

Then [ V(7(z)) = accept = Px(z) = 1] foreveryxe X.

Proof. Assume [ V(7(z)) = accept.] BysoundnessofV, [Py (7(x)) = 1.|Bythesource—re flectionpropertyofr,
[ Px(x) = 1.]Therefore[V(r(x)) = accept = Px(z) =1.] O
The theorem is simple because the substantive difficulty has been placed where it belongs.
Terminal soundness is not pipeline soundness. Pipeline soundness follows only after a second
property has been established for the transformation.
The required direction of preservation deserves care. Suppose the intended semantics of Px and
Py correspond closely enough that one hopes for [ Px (z) <= Py (7(x)).]T hisbiconditionalcontainstwodistinctgua
[Px(z) = Py(7(x))]and[Py (1(z)) = Px(x).]Thefirstsaysthatsource—levelsatis factionsurvivestranslation.]
This can be demonstrated directly.

Proposition 8 (Forward preservation is insufficient for certification). The condition [ Px(z) =1 =
Py (1(z)) = 1]doesnotimply|Py (T(x)) = 1 = Px(x) = 1.]JConsequently, forwardpreservationalonedoesnotjusti
levelcerti fication fromaproofofthetrans formedobject.

Proof. Let [ X=xq, 21, Y =y, |andde fine[Px (zo) = 0, Px(z1) = 1,]Jwhile[ Py (y) = 1.]Let[r(xo) =
7(z1) = y.]Thenwhenever[Px (x) = 1, lwehave[Py (1(x)) = 1,|soforwardpreservationholds. However, [Py (1(xg))
Lwhile[Px (zo) = 0.]Thusreflection fails. [
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The example is structurally identical to projection insufficiency. The transformation has iden-
tified two source objects that differ on the target property: [ 7(z¢) = 7(z1)while[Px(xo) #
Px (z1).]Oncethatidenti ficationhasoccurred, noverifieroperatingsolelyont(x) can universally re-
cover Px(x).

This gives a direct corollary.

Corollary 2 (Representational insufficiency). If there exist z1, zo € X such that [ 7(z1) = 7(z2)]but[Px (x1) #
Px (x32), |thennoveri fierwhosecompleteinputist(x) can universally determine Px(x).

The result is stronger than the claim that translation errors can cause verification errors. A
translation need not be globally erroneous to be insufficient. It need only erase one distinction
upon which the target property depends. The downstream verifier can then be perfect and still fail
at the source-level task.

This distinction suggests that "faithfulness” should not be treated as a single undifferentiated
property. A representation can be faithful for one question and unfaithful for another. Let

P,Q:X —{0,1}

be two source properties. It is possible for 7 to preserve every distinction required by P while
erasing distinctions required by @Q. In factorization form, there may exist

P:Y —{0,1}
such that R
P=Por,
while no R
Q:Y —{0,1}
satisfies ~
Q=Qor

Calling 7 simply "faithful” or “unfaithful” obscures this dependence on the property under consid-
eration.
A more precise definition is therefore useful.

Definition 4 (Property-relative faithfulness). A transformation [ 7 : X — Yisfaithful for a propertyPx :
X — Z if there exists [ P : Y — Z]suchthat[Px = P o 7.|Equivalently, [r(z1) = 7(z2) =
Px(l‘l) = Px(flfg)]

Under this definition, representational fidelity is exactly the sufficient-support condition applied
to a transformation. The question is not whether every detail of the source survives. Most useful
representations intentionally discard detail. The question is whether the distinctions relevant to
the claimed property survive.

This is important because an injective representation is sufficient for every source property in
a purely information-theoretic sense, but injectivity is usually unnecessary and often undesirable.
Verification representations exist precisely to simplify. They abstract away syntax, implementa-
tion detail, irrelevant state, or environmental complexity. The objective is therefore not perfect
reproduction of the source. It is controlled forgetting.

Let 7 induce an equivalence relation on X: [x1 ~; xo <= 7(x1) = 7(22).]Therepresentationis faith ful f o
exactly when Px is constant on every equivalence class of ~,. Thus abstraction is safe for a property
when everything it collapses is irrelevant to that property.
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This provides a useful reinterpretation of abstraction in verification. An abstraction is not safe

because it is detailed. It is safe because its identifications respect the property one intends to prove.
Suppose, for example, that source objects contain variables [ x=(u,v,w), | while a representation

discards w: [ 7(u, v, w) = (u,v).]|Foranypropertyoftheform|[Px (u,v,w) = Q(u,v), |theabstractionissuf ficient.B
This observation scales directly to learned transformations. A language model that rewrites a

source program into a verification language is not merely changing syntax. It is choosing which

distinctions survive into the formal object. If a distinction affecting source semantics is omitted,

weakened, strengthened, or reinterpreted, the terminal proof concerns a different object.

The resulting architecture can be represented as [ x Dy Y, ¢, Jwherecisacerti ficateorcounterexample.Itistem
The complete proof obligation therefore has at least two layers: [ V(y)=accept = Py (y)]and[Py (7(z)) =

Px (z).]The firstisverifiersoundness.Thesecondistranslationre flection. T heircompositionyieldssourcecerti fica
If the transformation is itself probabilistic, [ 7, : X — Y, ]wherew denotes sampling randomness

or model-dependent variation, the problem becomes more complicated. A source object x can yield

different verification objects under repeated transformation: [ 7y, () # 7w, (x).]|Onemustthendistinguishtheprobab:
Suppose terminal soundness is exact: [ V(y)=accept = Py (y) = 1.]Suppose, however, thatthetrans formation

e: [Py, (Py(14(z)) =1 = Px(x) = 1) > 1—¢.|Theresultingsource—levelguaranteecannotexceedthereliabilityo f
Indeed, if the source is incorrect, [ Px(x) = 0, |Jandthetrans formationhasprobabilitye of map-

ping it into a verification object satisfying Py, then a perfectly sound terminal verifier can certify

the transformed object whenever that representational failure occurs. The proof remains valid. The

pipeline conclusion is wrong.
This is an important form of what might be called certainty laundering. The term should be used

carefully because the formal verifier has done nothing incorrect. The problem is architectural. A

probabilistic or semantically uncertain transformation produces an object, a formal stage produces a

categorical certificate about that object, and the categorical character of the certificate can obscure

the uncertainty introduced before the formal stage.
One can state the issue more neutrally as a conservation principle for uncertainty: a downstream

proof cannot retroactively remove uncertainty about whether the proved object preserves the source

property. If the uncertainty concerns the relation between z and 7(z), then proving facts about

7(z) leaves that relational uncertainty intact.
The distinction is particularly sharp when the transformation has access to the desired verifica-

tion outcome. Lahiri’s staged architecture is relevant here because separating transformation from

proof goals can reduce opportunities for a learned system to produce representations optimized to

satisfy the verifier rather than faithfully encode the source. The general danger can be expressed

without attributing any particular failure mode to the paper.
Let a transformation be [ 7 : X xG — Y, JwhereGrepresentsin formationaboutthedesiredgoal, certificate, orac

can condition on the property it is expected to make provable, then the generated representation can

depend upon the target conclusion: [ 7(x, g1) # 7(x, g2).]Thisdoesnotimplythatthetrans formationisun faith ful, b
A goal-blind transformation instead has the form [ 7 : X — Y, Jormoregenerallysatis fiesaconditionalindepend
This motivates a broader architectural principle. When one component produces the object

another component is supposed to verify, independence between representation generation and ver-

dict optimization can be epistemically valuable even when neither component is perfect. Separation

does not substitute for proof, but it can make the proof obligation more intelligible.
Representational composition also exposes a distinction between verification and validation that

is often blurred in discussions of formal methods. Verification can establish that a formal object

satisfies a formal specification. Validation concerns whether that object and specification adequately

correspond to the source problem one intended to solve. A perfectly verified model of the wrong

system is not a contradiction. It is a successful proof attached to an unsuccessful representation.
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For agentic systems, the same pattern appears well beyond source-code translation. Let [ u] be a
natural-language instruction, let [ p=71(u)]beaplan, let[c = Ta(p)|beasequenceo ftoolcalls, andlet]e =
73(c)|betheresultingenvironmentalchange. Averi fiermaycheckpropertiesatanyo ftheselevels : [Py(u), Pp(p),
p — ¢ — e|requiresapreservationargument forwhicheverpropertyisintendedtosurvive.

The same is true of summarization. Suppose a long interaction history [ H | is compressed into
[ S=o(H).]Averi fieroperatingonScandetermineahistoryproperty®(H) only if [ ®

</Isoa.]Asummarycanbelinguisticallyewcell entwhilebeingveri fication—inadequatebecauseitomitsadistinction

This is especially consequential in long-running agents where context compression is opera-
tionally unavoidable. The system may retain a compact summary rather than the full history. If
later decisions or verifications depend upon a property that does not factor through that summary,
the information has not merely become harder to retrieve. It has become unrecoverable from the
retained representation.

The relationship between abstraction and verification can therefore be represented by a com-

X 5 YPxl
muting diagram. One desires [ I Py Z = | in the sense that [ Px
VA

Pyor|whenezxactpreservationisappropriate, oratleasttheone—directionalrelationrequiredbytheintendedin f e

For certification, the relevant requirement may be written [ Py or < Px, JwheretheorderonBooleanpredicatesis
1 = Px(x) = 1.|Forbugdetection, thedesireddirectionmayinsteaddif fer.T heimportantpointisthatthedirectionc

This also clarifies why empirical precision measurements and formal soundness statements an-
swer different questions. If an end-to-end system has measured precision [ Prec

P(Px(z) =1 | V(r(z)) = accept), |thatquantityevaluatesthecompleteempiricalpipelineonadistribution.Itdoes
V, the specification, the benchmark labels, or distribution shift. Conversely, a proof that V is sound
over Y does not determine end-to-end precision over X.

A rigorous evaluation should therefore distinguish at least the terminal-verification question |
V(y)=accept = Py (y), |therepresentationquestion[Py (1(x)) = Px(x), |andtheempiricalpipelinequestion|P(Px:
1| V(7(x)) = accept).]Thesequantitiescandi f f erdramaticallywithoutcontradictionbecausetheyquantifydif fere

The representation problem also interacts with observational refinement from the previous
section. Suppose [ 71 : X — Yi]and[r 1 X — Ys|aretwocandidaterepresentations,with[r >
T2.]1 fPx factors through 79, then it also factors through 71. A finer representation cannot lose a
property already recoverable from a coarser one, provided the refinement relation is exact. But
the finer representation may be more expensive, more difficult to verify, or more vulnerable to
irrelevant complexity. Once again, maximal detail is not the objective. Sufficient support is.

This leads to a useful optimization problem. Let [ C(7)|denotethecosto f operatingonarepresentation, broadlyco
arg min, C(7)]subjectto[Px

Po 7] forsomeﬁ. The objective is not to preserve the source completely. It is to find an
economical representation sufficient for the property.

For multiple target properties [ P1,. .., Py, |theconstraintbecomes|P;

]SjoT for every j.|Asthesetofpropertiesexpands, therequiredrepresentationmayneedtobecome finer. Arepr

The representational failure therefore cannot be solved merely by attaching a formal verifier to
an artificial-intelligence system. Formal verification changes the epistemic status of claims about
the formal object. It does not automatically change the epistemic status of the transformation by
which that object was obtained. If the transformation is learned, heuristic, lossy, goal-conditioned,
or otherwise fallible, its relation to the source remains part of the verification problem.

Lahiri’s work is important in this context because it places the boundary between learned
transformation and formal reasoning in view. The lesson is not that neuro-formal systems are
inherently unreliable. On the contrary, careful staging can make them more reliable by preventing
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one form of semantic slippage from being hidden inside the verifier. The deeper lesson is that the
rigor of the terminal stage cannot be used as a substitute for rigor about the interface feeding that
stage.

The checkpoint has now moved again. In the temporal case, the problem concerned the relation
between a current action and the history conditioning it. In the structural case, it concerned the
relation between events and the workflow they compose. Here it concerns the relation between
an original object and the representation presented for proof. In each case the same mistake is
possible: the property established at the checkpoint is allowed to travel across a transformation
whose preservation behavior has not itself been established.

Representation is therefore not a neutral prelude to verification. It determines which distinctions
reach the verifier, which source objects become indistinguishable, and which propositions a terminal
proof can legitimately support. A sound verifier over an insufficient representation is still sound.
What fails is the inference that its soundness extends farther than the representation permits.

The appropriate question is consequently not only whether the verifier can prove Py (y). It
is whether the source-level property one actually cares about factors through the representation
y = 7(x). If it does, formal verification can be transported across the boundary under the estab-
lished preservation relation. If it does not, no strength of terminal proof can reconstruct what the
transformation has already erased.

In this sense, verification begins before formal verification begins. The first proof obligation is
often not the theorem checked at the end of the pipeline, but the claim that the object entering
the theorem prover is an adequate carrier of the property one intends the theorem to establish.

5 Epistemic Composition

The representational problem concerns whether a verified property survives the transformation
from a source object into the object actually presented to a verifier. The fourth case introduces
a related but distinct boundary. Even when the representation is adequate for prediction, and
even when the prediction is accurate, the information sufficient to predict an outcome need not
be sufficient to determine whether an intervention should occur. The transition from prediction to
action changes not merely the representation but the proposition under consideration.
Ma, Huang, Kim, and Jang [?] develop this problem in the context of world models for safety-
critical embodied systems. Their analysis begins from the observation that world models are
commonly evaluated through predictive criteria such as likelihood, reconstruction quality, or visual
fidelity. These criteria measure important capabilities, but systems operating in consequential en-
vironments require distinctions that predictive performance alone may not preserve. The authors
emphasize mismatches between likelihood and risk, prediction and intervention, finite-horizon pre-
diction and accumulated consequences, and predictive representation and decision-relevant represen-
tation. Their proposed direction consequently incorporates counterfactual reasoning, safety-critical
episodic memory, epistemic uncertainty, recoverability, runtime assurance, and responses such as
sensing, revision, deferment, and abstention alongside ordinary environment-changing action.
The distinction can be formalized by separating a predictive model from a decision rule. Let |
st € S]denotethecurrentstateand[a; € Alacandidateaction. Aworldmodelmayestimateatransitiondistribution[M |
sty ay).JI fMisper fectlycalibrated, onemayevensuppose[M (- | s¢, a)
P(- | st,at), JwherePisthetrueconditionaltransitionlaw. T hisisaverystrongpredictiveassumption.Itstilldoesn,
A decision rule requires additional structure. In the simplest expected-utility formulation,
one introduces a utility or cost function | U:SxA x § — R]andselectsanactionaccordingtola; €
arg maxae 4 By onr()s,,a) [U (51, @, 8")] JThetransitionmodelandtheutility functionper formdi f ferentroles.The forn
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This yields an elementary impossibility result.

Proposition 9 (Prediction does not determine preference). Let M be a fixed predictive model over
the consequences of actions. There exist two decision problems having identical M but different
optimal actions.

Proof. Let [ A=a,b ] and suppose the predictive model deterministically maps [ a— s, b
sp|Thus[M (sq | s,a) = 1]land[M sy | s,b) = 1.]De fineoneutility functionUy such that [ Ui (s, a, sq) >
Ui(s, b, sp), Jandanotherutility functionUs such that [ Ua(s, a, sq) < Ua(s, b, sp).]Thepredictivemodelisidenticalinb
aland[as = b.]There forethepredictiondoesnotdeterminethepre ferredintervention. [
The proposition is obvious from decision theory, but it identifies a recurrent scope error in sys-
tems where prediction and action are tightly integrated. A model can become arbitrarily accurate
about [ P(siy1 | st, ar)|withouttherebyansweringwhichconsequencesmatter, howtheyshouldbeweighted, whatunce
The distinction can be written as a non-implication: [P(s;y1 | st,a¢) 7  Choose(a;).|Theleft—
handsideispredictive. T heright—handsideisdecisional. Treatingthe formerassuf ficientsupport forthelatterrequ
The problem becomes sharper when risk differs from likelihood. Expected value is itself only one
decision criterion. In safety-critical systems, low-probability outcomes can dominate decisions be-
cause their costs are severe, irreversible, or poorly recoverable. Let a candidate action a induce out-
comes [ S1, . .., Sm|withprobabilities|py, . .., pm.|Alikelihood—orientedmodelmaydevotemosto fitsrepresentational
probabilityoutcomes. Asa fetycriterionmayinsteadbehighlysensitivetoastates; having small p; but
catastrophic cost.
Let [ L(a)
E[((s") | a]]beanexpectedloss. Eventhisquantitycanobscuretail —sensitiveobjectives. Arisk functionalmayinste
could represent a worst-case criterion, a conditional tail expectation, a chance constraint, or another
risk-sensitive functional. Two predictive representations sufficient to estimate ordinary likelihood
can differ in whether they preserve the information required to estimate p,.
The mismatch can again be expressed through factorization. Let | mpreq (H )|betherepresentationretainedbyawor
relevantriskproperty.Predictivesuf ficiency forsome forecastingtargetFmeans|F
Fo ﬂ'pred.]Itdoesnotimplythatthereexists[E]suchthat[R

R o Tpred.| Arepresentationcanthere forebesuf ficient forpredictionandinsuf ficient forrisk.

Proposition 10 (Predictive sufficiency does not imply decisional sufficiency). There exist a repre-
sentation 7, a predictive property F', and a decision property D such that | F=F o x| forsomeF,
while no function D satisfies [ D=D o 7]

Proof. Let the underlying states be [x1 = (p, ¢1), xg = (p, c2), |wherepisapredictivequantityandc;

is a consequence parameter. Let [ 7w(z;) = p]forbothstates.De fine[F(x;) = p.|Then[F = id o, ]som

is sufficient for F.

Now define a decision property [ D(x;)
1 ;< c*, 0
{ T a=c ] and choose [ ¢ < ¢* < co.]Then[n(x1) = m(x2)]but|D(z1) # D(x2).|Byprojectioninsuf
c; > C,

[

The proposition formalizes the difference between improving a world model as a predictor and
improving it as a basis for safe action. If the predictive representation collapses states that the
decision criterion must distinguish, better prediction within that representation cannot solve the
decision problem.
The distinction becomes more consequential when intervention changes the distribution being
predicted. Passive prediction concerns a conditional distribution such as [ P(Y| X = z).]Interventionconcernsaqua
do(A = a)), Joranothercounter factualobjectdescribingwhatwouldoccurunderanaction.Observationalassociation:
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This gives another scope boundary: [ observation — intervention.|T hetransitionisnotlicensedbypredictiveacc
For an embodied system, the distinction is unavoidable because actions are interventions by
definition. A world model used only to anticipate passive sensory input can be evaluated as a
forecasting device. A world model used to choose actions must support counterfactual distinctions
among candidate interventions.
Let [ Mobs | denote the set of models compatible with the available observational data. It is possi-
ble for two models [ M, My € Mobs]toagreeonallobservationalpredictionswhiledisagreeingonanintervention :
[Pary (Y | X)
P, (Y | X)|but[Par, (Y | do(A = a)) # Par, (Y | do(A = a)).)I ftheevidenceavailabletothesystemcannotdisting
from Ms, then observational predictive success does not identify the consequence of intervention.

Proposition 11 (Observational equivalence can conceal interventional disagreement). If two envi-
ronment models are observationally equivalent under the verifier’s evidence but assign different
consequences to an intervention a, then observational evidence alone is insufficient to determine
the interventional consequence of a.

Proof. Let the observational projection of model M be [ mobs(M).]Suppose|mons (M)

Tobs(Ma), |Jwhile[lo (M) # 1,(Ms), Jwherel, (M) denotes the predicted consequence of interven-
tion a. Then I, is not constant on the fibers of m,s. By the fiber criterion, I, does not factor
through mons. Therefore no procedure receiving only the observational evidence can universally
determine the interventional consequence. ]

This result connects the epistemic case directly to the paper’s general framework. The problem
is not that the system has failed to calculate cleverly enough. The evidence supplied to it is
compatible with multiple interventionally distinct worlds.
The distinction between prediction and intervention leads naturally to the distinction between
uncertainty and warrant. Suppose a system assigns a probability distribution over outcomes for
each action. It may still lack sufficient evidence to justify selecting among those actions. The
question is then not simply which action maximizes a current objective, but whether the evidential
state itself is adequate for committing to an environment-changing action.
Let [ E¢]denotetheevidenceavailableattimet, andlet[I'|denoteagoverningcriterionspeci fyingconditionsunderw
actionset[Ar(E})
a € A:T(E,a) =1 .]Evenifapredictivemodelranksanactiona* highest, [ a* € arg max,c 4 Q(a |
E}),|itdoesnot followthat[a* € Ar(FE;).|Optimizationandadmissibilityareseparateoperations.
Indeed, the admissible set can be empty: [ Ap(E;) = @.]Asystemwhosearchitecturerequiresselectiono f somela
Alcannotrepresentthisepistemicstate faith fully.Itmustactevenwhenitsowngoverningeriterionlicensesnoavaila
This motivates extending the action space. Let [ AT
A Usense, revise, defer, abstain.|Theaddedoperationsarenotordinarysubstitutes f orenvironment —
changingactions. T heyaltertheepistemicorcomputationalstateo fthesystem, preserveoptionvalue, ordeclinecomm
The distinction can be represented by partitioning actions into [ Aworld | and [ Aepistemic,
| where the former primarily changes the external environment and the latter primarily changes
the information available to the decision process. The categories need not be perfectly disjoint in
physical systems, since sensing itself can perturb an environment, but the conceptual distinction
remains useful.
A sensing operation [ q€ Aepistemic|cantransform|E, — Et + 1l|withoutcommittingtotheworld—
changingactionunderuncertainty.I ftheadditionalevidencechangestheadmissibleset, [AT'(E;) # AL'(Ey1), |then:
This can be formalized through the value of information. Let | V(E)
maxqe A (p) E[U(a) | E], Jwithanappropriateconventionwhentheadmissiblesetisempty.I fasensingactionprods
E,q),|thentheexpectedin formationalvalueo f qcanberepresentedas[VOI(q | E)
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B[V (5]
V(E)
C(q), ] where C(q) is the cost of obtaining the information. When this quantity is positive,

immediate intervention can be inferior to acquiring evidence even if a current predictive ranking

exists.

This exposes a limitation of architectures that collapse every uncertainty state into a ranking

over ordinary actions. A ranking answers [ which action is best under the current model? | It does

not answer | is the current model sufficiently discriminating to justify acting? | The latter question

concerns the adequacy of the evidence, not merely the relative values produced from it.

One can make the distinction exact through another projection argument. Let | r(E) | be

the ranking over candidate actions induced by evidence E. Suppose there exist evidence states

E,, By satisfying [ r(E1) = r(E2)|butdif feringinwhetherinterventioniswarranted : [W(E;) =

1, W (E3) = 0.]Thenwarrantdoesnot factorthroughtheactionranking. N opolicyreceivingonlytherankingcand
This can occur naturally. Two evidence states may rank [a; > as > aslidenticallywhiledif feringdramaticallys

Eq) = 0.999, Jwhileinanother, [P(a; is preferable | E9) = 0.34, Jwiththeremainingprobabilitynearlyevenlydistribn
Consequently, [ action ordering #  warrant to act.]

The same reasoning applies to scalar confidence if the governing criterion depends upon more

than confidence. Two decisions can have identical confidence values while differing in reversibil-

ity, consequence severity, availability of further evidence, or distributional uncertainty. A scalar

confidence score can therefore be another insufficient projection.

Ma et al’s emphasis on recoverability is particularly important in this context because inter-

vention decisions should depend not only upon predicted immediate outcomes but also upon the

possibility of correcting an error. Let [ C(a) | denote the expected consequence of an action and |

R(a) ] a measure of recoverability. Two actions can have identical expected immediate consequences

while differing substantially in [ R(a). | If the decision criterion depends upon recoverability but

the world-model representation preserves only expected consequence, then the representation is

insufficient for the decision property.

A simple model makes this clear. Let [ a1, as|bothhaveexpectedloss|E[L | a1]
E[L’ CLQ]
£.]Suppose, however, that failures followinga; can be reversed at negligible cost while failures

following as are irreversible. A decision rule sensitive to irreversibility can prefer a; even though a

representation containing only expected loss makes the actions identical. The missing distinction

is not predictive accuracy about the expected value. It is the structure of the consequence space.

Finite-horizon prediction creates an analogous insufficiency. Let a model predict states up to
horizon k: [ mp(H)
(St415 - - - » Stk )-|Supposethetargetpropertyconcernsacumulativequantity[C(H)
Z;‘;l ’yj_lc(stﬂ)]orathresholdcrossingoccurringaftertimet—I—k.Ifthereea:z'sttwotrajectoriesidentz’calthrougi
7 (Hsz)while|[C(Hy) # C(Hz), |thenCdoesnot factorthroughthe finite — horizonprediction.
Extending £ can reduce the problem, but no finite increase solves a property with genuinely

unbounded dependence unless some sufficient summary exists. As in the temporal section, the

correct objective is not horizon maximization but preservation of the distinctions required by the

property.

Suppose there exists a terminal statistic [ z;y x| suchthatallconsequencesbeyondthehorizonrelevanttoCaredeter:
The problem of accumulated consequences is particularly acute when individually small effects

cross a threshold only through repetition. Let each action contribute | ¢; > O]toacumulativeburden|Br
Zthl ci.|Supposeeverylocalactionsatis fies[c; < T.]Itdoesnot followthat|Br < 7.]Indeed, foranypositivec; =

¢, one can choose | T>75

sothat[Br>t.| Localboundednessandcumulativeboundednessaredif ferentproperties.
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If the safety criterion concerns [ By < Bpax, |thenverifyinglc; < cmax]ateverystepissuf ficientonlywhenoneals
Bax, Jorastrongerinvariantcontrollingaccumulation.Onceagain, themissingrelationisacompositiontheorem.
This is the epistemic analogue of the temporal and structural cases. A locally acceptable
predicted consequence can accumulate into an unacceptable history. The distinction is especially
important when effects are delayed, path-dependent, or irreversible.
The four dimensions emphasized by Ma et al. can therefore be understood as different ways
in which a predictive representation can fail to support a decision property. Likelihood may omit
consequence severity. Passive prediction may omit intervention effects. A finite horizon may omit
accumulation. A point prediction may omit epistemic uncertainty. A predicted consequence may
omit recoverability. Each omission induces equivalence classes that can identify situations a safe
decision rule must distinguish.
The governing question is consequently not whether a world model is “accurate” in the abstract.
Accuracy is always accuracy with respect to a target. A model can be highly accurate for image
prediction and insufficient for collision avoidance, accurate for expected state transition and insuf-
ficient for tail risk, accurate for passive observation and insufficient for intervention, or accurate
for short-horizon dynamics and insufficient for accumulated harm.
This suggests distinguishing predictive calibration from decisional calibration. Let [ M | produce
probabilities over outcomes. Predictive calibration concerns whether events assigned probability
p occur with appropriate frequency under the relevant conditions. Decisional calibration concerns
whether the information supplied to a decision rule supports interventions at an appropriate evi-
dential threshold given their consequences. Predictive calibration is valuable but does not entail
decisional calibration because the latter depends upon utilities, risk, uncertainty, reversibility, and
alternative information-gathering actions.
One can make this distinction especially sharp by considering a perfectly calibrated but uninfor-
mative predictor. Suppose [ M(Y=1| z) = 0.5] foreveryx, andsupposethetrueconditionalprobabilityisindeed(.5eve
Conversely, a model may have strong discrimination but poor calibration. The two properties
answer different questions. Neither by itself determines whether an intervention is warranted.
The epistemic problem therefore introduces a second-order verification question: [ Has the system verified enoug
| This differs from | Has the system verified its prediction? | A prediction can be well supported
while the action remains underdetermined because the decision requires distinctions absent from
the predictive representation.
This motivates an explicit null or deferential branch in consequential systems. Let the available
response set be [ U
Aworld UAepistemicU@, |where[@]denotesnointervention. T henullactionshouldnotbetreatedasa f ailuretochoo,
Suppose a decision functional is [ J(a| E)
Cact(a) + Crisk(a | E) + Cip(a | E)
B(a| E), Jwherethetermsrepresentactioncost, riskcost, irreversibilitycost, andexpectedbene fit. De fine[J (& |
E) = 0.]Theninterventionisjustifiedunderthismodelonlyif[mingec 4, ., J(a | E) < 0.JIf[J(a |
E) > 0] foreveryenvironment — changingaction, thenullactionisoptimal.
The mathematical importance of explicitly representing @ is that the system is no longer forced
to compare interventions only against one another. It compares intervention against noninterven-
tion. Without the null branch, an optimizer can select the least bad intervention even when every
intervention is worse than doing nothing.
Similarly, if an epistemic action ¢ can improve the evidence state at acceptable cost, one may
have [ J(q| E) < J(a | E)] foreveryimmediateworld—changingactiona.T hecorrectnextoperationisthentoobtainin,
This structure captures Ma et al’s emphasis on sensing, revision, deferment, and abstention in
a general form. These are not peripheral fallback mechanisms appended after the “real” decision
process. They are part of the action space required to represent epistemic insufficiency honestly.
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The result also prevents an important category error. A system that abstains because its
evidence is insufficient has not necessarily failed to solve the prediction problem. It may have
solved the prediction problem correctly and discovered that the resulting information does not
determine an intervention. Refusal can therefore be the output of successful reasoning rather than
evidence that reasoning stopped prematurely.

The epistemic failure of composition can now be stated precisely. Predictive success does not
automatically compose into decisional sufficiency. A probability distribution over future states
is not a permission to produce one of them. A ranking among actions is not evidence that any
action is sufficiently warranted. A finite-horizon forecast is not a guarantee about accumulated
consequences. A high-confidence prediction is not a measure of recoverability. A well-calibrated
model is not necessarily a decision-sufficient model.

Each inference requires an additional relation. If a decision D is to be derived from a predictive
representation 7pred, then one requires a factorization [ D

lA?owpred.]I fnosuch factorizationexists, thenthepredictiverepresentationisnotthecorrectunit forthedecisionp

This is the fourth version of the paper’s central argument. The temporal case showed that
a present action can omit distinctions encoded in its history. The structural case showed that
independent events can omit distinctions encoded in their arrangement. The representational case
showed that a transformed object can omit distinctions present in its source. The epistemic case
now shows that a prediction can omit distinctions required to determine whether intervention is
justified.

The recurring mistake is to treat success on the upstream task as though it established the
downstream property. Yet each downstream inference changes the question. From action to history,
from events to structure, from source to representation, and from prediction to intervention, the
relevant property must survive a transformation. Where preservation has not been established,
verification stops at the boundary.

A safety-critical world model should therefore be evaluated not only by asking whether it pre-
dicts well, but by asking which decisions its representation can support without identifying decision-
distinct situations. The crucial test is not whether the model contains much information. It is
whether the property governing intervention factors through the information the model actually
provides.

The checkpoint, in this case, is prediction itself. A prediction can be accurate, calibrated,
detailed, and still be the wrong boundary at which to declare the decision settled. The fact that
the future has been estimated does not mean that the right to alter it has been established.

6 Four Failures of an Implicit Preservation Law

The preceding cases concern different systems, different empirical phenomena, and different math-
ematical objects. Long-horizon interaction is not workflow topology. Workflow topology is not
semantic translation. Semantic translation is not intervention under uncertainty. It would there-
fore be a mistake to explain all four cases through a single causal mechanism. Their commonality
lies elsewhere. In each case, a property established on one object is expected to survive a change
in representation, scale, composition, or epistemic role. The recurring error is not merely local
reasoning. It is the unproved transport of a conclusion across a transformation.

The temporal case begins with actions and asks about histories. The structural case be-
gins with events and asks about their relational composition. The representational case begins
with a source object and asks whether a property established after translation reflects back to
that source. The epistemic case begins with a predictive representation and asks whether it
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contains sufficient information to license intervention. These can be written schematically as |
temporal: atfz_ol — H, structural: v,e — G, representational: z =y, epistemic: M — D.
| The arrows do not denote the same kind of operation. The first is temporal composition, the sec-
ond relational assembly, the third representational transformation, and the fourth conversion of
predictive information into a decision. What matters is that in every case the property on one side
of the arrow is not automatically a property on the other.
The common structure can be abstracted. Let [ X ] be a source domain and [ Y | a target domain.
Let [ T:X— Ybeatrans formation, broadlyunder stood.Supposeaveri fierestablishesapredicate[V :
X — 0, lJonthesourceside, whilethedesiredconclusionconcernsapredicate[® : Y — 0, 1]onthetargetside.Thein fer
1 = ®(T'(z)) = 1]isvalidonlywhenthetriple[(V, T, ®)|satis fiesanappropriatepreservationcondition.

Definition 5 (Forward preservation). A transformation [ T:X— Y]isforward-preserving from V' to ®if[V(x) =
1 = ®(T'(z)) = 1] foreveryxe X.

This definition is deliberately relational. Preservation is not a property of 17" alone. A transfor-
mation can preserve one predicate and fail to preserve another. Likewise, the same predicate can
be preserved by one transformation and destroyed by another.

The simplest composition theorem is immediate.

Theorem 2 (Verified transport). Let [ V:X— 0, 1, T:X =Y, ®:Y — 0,1.]IfTisforward—
preserving fromVto®, then [ V(x)=1] licenses [ ®(T'(z)) = 1.]I f forwardpreservationhasnotbeenestablished, thet

The first statement follows directly from the definition. The second is the substantive method-
ological point. A verification result has a domain. Transporting that result to another domain
requires a bridge. The bridge may be a theorem, a specification, a probabilistic calibration result,
a causal assumption, or an empirically validated relation, but it cannot be replaced by the mere
fact that the original verification was rigorous.
This distinction also prevents an ambiguity in the phrase “verification does not compose.” Veri-
fication can compose. Formal methods contain many successful examples in which local invariants,
typing judgments, refinement relations, or assume-guarantee contracts yield system-level results.
The stronger and more accurate claim is [ ’veriﬁcation does not compose automatically. ‘ | Compo-
sition is an additional property to be established.
For a history [ H=(sp, ao, - - . , Sn), |let[Vi(st, at, si41)]bea familyo flocalpredicates.De finetheaggregatelocal —
verificationpredicate[ L(H)
N=o Vi(st, ar, s141).] Thenaglobalproperty[® : H — 0, 1] follows fromlocalveri ficationexactlywhen[L(H) =
1 = ®(H) = 1]holdsovertherelevantclasso f histories.
The implication itself is the composition theorem.

Definition 6 (Verification composition law). A family of local predicates V; is sufficient for a history
property ® over a history class C C H if [ VH € C, AN Vi(H) =1] = ®(H) =1

The restriction to a history class C matters. A composition law can be valid only under environ-
mental, architectural, or adversarial assumptions. For example, a collection of local access-control
checks may imply a system-level confidentiality property only when there are no unmodeled com-
munication channels. A local memory-safety property may compose under a language semantics
that excludes certain forms of undefined behavior. A distributed protocol proof may rely on bounds
concerning faults or message delivery. The theorem is therefore properly understood as conditional:
[ A AN, Vi = @, |JwhereAcollectstheassumptionsunderwhichcompositionhasbeenproved.

Omitting A is another way in which a verification result can silently expand. The proof may
be sound within its model while the deployed conclusion is asserted outside the model’s admissible
domain. Scope concerns assumptions as well as observations.
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The four empirical cases can now be restated as challenges to different implicit composition
laws. In the temporal case, the tempting inference is [ V¢,;V(a;) = 1 = ®(H) = 1.|History —
dependentcoordinationprovidescounterexampleswhen® depends upon relations among actions or
upon the policy induced by prior interaction. In the structural case, the tempting inference is [ Ve €
C(G),;V(c) =1 = ®(G) = 1, |whereC(G)denoteslocallyinspectedcomponents. Relational graphpropertiessuppl;
1 = Px(xz) = 1.|Theimplicationrequiresare flectiontheoremforr. In the epistemic case, the
tempting inference is [ M(- | s,a) is accurate = Choose(a), Jwhichrequiresadditionaldecision —
relevantin formationandgoverningcriteria.

The four failures can therefore be summarized as | history dependence: ay /1 Hey, structural dependence:
| These expressions should not be read as universal impossibility statements. Each indicates the
absence of an implication without further conditions.

The common failure is an implicit preservation law. Something is verified at one scale, and
a conclusion is asserted at another. The missing theorem is whatever would make the relevant
diagram commute.

x 5 vvy
Consider the generic diagram | 1®0,1 % ]lfthereexistsamap [g:0,1— 0, 1]suchthat[Po
0, 1.
T

goV, |thenthetargetpropertyisdeterminedbytheveri fiedsourcepredicate. Inthesimplestcase, [g =
id, |so[® (T (z)) = V (x).]Morecommonly, exactcommutationisunnecessarilystrong.Onemayneedonlytheimplicat
1 = ®(T'(z)) = 1.|]T herelevantpreservationrequirementdependsupontheconclusionbeingdrawn.

This distinction between exact preservation and one-directional preservation is important be-
cause verification tasks are asymmetric. Certification requires that accepted transformed objects
reflect source correctness. Bug detection may require that a discovered counterexample correspond
to a genuine source failure. Safety monitoring may prioritize avoiding false negatives, while anomaly
triage may tolerate uncertainty in both directions. The preservation law should therefore be stated
in the direction actually required rather than hidden inside a vague appeal to “equivalence.”

The factorization framework introduced earlier addresses a related but different question. Preser-
vation asks whether a verified property survives a transformation. Factorization asks whether a
target property can be determined from a representation at all.

Let [ 7 : X — OJbeanobservationalrepresentationand|® : X — Zlatargetproperty.I f[®

do m, |then is sufficient support for ®. If no such d exists, then no verifier restricted to 7(x)
can determine ®(x) universally.

Preservation and factorization should not be conflated. Preservation concerns movement of a
claim: [ V(x) = ®(T'(z)).]Factorizationconcernsrecoverabilityo faproperty : [®(x)

®(r(z)).|The formerisin ferential . Thelatterisin formational.

The two interact. If the target property does not factor through the representation supplied to
the verifier, then no preservation theorem based solely on that representation can recover the target
property universally. Conversely, factorization establishes only that the property is in principle
recoverable. It does not prove that the actual verifier computes the correct ®.

This yields a useful decomposition of verification adequacy.

Definition 7 (Verification adequacy). A verifier operating on a representation [ 7 : X — Olisadequate foraproperty|!
X — Z]whenbothofthe followinghold.First,® factors through 7: [ & = ® o 7] forsome®. Second,
the verifier correctly computes the required ® on the relevant domain.

The first condition is representational sufficiency. The second is computational correctness.
These are independent failure modes.
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A verifier can fail computationally despite receiving sufficient information. It may be poorly
trained, incorrectly implemented, underpowered, or statistically miscalibrated. Conversely, a veri-
fier can be computationally optimal relative to its input and still fail because its input is insufficient.

This distinction can be represented as [ verification failure

representation failure ;V;inference failure, Jwherethedisjunctionisconceptualratherthanprobabilistic.The first

The distinction has practical consequences for evaluation. If a verifier fails on a benchmark,
improving the verifier is appropriate only when the benchmark information available at its interface
is sufficient for the target labels. If two differently labeled cases are indistinguishable at the verifier’s
input, the benchmark is asking the verifier to recover information it has not been given. More model
capacity cannot solve the resulting collision.

This suggests a diagnostic procedure for verification systems. Before measuring classifier perfor-
mance, one can ask whether the representation induces collisions across target-property classes.
For a finite dataset [ (x;, ®(z;))N,,ifthereexisti# j such that [ m(x;) = m(x;)]but[®(z;) #
®(z;), |thenper fectaccuracyisimpossible foranydeterministicveri fieroperatingonlyons (x). With
stochastic verifiers the same collision imposes a nonzero irreducible error under any distribution
assigning positive mass to both cases.

The finite result is immediate.

Proposition 12 (Collision lower bound). Suppose two source cases x1,xs occur with probabilities
p1, p2 > 0, satisfy [ m(x1) = 7(z2), |andhaveoppositebinarylabels : [®(x1) # ®(x2).]Theneveryverifierwhoseoutpu
has error probability at least [ min(p1, p2)|onthedistributionrestrictedtothesetwocases.

Proof. Because [ 7(x1) = m(x2), |theverifierreceivesthesameinput forbothcases. Adeterministicveri fiermustthes
its expected error on the pair is [ p1 (1 —¢q)+p2q.]Thisaf fine functionisminimizedatq=1lwhenp, >
p2 and at ¢ = 0 when ps > p;, with minimum [ min(py,p2).] O
The proposition gives projection insufficiency a statistical form. Representation-induced colli-
sions create an irreducible error floor. The appropriate remedy is to refine the representation, alter
the target property, or accept uncertainty. Training the same verifier harder cannot remove an
information-theoretic collision.
The preservation problem becomes more complex when a pipeline contains multiple transfor-
mations. Contemporary agentic systems rarely contain a single boundary. An instruction may be
summarized, translated into a plan, decomposed into tool calls, routed through multiple agents,
transformed into external operations, observed through sensors, compressed back into memory, and
then evaluated. Let [ Xg h, Xy LN X5 EL NN Xm]besuchapipeline.
Suppose each space X; carries a property [ P; : X; — 0, 1.]I feachtrans formationpreservestherelevantpropert:
1 = Pi(T;(x)) = 1, |thenpreservationcomposes.

Theorem 3 (Transitivity of preservation). Suppose for every [ i€ 1,...,m, |thetransformation[T; :
X;—1 — Xisatisfies[Pi_1(z) = 1 = Py(Ty(x)) = 1.]Then[Py(z) = 1 = Py, (Tipo---0Ti(z)) = 1.]

Proof. Apply the preservation implication successively. From [ Po(z) = 1]andpreservationofTy, |
P1(T1(z)) = 1.]PreservationofTs then yields [ Po(T2(T1(z))) = 1.]ContinuinginductivelythroughT,,
gives [ Pp(Tipo---oTh(z))=1] O

This theorem states the positive counterpart to the paper’s negative examples. Verification can
travel arbitrarily far through a pipeline when every boundary has an appropriate preservation law.
The problem is not distance. It is the presence of an unverified crossing.

A single missing link breaks the chain of justified inference. Suppose preservation is known for
[ T1,...,Tk—1]and[Tit1,. .., Tm]butnot forTy. Then the complete implication from Py to B, is not
established. Strong guarantees before and after the gap do not fill it.
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This is particularly relevant to hybrid neuro-symbolic architectures. A formal verifier may
provide a strong guarantee at X,,, while a learned transformation earlier in the pipeline remains
unverified. The rigor of later links does not propagate backward through the missing preservation
law. Similarly, a carefully verified tool call does not establish a history-level property when the
missing link lies between the tool call and the larger trajectory.
The chain model also reveals why adding more checkpoints does not monotonically increase the
scope of what has been established. Suppose each transformation is followed by a verifier: [ Xj ELR
Xy AANELN Xm Yom, JEvenif[Vi(z;) = 1] foreverycheckpoint, the finaltargetproperty®(Xo, ..., Xm)
need not follow unless the conjunction of checkpoint predicates is sufficient for ®.
Formally, define [ C(xg,...,Zm)
Nity Vi(z;).JT hedesiredin ferenceis|C = 1 = ® = 1.]Addinganotherlocalveri fierreplacesCby[C’
CAVipg1.]Thiscanreducetheseto ftrajectoriesthatpass, butitdoesnotestablish® unless [ C'= ®|hasbeenshown.
This gives a distinction between verification density and verification scope. Verification density
concerns how many points in a process are checked. Verification scope concerns which properties
those checks jointly establish. Increasing density does not necessarily increase scope.
A system can therefore be densely verified and globally under-specified. Every transition can
carry a certificate while the history-level property remains unproved. Conversely, a sparse ver-
ification architecture can establish a strong global property when its checks are embedded in a
compositional proof.
This distinction is useful because engineering discussions often equate continuous monitoring
with stronger assurance. Continuous monitoring provides more observations. Whether those ob-
servations establish the desired property depends upon their informational and inferential relation
to that property.
The same principle applies to redundancy. Suppose k independent verifiers all inspect the same
insufficient projection [ w(z).|T heiragreementcanreduceerrorsarising fromimper fectin f erence, butitcannotrecos
If [m(x1) = 7(x2)|while[®(x1) # P(x2), |theneveryveri fierreceivesthesamerepresentation forbothcases. Anenser
alone can universally determine ®.

Corollary 3 (Redundancy does not repair projection insufficiency). Let [ f1, ..., fx]bearbitraryverifierswhoseoutpu
and let [ A | be any aggregation rule over their outputs. Then [ A(f; (7 (x)), ..., fr(7(x)))]cannotuniversallydetermi
if ® does not factor through .

The proof follows because the entire ensemble is itself a function of 7(z). Projection insufficiency
applies unchanged.

This observation is consequential for architectures that attempt to solve verification failures
through debate, voting, critique, or verifier ensembles. Such mechanisms can improve inference
over information that is present. They cannot reconstruct distinctions systematically erased before
all participants receive their inputs. Diversity of reasoning does not substitute for diversity of
evidence.

The same limitation applies to repeated verification over time when each check observes the same
insufficient statistic. If the sequence of verifier inputs [ 71 (H), . .., m, (H)]collectivelyidenti fiestwohistoriesthatdi f
then the entire monitoring process remains insufficient. What matters is the joint projection [ II(H)

(m1(H),...,m(H)).]Thepropertyisrecoverableezactlywhen|®

® o II] forsome®d.

Thus a sequence of individually insufficient observations can become jointly sufficient, but only
if their combination separates the property-relevant cases. This gives a positive account of why
monitoring over time can help. The benefit is not temporal persistence by itself. It is refinement
of the induced partition over possible histories.
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Suppose [ II,,(H)
(m(H),...,mn(H)).JThen[ll, 41 = II,]becausell,, can be recovered by discarding the final co-
ordinate. The sequence of joint observations becomes monotonically finer in the informational
ordering. Consequently, once a property factors through II,,, it also factors through every later II,,
with m > n, assuming the observations are retained.
This monotonicity of information should not be confused with monotonicity of decisions. Ad-
ditional evidence can overturn an earlier conclusion. If a verifier acts on partial information, one can
have [ D(II,,(H)) = 1]and[D(Il,41(H)) = 0.]Thein f ormationsethasbecome finerwhilethewarranteddecisionhasr
This distinction becomes important in systems that treat a prior verification decision as perma-
nently settled. A certificate may remain valid if it concerns an immutable mathematical object. A
decision about whether to continue an evolving process may cease to be justified when new evidence
arrives. Verification results therefore inherit not only a scope but sometimes a temporal validity
condition.
The preservation framework can accommodate this by indexing properties to evidence: [ ®(H, E;).]Aresultestab
[®(H,E;) =1 # ®(H,Ei+1) = 1.|Thetargetpropositionhaschangedbecauseitsevidentialar gumenthaschange
This further clarifies why verification should not be treated as a single terminal event in agentic
systems. Some properties are static and certificate-like. Others are conditional, revisable, and
dependent upon an evolving history. The unit of verification must therefore include not only the
object being judged but, where relevant, the evidence state relative to which the judgment is valid.
The synthesis can now be expressed through three separate questions. The first is informational:
[ Does the target property factor through the representation? | The second is computational: [
Does the verifier correctly compute the property from that representation? | The third is composi-
tional: [ Does the verified property survive the transformation or composition across which it is being transportec
| Failure at any one of these stages limits the conclusion.

These questions correspond to three distinct proof obligations: [’ support + correct inference + preserv

| Support concerns whether the necessary distinctions reach the verifier. Correct inference concerns
whether the verifier uses those distinctions properly. Preservation concerns whether the established
result remains valid when moved to the object or scale about which the final claim is made.

The four case studies occupy different locations in this decomposition. Long-horizon interac-
tion emphasizes support across time and the causal role of retained history. Workflow anomaly
detection emphasizes support for relational structure and the gap between diagnosis and judgment.
Neuro-formal verification emphasizes preservation across representation. Safety-critical world mod-
els emphasize the transition from predictive support to decisional support. None is reducible to
the others, but all become legible within the same account of verification scope.

The central negative result can therefore be sharpened. It is not merely [ \, Vi =1# ®(H) =
1.|Itisthateveryin ferenceextendingaverificationresultbeyonditsimmediatedomainincur sapreservationobligatic

The complete structure can be written schematically as [x = o NN , Jwithseparatequestionsateveryarrot
preserve the distinctions required by the property? Did the verifier correctly compute ®? Does
the resulting property survive the subsequent transformation 77 A system can answer two of these
questions correctly and still fail on the third.

This is why a checkpoint can be perfectly implemented and still support an invalid conclusion.
The defect need not be located at the checkpoint itself. The checkpoint may receive an insufficient
representation, or its valid result may later be transported across an unproved transformation.
Verification errors can therefore occur before, at, or after the visible act of verification.

The appropriate response is not skepticism toward verification. It is a more demanding account
of what verification establishes. A proof should be allowed to say exactly as much as its premises,
representation, and preservation theorems support. No less, because local and formal verification
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remain powerful. No more, because rigor at one boundary cannot substitute for an argument about
what survives beyond it.

A verification result is portable across a change
The general principle can now be stated in its strongest form: [|the property it establishes is supported by the
and preserved by the transformation connecting

]

The remainder of the argument turns from failure to design. If verification units are property-
relative, then the task is not to find one universally correct scale of inspection. It is to characterize
the informational support of the property, determine which representations preserve that support,
and identify minimal or otherwise efficient verification units relative to explicit architectural con-
straints.

7 The Unit Is Determined by the Property

The preceding analysis rules out a simple replacement for local verification. If output-level verifica-
tion can be insufficient, it does not follow that trajectory-level verification is universally sufficient.
If eventwise inspection can miss workflow structure, it does not follow that the complete workflow
graph is the universally correct verification object. If a translated program can omit source-level dis-
tinctions, retaining more syntax is useful only when the retained distinctions matter to the property
under consideration. If predictive representations can be insufficient for intervention, adding more
predictions does not solve the problem unless the additional information separates decision-relevant
cases. There is therefore no universally privileged scale at which verification should occur.

The appropriate unit is determined by the property.

This statement can now be made exact. Let [ X | be a space of possible objects and let [ @ :
X — Ylbethepropertyonewishestodetermine.Averi fierdoesnotnecessarilyobservexe X directly.
It receives a representation [ m : X — O.|Therepresentationissuf ficientpreciselywhen|®

® o 7] forsome[® : Im(w) — V.| Equivalently, [r(z1) = 7(x2) = ®(z1) = ®(22).]

The verification problem is therefore naturally a problem about partitions. Every representation
7 induces an equivalence relation [ x; ~r 2 <=  w(x1) = 7(x2).]Likewise, thetargetpropertyinducesanequiva
x9g <=  O(x1) = P(x2).|]Therepresentationissuf ficient for® exactly when its equivalence
classes do not merge distinct ®-classes.

Theorem 4 (Partition criterion for sufficient verification). A representation [ 7 : X — Olissuf ficient for[® :
X — YV]ifandonlyif|~z; C; ~o .

Proof. Suppose first that  is sufficient for ®. Then there exists ® such that [ ® = ® o w.]I f[z1 ~x
z,]then|r(z1) = m(x2), |andthere fore[®(x1)

B((r1)

&(r(z2))

O (x9).]Hencel[r1 ~¢ x2.|Thus[~zC~g .|

Conversely, suppose [ ~zCr~g .|Thenwhenever[n(z1) = w(x2), Jwehave[®(x1) = ®(x2).]Bythe fibercriterion,®
factors through 7. Therefore 7 is sufficient. O

The theorem gives a direct characterization of the information required for verification. A
representation may distinguish more cases than ® requires. That is harmless with respect to
sufficiency, although it may impose other costs. What it may not do is identify two cases on which
@ differs.
This immediately yields a canonical representation associated with every property. Define | qg :
X — X /~g|bymappingeachobjecttoitsequivalenceclassunder~g: [ qe(z) = [x]e.]Thequotientretainsexactlythed
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Proposition 13 (Canonical property quotient). The quotient map [qg : X — X /~glissuf ficient for®.
Moreover, every representation sufficient for ® refines ¢g.

Proof. By construction, [ qg(z1) = qa(x2)]ifandonlyif[®(x1) = ®(z2).]Therefore® is constant
on every fiber of g3, and so ® factors through gg.

Now let 7 be any representation sufficient for ®. By the partition criterion, [ ~;C~g .|Thereforewheneverm(xy
m(x2), one also has [ qa (1) = ga(z2).]Consequentlythereexistsamaplr : Im(w) — X /~g|suchthat[qge =
rom.|Hence[r = qp.] O

This quotient is the coarsest sufficient representation in the abstract information ordering. It
preserves exactly the distinction | ®(x1) # ®(z2)]andforgetseverythingelse.

For a Boolean property [ ® : X — 0, 1,]thequotientmaycontainonlytwoclasses : [®~1(0) and =1(1).]D

That observation is formally correct but operationally incomplete. If the verifier already pos-
sessed ®(x), there would be nothing left to verify. The canonical quotient therefore describes the
information boundary of the problem, not necessarily a realizable verification interface. Engineering
verification requires a representation that is both sufficient and obtainable without already solving
the target problem.

This motivates a distinction between informational minimality and operational realizability.

The former asks how much information is theoretically required to determine the property. The
latter asks which sufficient representation can actually be computed, observed, measured, or main-
tained under the constraints of the system.

Let [ II)beaclassofrealizablerepresentations. T hentherelevantsearchisnotoverallmathematicallyde finablemc
X — O, |butover|r € 11]

Definition 8 (Realizable verification unit). Let II be an admissible class of representations. A
representation [ m € Il|isarealizableverificationunit for® if ® factors through .

A minimal realizable verification unit is then minimal only relative to Il and to the refinement
ordering. This resolves the ambiguity in saying that verification should operate on “the small-
est object” containing the necessary information. There may be several incomparable sufficient
representations, and practical constraints may exclude the mathematically coarsest one.

For example, a history-level property may be determined either by a particular graph invariant
or by a compact sufficient statistic accumulated online. Neither representation need reconstruct the
other, even though both determine the same target property. They can therefore be incomparable
under refinement while remaining equally sufficient for ®.

Suppose [ 1 : X — Oi]and[mz : X — Oslbothsatis fy|®

EI\)l o T

620772.]Itneednotfollowthat[m = malor|my = m.]Theexistenceo fincomparablesuf ficientrepresentationsisor

This also separates minimality from optimality. Even if a representation is minimal under
informational refinement, it may not be desirable operationally. A slightly finer representation may
be dramatically cheaper to compute, easier to audit, more robust to noise, or more compatible with
existing system boundaries.

Let [ C()]beanengineeringcost functional . Itmayincorporatecomputationalexpense, memory, latency, privac;
speci ficconsiderations.Thedesignproblembecomes|n* € arg minger C(m)]subjectto[® = @ow]forsomet/ls.

The optimal verification unit is therefore not necessarily the smallest informational unit. It is
a sufficient representation that optimizes an explicitly chosen cost under architectural constraints.

This formulation also makes visible a problem that is otherwise easy to overlook: the cost of
verification can depend strongly upon how the same information is represented. Two representations
may induce the same partition of X and therefore contain the same information relative to ®, while
one makes ® computationally easy to recover and the other makes it difficult.
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Suppose [ m1|and[ms]arein formationallyequivalentinthesensethat[my > o and Ty =
m1.]Thentheypreservethesamedistinctions, butthecorrespondingdecoding functions [@1 and (fg]candi ffe

Thus informational sufficiency is necessary for universal verification, but it is not sufficient
for practical verification. The complete design problem concerns at least three dimensions: |
information, computation, cost. |

The first asks whether the representation preserves the target distinction. The second asks
whether the property can be computed reliably from the representation. The third asks whether
maintaining and evaluating the representation is operationally acceptable.

The concept of minimal support becomes particularly useful when a system must verify several
properties simultaneously. Let [ ®q,...,®,,|betargetpropertiesonX.Arepresentationt is jointly
sufficient when each property factors through it: [ ®;

a;j om for every j.|Equivalently, [~ m C ﬂ;n:l ~o; ]

Proposition 14 (Joint verification support). A representation 7 is sufficient for all properties |
Oy,..., D, ]ifandonlyif]~C ﬂ;nzl ~o; ]

Proof. If 7 is sufficient for every ®;, then [ ~xC~g,] foreachj, andhence[~C ﬂj ~g; JConversely,iftheinclusion
| foreveryj. Bythepartitioncriterion, each®; factors through . O

The result formalizes why verification interfaces often become richer as the number of claims
they are expected to support increases. A representation sufficient for one property may merge cases
that another property requires separating. The joint representation must refine the intersection of
the relevant property partitions.
This also reveals a danger in generic “safety scores.” Suppose a system is expected to support
distinct properties concerning authorization, privacy, physical safety, task correctness, reversibility,
and provenance. Compressing all of these into a single scalar [ S(x)€ R]issuf ficientonlyi feverytargetproperty fact
S(x2) = @j(z1) = Dj(x2)] foreveryj.
There is no reason to assume such a scalar exists in a useful form. A one-dimensional score
can contain arbitrarily much information in a set-theoretic sense if unrestricted real numbers are
permitted, so dimensionality alone is not the issue. The practical issue is whether the implemented
scalar representation preserves the distinctions required by the decision architecture. A scalar score
that averages or aggregates independent dimensions can easily identify cases requiring different
responses.
For example, let [ D(x)
(dauth (), dyisk (x))]beatwo — coordinatediagnosticrepresentation.Supposeascalarscoreis[S(z)
dauth (@) + dyisk(z).]JThencases[D(z1) = (0,1)]and[D(x2) = (1,0)]haveidenticalscalarscore :
[S(x1) = S(x2) = 1.]I fonecaserequiresre fusalbecauseauthorizationisabsentwhiletheotherrequiresadditionalph
safetyinspection, thescalarrepresentationhascollapsedtwocasesrequiringdif ferentcontinuations.
The failure is not that S is one-dimensional. It is that the aggregation map is non-injective
with respect to distinctions the response policy requires.
This suggests a general relationship between verification and control. Let [ R:X— U|bethecorrectresponsepolicy
X — Zlissuf ficient forcontrolonlyif|R
RoD.If[D(x1) = D(z2)|but[R(x1) # R(x2), |thennocontrollerreceivingonlyDcanimplementthecorrectpolicyt
The relevant dimensionality of a diagnostic system is therefore determined by the distinctions
required for response. A diagnostic coordinate is useful when it separates cases requiring different
continuations. Additional coordinates that do not refine the response-relevant partition add no
decision information, although they may serve explanatory or auditing purposes.
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This point links verification to diagnosis. Verification is often framed as a binary problem: [ pass
or fail. | But a system that must respond differently to different failure modes requires more than a
binary result. If [ Fy, Fy, ..., Fylaredistinct faultclassesrequiringdif ferentinterventions, thenadiagnosticrepres
A binary predicate [ V(x)€ 0, 1]canestablishthatsomething f ailedwhileremaininginsuf ficienttodeterminewh
0]maycontainmultipleresponse — distinctconditions.
Suppose [ x1, z2]bothsatis fy[V (x1) = V(x2) = 0, ]|but[R(x1) = repairjand[R(z2) = refuse.]ThenRdoesnot facton
This distinction is particularly important when repair itself can introduce risk. Detection of fail-
ure establishes that the current object violates some criterion. It does not establish that a proposed
repair is beneficial, safe, or warranted. Repair therefore introduces another transformation [ x LN
', Jandthedesiredpropertyconcerns[®(x').| Arepairoperationrequiresitsownpreservationorimprovementargume
One may define a repair objective [ J(p | z)|thatincorporatesexpectedimprovement, interventioncost, collatera
O]doesnotimply[J(p | x) < J(@ | x)]foranyparticularrepairp. Detection and repair warrant are
therefore distinct verification problems.
The same factorization criterion applies. If the choice among repairs depends upon distinctions
absent from the verifier’'s diagnostic output, then the diagnostic output is insufficient for repair
selection.
The unit of verification can thus change across stages of the same system. One representation
may suffice to detect that something is wrong. A finer representation may be required to diagnose
what is wrong. A still different representation may be required to determine whether intervention
is warranted. Yet another may be required to verify the repaired state.
There is no contradiction in these different units because the properties differ: [ ®getect, D giagnose> D arra
This property-relative view also explains why the complete history is not automatically the ideal
verification object. Let [id H : H — H|betheidentityrepresentation.Itistriviallysuf ficient foreveryhistoryprope
[® = Poid H.]Butthismathematicalsuf ficiencysaysnothingaboutcomputationaltractability, privacy, storage, can
The identity representation is therefore an upper bound on information, not a general engineer-
ing prescription.
Indeed, the temporal analysis showed that exposing additional history to an acting system can
change its policy. If the same representation is used for generation and verification, increasing veri-
fier support may simultaneously increase actor capability or alter behavior. Verification architecture
must therefore distinguish [ 7, Tverify s Taudit-| T heseprojectionsanswerdif ferentquestionsandmayratio
For an action-generation property ®,.¢, one may require [ ®,¢t
dact o mact.]Foranonlineveri ficationproperty®yerity, | Pverity
éverify o wverify.] Forretrospectivereconstruction®uqdit, | Paudit
daudit o raudit.] Nothingrequires|mact
Tyerify
7Taudit-]
This separation has an important security interpretation. Some distinctions may need to be
visible to the verifier precisely because they should not be visible to the actor. A verifier may need
access to hidden provenance, policy state, authorization metadata, or historical evidence used to
evaluate an action. Exposing the same information to the actor could allow strategic adaptation,
leakage, or circumvention.
The verifier’s informational advantage can therefore be deliberate.
Conversely, the actor may possess local task information that the verifier does not require.
There is no general requirement that the verifier reconstruct the actor’s entire internal state. It
needs sufficient support for the property it is assigned to establish.
The architecture becomes a network of property-relative interfaces rather than a hierarchy in
which one omniscient observer sees everything. This is significant because “global verification” can
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otherwise suggest that the solution to local insufficiency is simply universal observability. Universal
observability is neither necessary nor always desirable. The objective is sufficient observability.
This can be stated as an information-separation principle: [’ The information required to generate an action, ve

]
The principle follows directly from the property-relative account. Generation, verification, and
auditing are different functions and can induce different sufficient partitions.
The same reasoning applies across administrative or authority boundaries. Suppose a dis-
tributed system contains agents | 1,...,n, | with local observations [ 7;(H).] Aglobalproperty®(H) may
fail to factor through any individual m;: [ Vi, D £ @iom.]l tmaynevertheless factorthroughtheirjointobservati
[®
50(%1, ..., T ).JInthatcasethepropertyisgloballydecidable fromdistributedevidencebutnotlocallydecidablebyar
This gives a precise notion of distributed verification support.

Definition 9 (Distributed sufficient support). A family of observations [ 7; : X — Oii = 1"]isjointlysuf ficient ford
if there exists [ & : Im(my, ..., m) — V]suchthat|®(x)

®(mi(x),...,mp(x)).]

Joint sufficiency does not imply that all observations should be centralized. Cryptographic pro-
tocols, secure multiparty computation, distributed proofs, attestations, or other mechanisms can
sometimes establish a function of distributed evidence without exposing every underlying observa-
tion to one party. The factorization criterion specifies what information must be jointly represented
for the property, not how that information must be physically centralized.

This distinction is important because a naive response to distributed insufficiency would be to
create an omniscient verifier. Such a verifier can create new concentration risks, privacy problems,
attack surfaces, and authority conflicts. A better question is whether the required property can
be computed from distributed attestations or selectively disclosed evidence while preserving the
relevant distinctions.

The unit of verification is therefore not necessarily a physical object. It can be an informational
composition distributed across actors, time, representations, and evidence channels.

The projection-insufficiency result becomes particularly useful here. Suppose every local ob-
server sees | m;(Hy) = m;(Ha)] fortwohistoriesHy, Ha, while [ ®(H) # ®(Hz).]T heneventhecompletetupleo flocalol
[(m1(Hy), ..., mn(H1))

(m1(H2), ..., (H2)).]JNoaggregationprotocoloperatingonlyonthoseobservationscandetermine®
universally. Additional evidence or a refined interface is required.

On the other hand, it can happen that every observer is individually insufficient while the tuple
is sufficient: [ m;(H1) = m;(H2)| forsomerelevantpairsateachlocalsite, butthecombinedmap[I1(H)

(m(H),...,m™(H))|separateseverypaironwhich® differs. The property then exists at a dis-
tributed informational scale. No single local checkpoint contains it, but their composition does.

This is a more precise alternative to describing such properties as simply “global.” Globality
can mean several things. A property may require long temporal support, relational structural
support, multiple administrative observations, counterfactual evidence, or some combination. The
factorization framework identifies the relevant notion by asking which distinctions must survive.

The phrase “unit of verification” should therefore not be interpreted as requiring one indivisible
object. A unit is whatever representation constitutes sufficient support for the property. It can
be a local state, a path, a graph, a history statistic, a tuple of distributed attestations, a formal
representation plus a translation certificate, or a predictive model augmented with uncertainty and
recoverability information.

This leads to a hierarchy of questions that should precede verifier selection. Given a target prop-
erty @, one should ask which pairs of cases differ on ®, which observational interfaces distinguish

33



those pairs, which of those interfaces are realizable, which are safe to expose to which components,
and which permit tractable inference. Only after these questions have been answered does it make
sense to ask which verifier architecture performs best.

In this order, verification begins with the property rather than with the model.

The distinction is consequential for benchmarking. A benchmark normally presents a fixed input
representation and a target label. It thereby assumes that the representation is an appropriate unit
for the target. Projection insufficiency shows that this assumption is testable. If the benchmark
representation collapses target-distinct cases, then part of the measured error is not a failure of
reasoning. It is a failure of benchmark support.

Likewise, an apparent ceiling in verifier performance can arise from three different causes: |
model limitation, data limitation, representation limitation. | Only the first is directly
addressed by increasing model capability. More training data can address some forms of the second.
Neither solves the third unless the additional data refine the actual representation supplied at
inference time.

This gives a practical interpretation of projection insufficiency. When a verifier repeatedly fails,
one should not ask only [ How can the verifier reason better? | One should also ask [ What distinction would have n
| If the missing distinction is absent from the interface, the repair belongs upstream.

The central constructive result of this paper can now be stated compactly.

Theorem 5 (Property-relative unit of verification). Let [ & : X — Y]beatargetpropertyand[r : X —
Olanobservationalrepresentation. Auniversallycorrectveri fier for® whose complete input is 7 (z)
can exist only if [

5077] forsomef unction®. When this condition holds, 7 is informationally sufficient for ®; when
it fails, no increase in downstream verifier capability can make 7 universally sufficient.

Proof. Necessity follows from projection insufficiency. If no such d exists, then by the fiber criterion
there exist [ x1,xo]suchthat[m(x1) = w(xo)]while[®(x1) # P(x2).|Anyverifierreceivingonlyn(x)
must receive identical input on x7 and z9 and therefore cannot return both distinct correct values.
If the factorization does hold, then d itself defines a universally correct verifier at the level of
mathematical existence: | </I;(7r(x))
®(x).]Thisestablishesin formationalsuf ficiency, althoughitdoesnotimplythat<f> is computation-
ally feasible, learnable, robust, or otherwise operationally realizable. ]

The final qualification is essential. The theorem characterizes the information boundary of veri-
fication, not the complete engineering problem. It tells us when universal verification is impossible
because the representation has erased necessary distinctions. It does not tell us that every sufficient
representation admits an efficient verifier.

This separation is useful precisely because it prevents different limitations from being confused.
Computational difficulty can motivate better algorithms. Statistical difficulty can motivate better
data or calibration. Projection insufficiency requires changing the information supplied to the
verifier or weakening the property being claimed.

The four case studies can now be placed within this theorem. An isolated action can be an
insufficient projection of a history when coordination depends upon earlier interaction. A bag of
events can be an insufficient projection of a workflow when the target depends upon topology. A
translated formal object can be an insufficient projection of a source when the translation collapses
property-relevant semantics. A predictive representation can be an insufficient projection of a deci-
sion situation when intervention depends upon uncertainty, consequence severity, counterfactuals,
or recoverability not represented by the predictor.
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In every case, the relevant question is the same: [ Does the claimed property factor through what the verifier ca
]
If the answer is no, the verifier is being asked to distinguish what its interface has made indistin-
guishable. If the answer is yes, the remaining questions concern inference, computation, calibration,
and preservation. This provides a clean division of labor among problems that are otherwise often
grouped together under the broad heading of verification.
The appropriate unit of verification is therefore neither inherently local nor inherently global.
It is neither necessarily an output nor necessarily a trajectory. It is not defined by the amount
of information retained, the physical size of the object, or the sophistication of the verifier. It is
defined relative to the property.
A verification unit is adequate when it preserves the distinctions upon which that property
depends. A minimal unit is one that preserves no unnecessary distinctions relative to an explicit
information ordering and admissible representation class. An optimal unit is a sufficient one that
also satisfies the practical constraints of the system.
This reframes the engineering problem. Instead of asking how far the checkpoint should be
expanded, one asks what the checkpoint must be able to distinguish. Instead of assuming that
more context is always safer, one asks which information must persist, which information must be
exposed, and to whom. Instead of treating verifier intelligence as the primary bottleneck, one asks
whether the verification interface makes the target property identifiable in the first place.
The resulting principle is simple: [’A verifier cannot recover a distinction that its representation has already e

| Everything else follows from deciding which distinctions the claimed property actually requires.

8 Beyond the Checkpoint

The checkpoint is an attractive architectural primitive because it converts an open-ended process
into a bounded question. An object arrives at a boundary, a predicate is evaluated, and the object
either proceeds or does not. The appeal is both computational and institutional. A checkpoint
localizes responsibility, limits the amount of information that must be inspected at once, creates
a place at which records can be produced, and transforms a continuous process into a sequence of
auditable decisions.

Nothing in the preceding argument makes checkpoints obsolete. The conclusion is instead that
a checkpoint must be interpreted according to the property it actually establishes.

Adelman’s Beyond the Checkpoint [?] provides a useful methodological counterpoint because the
checkpoint in her analysis is not merely a physical location. It participates in a wider organization of
mobility, surveillance, categorization, anticipation, and authority. The present argument concerns
computational verification rather than the political and cultural analysis developed in that work,
and the analogy should not be extended beyond what it supports. Its methodological usefulness
lies in a narrower observation: concentrating attention on the visible site of inspection can obscure
the larger system through which the significance of inspection is produced.

The same risk appears in computational verification. An output filter is visible. A formal proof
is visible. A workflow anomaly score is visible. A safety classifier is visible. A pass or refusal
event is visible. These become natural places to locate the concept of verification because they are
discrete moments at which a judgment is emitted.

Yet the preceding sections show that the epistemic basis of that judgment can extend in both di-
rections away from the checkpoint. Upstream transformations determine what information reaches
it. Downstream composition determines what conclusions can legitimately be transported away
from it.
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The checkpoint can therefore be represented as an interface: [X = O Yso 5 U , JlwhereXistheunderlyingobjec
is the representation supplied to the verifier, V' is the verification procedure, C' is the resulting cer-
tificate or diagnostic state, and x maps that result into a continuation or intervention U.

Each arrow carries a distinct obligation.

The first asks whether | 7(X)|preservesthedistinctionsrequiredbytheproperty. T hesecondaskswhether[V]corre

A visible verification event therefore sits inside a larger verification path: [ world — representation —
judgment — continuation.| Errorscanariseateverytransition.

Suppose the intended property is [® : X — 0, L] f[® = </1507r, |thentherepresentationissuf ficient.I ftheverifi
then [ V(7 (z)) = ®(x).] Butsupposethecontinuationpolicyis|k : 0,1 — U.| Evenaper fectlycorrectveri ficationresu
is the correct response policy.

For example, [ ®(z) = 0]mayestablishthatthecurrentobject fail saspeci fication.ltdoesnotbyitsel fdeterminew?

Thus | correct detection #  correct intervention.]

This gives the checkpoint three logically distinct questions: [ What can be observed? =~ What can be concluded’
| Collapsing these questions into a single pass/fail boundary conceals the composition laws connect-
ing them.

A more explicit architecture separates observation, diagnosis, and disposition. Let [ 7 : X —

Olproduceevidence, [D : O — Z]produceadiagnosticstate, and|R : ZxO — U]producearesponse. T hearchitecturet

R(-, . . . . o
02 & u.]Theresponse functioncanretainaccesstotheunderlyingevidenceratherthanreceivingonlyacompre

This is useful whenever the diagnostic state is sufficient for detection but insufficient for dispo-
sition. If two objects satisfy [ D(m(z1))
D(m(x2))|whilethewarrantedresponsesdif fer, [R*(x1) # R*(x2), |thenDisnotasuf ficientinter face forrespon
The familiar binary checkpoint [ V(x)€ pass, fail]isthere foreaspecialcaseratherthanthecanonical formo fveri f
This can be understood as a problem of premature quotienting. A binary verifier partitions the
object space into [ V=1(0) and V~—Y(1).]Everydistinctionwithineachclassiserasedf romtheveri fieroutput..
The checkpoint may still be useful for one purpose while being insufficient for another. A binary
result may suffice to halt obviously invalid execution while a richer diagnostic record is retained
for repair, audit, or appeal. The mistake lies not in compression itself but in assuming that one
compressed output should serve every downstream property.
This suggests an architectural separation among at least four functions: [ detection, diagnosis,
disposition, audit. | Detection asks whether a specified condition holds. Diagnosis asks which
distinctions explain the condition. Disposition asks what should happen next. Audit asks what
evidence should remain available for later reconstruction or challenge.
The representations sufficient for these functions can differ: [ mget, Tdiag> Tdisps Taudit-) Awell—
designedsystemneednot f orcethemtocoincide.
This separation is particularly important for persistent histories. Let the complete event history
at time t be [ H<¢.|Asystemcanretainarecord|Ry(H<t), |exposearestrictedprojectiontotheactor [ My(H<t), |supplya
Et 75 At ?é Rt]
Retention therefore should not be equated with availability.
An event may be physically or logically retained without being exposed to an acting component.
It may be exposed to a verifier without being admissible evidence for a particular decision. It may
be admissible evidence without being sufficient to warrant an intervention. These are distinct
relations.
For an event e, one can distinguish predicates [ Retained(e), |[Visiblei(e), |[Admissible ®(e), Jand[Warranting u(e
[Retained(e) # Visiblei(e),][Visiblei(e) 7 Admissible ®(e), Jand[Admissible ®(e) A Warranting u(e).]
The distinctions matter because “the system knows” is otherwise dangerously ambiguous. Infor-
mation may exist somewhere in the architecture while being unavailable to the component whose
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behavior depends upon it. Conversely, a component may have access to information that should
not be used for a particular decision.

Verification requires not merely information possession but a declared evidential relation.

Let [ E®(x)]denotetheevidenceadmissible fordeterminingproperty® about object x. A verifi-
cation procedure should ideally be understood as [ V® : E®(z) — C®,|whereCs is a space of
property-relative certificates or diagnostic results.

This makes explicit that evidence can be property-relative. The same observation may be
relevant to one claim and irrelevant, inadmissible, or misleading for another.

A provenance record provides a simple example. Provenance can be decisive when the property
concerns authorization: | @, (2).]T hesameprovenancemaybeirrelevanttoapurelymathematicalproperty :
[P math (7).]Conversely, anumericalproo fmayestablish® e, while saying nothing about whether
the computation was authorized to occur.

Combining all available evidence indiscriminately is therefore not equivalent to better verifica-
tion. Evidence must be interpreted relative to the proposition being established.

The distinction also clarifies the role of audit logs. A log can preserve evidence required to
reconstruct an execution without granting that evidence causal influence over the execution itself.
This is an important architectural possibility: | retain more than the actor can condition upon. |
Such asymmetry allows retrospective verification to operate over a richer representation than action
generation.

Suppose [ M(H;) = M (Hs)| fortheactor— facingprojection, while[A(Hy) # A(Hz)|fortheauditprojection.T he
and Hs through M, while the auditor can later recover that distinction through A.

This permits historical accountability without necessarily creating the same historical depen-
dence in the acting policy.

The distinction is especially relevant to the long-horizon case. Simply giving an agent its entire
retained history can increase the set of strategies it can condition upon. Retaining the history
externally for verification does not have the same consequence. Memory architecture is therefore
part of verification architecture.

The checkpoint should also be separated from the authority to modify the object it evaluates.

A verifier can possess epistemic authority concerning a predicate without possessing operational
authority to intervene.

Let [ V(x)=z ] be a diagnostic result and let [ U(x,z) | be the set of interventions technically reach-
able from the checkpoint. Let [ W(x,z) C U(x, z)|bethesubset forwhichinterventioniswarranted.

Then [ ue U(z, z)|doesnotimply[u € W(z, z).| Reachabilityisnotwarrant.

This distinction matters in automated repair. A verifier may detect a violation and have the
technical capability to rewrite the object immediately. Yet the fact that repair is reachable does
not establish that repair is the correct continuation. The system may lack sufficient diagnostic
resolution to know which repair preserves other properties.

Suppose a current object satisfies a vector of properties [ ®(z)

(®1(2),...,Pp(x)).]Arepairtrans formation[p : x — z'mayimproveonecoordinate : [®;(x) =
0, Q;(2') = 1, whiledegradinganother : [®y(z) = 1, Py, (2") = 0.]Averi fierthatobservesonly®;
cannot determine this tradeoff.

Thus successful repair of the detected property does not imply successful repair of the object: [
Oip(x) =1 4 ®(p(x)) = (x).

A repair architecture consequently needs a declared repair objective. Let [ J(x,p(z))]measuretherelevantchange
arg minyer J(z, p(x)), |possiblyincludingtheidentitytrans formation[po(v) = x.|Includingtheidentityistherepair

This is a useful safeguard against what might otherwise be called compulsory repair. If the
response space contains only modifications, the system must alter the object once a fault is detected,
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even when every available repair carries greater expected cost than leaving the object unchanged
pending further evidence.
The same principle applies to refusal. Refusal should be represented as one possible dis-
position rather than as the semantic meaning of every failed verification. A failed check can
establish [ =®(x)]withoutestablishing[Refuse(x).]Toobtainthelatter, onerequiresarule[-®(x) =
Refuse(x), Joramoreelaboratedecisionprocedureusingadditionalevidence.
In some systems that implication is intentionally part of the specification. For example, failure
of an authentication predicate may be defined to require refusal. In such a case the composition
law is explicit. The problem arises when the same inference is imported into domains where the
relation has not been specified.
The distinction can be summarized by separating a predicate from its policy: [ ®(z) versus k(®(z), E).]1
This separation also supports appeal and revision. If a verifier stores only the disposition
[ u=refuse, | the evidential basis for the decision may be lost. If it instead stores a certificate |
c=(®, 2z, E, A), JlwherezisthediagnosticresultandArecordsrelevantassumptions, alaterprocesscanreconsiderthed:
A verification record should therefore distinguish [ observation, inference, assumption,
disposition. | This separation makes revision possible when one element changes.
Suppose a verifier at time ¢ produces [ ¢; = (0, ¢¢, Ay, ur).] Newevidenceattimet+1mayleave|o;Jlunchangedwhile
This is another reason append-only histories can be preferable to destructive state replacement
for audit. Revision need not mean erasure. A later record can state that a previous conclusion has
been superseded while preserving the evidence and reasoning that produced it.
Let [ L=(ey1, €2, . .., en)]beanappend—onlyveri ficationledger. Arevisioncanberepresentedbyanewevent|e, 41
Revise(e, '), Jratherthandeletingey. The current state can be computed from the ledger while
the historical sequence remains reconstructible.
This separates [ current validity | from [ historical occurrence. | A certificate can cease to
govern future continuation without ceasing to have existed.
Persistent histories therefore support a richer concept of verification than a mutable flag. A
flag answers | What is the current verdict? | A ledger can also answer [ What was observed? | |
What was concluded? | [ Under which assumptions? | [ What changed? | and [ Why is the current verdict different?
]
This matters whenever verification itself is subject to verification.
A system that can reconstruct its own decision path permits second-order questions such as
whether the correct evidence was available, whether the correct verifier was invoked, whether the
preservation assumptions held, and whether the disposition remained within its authorized scope.
One can represent such a certificate as | C= (®,7,0,V, 2z, A, k,u), Jwhere® is the property
claimed, 7 the observation interface, o = m(z) the observation, V the verifier, z its result, A the
assumptions under which the result is interpreted, x the continuation rule, and u the resulting
disposition.
This certificate does not prove itself correct. It makes the structure of the claim inspectable.
The benefit is that scope becomes explicit. A bare statement | verified ] is underspecified. A
structured certificate states, in effect: [ property ® was evaluated from representation 7 under assumptions A.]Th
This suggests a general discipline of scope-carrying verification. A verification result should
carry enough metadata to identify the proposition established and the conditions under which it
was established.
In its simplest mathematical form, instead of returning [ V(o)€ 0, 1, Jtheveri fierreturns[V (o)
(®, 2, A), Jwherezistheresult. Downstreamsystemsarethenexpectedtousethecerti ficateonlythroughruleswhos
This resembles type information. A value cannot be safely substituted merely because some
computation produced it. Its type constrains the contexts in which it can be used. Similarly, a
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verification result should not be freely substituted for arbitrary stronger claims. Its scope constrains
the inferences in which it can participate.

One can make the analogy formal. Let [ Cg|denoteacerti ficateestablishingproperty®. A down-
stream rule has the form [ Cg,, ..., Cs,, A+ Cy.]Theruleitsel fisacompositiontheorem.Itstatesthatcertificates f

Under such an architecture, global assurance is not produced by declaring a single omniscient
checkpoint. It is constructed through explicit certificate transformations.

This provides a positive interpretation of compositional verification: [ Ce, + --- + Co, +
preservation rule = C'y.|T hepreservationruleisnotadministrativeglue.Itisparto ftheproof.

A checkpoint architecture becomes robust when the boundaries between certificates are treated
as formally as the certificates themselves.

This is the central sense in which verification must move beyond the checkpoint. The phrase
does not mean eliminating checkpoints or replacing them with continuous total surveillance. It
means refusing to treat the visible moment of inspection as the complete epistemic object.

The relevant system includes what happened before the checkpoint, what representation crossed
it, what distinctions that representation preserved, what proposition the verifier actually estab-
lished, under what assumptions the proposition holds, and what downstream transformation con-
verts that proposition into action.

The four case studies now appear as four ways this extended system can matter. Long-horizon
interaction shows that the current checkpoint may omit causal history. Workflow analysis shows
that independent checkpoints may omit relational structure. Neuro-formal verification shows that
a checkpoint may operate on a transformed object whose relation to the source remains part of
the proof obligation. Safety-critical world models show that even an accurate predictive checkpoint
may not contain the distinctions required for intervention.

The design response is therefore not a universal demand for larger checkpoints. It is a demand
for explicit interfaces among verification units.

For each claimed property @, the system should identify a representation | wg|throughwhich®
factors. For each transformation | T | across which a certificate is transported, the system should
identify the preservation relation required. For each disposition [ u, | the system should identify
the evidential and normative rule connecting the verified property to that disposition.

The resulting architecture can be summarized as [’evidence — property — certificate — warrant — continuatio

| No arrow should be treated as free.

This perspective changes what it means to ask whether a system is verified. The question is in-
complete unless one asks: [ Verified with respect to what property? | [ From which representation? |
[ Under which assumptions? | [ Across which transformations? | [ For which subsequent inference or intervention?
]

These are not qualifications added after verification. They specify the verification claim itself.

The checkpoint remains useful precisely when its limits are explicit. A local test can provide
strong assurance about a local property. A graph verifier can provide strong assurance about a
structural property. A theorem prover can provide strong assurance about a formal representation.
A world model can provide strong evidence about future states. None of these results becomes
weaker when its scope is stated accurately.

What becomes weaker is only the unsupported inference beyond that scope.

The objective is therefore not to make verification less decisive. It is to make the boundary of
decision coincide with the boundary of evidence. Where the property extends farther, the verifica-
tion unit must extend or compose accordingly. Where the evidence does not support intervention,
the architecture must be capable of retaining, inspecting, deferring, or refusing to conclude.

Beyond the checkpoint lies not an absence of verification but its full structure.
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9 Conclusion

Verification is often imagined as the place where uncertainty ends. A system produces an output, a
verifier inspects it, and a verdict converts an uncertain process into an accepted or rejected result.
This architecture is useful precisely because it creates boundaries. It permits complex processes to
be decomposed, intermediate objects to be certified, responsibilities to be separated, and errors to
be intercepted before they propagate.

The difficulty begins when the scope of the conclusion silently exceeds the scope of the verifica-
tion.

The four technical cases examined here expose different forms of this expansion. Long-horizon
agent interaction shows that properties of a trajectory need not be properties of any isolated action.
Workflow-level anomaly detection shows that properties of relational organization need not be
determined by properties of individual events. Neuro-formal verification shows that a theorem
about a transformed formal object need not automatically be a theorem about its source. Safety-
critical world models show that an accurate prediction need not contain sufficient information to
determine whether intervention is warranted.

These are not instances of one empirical phenomenon. They share a logical structure: |

property established at X =7 property asserted at Y.|Thearrowiswheretheproofobligationresides.

The central mathematical result is correspondingly simple. Let [ 7 : X — Olbetherepresentationavailabletoave:

X — y]thepropgrtyitisexpectedtodetermine.Um'versalverificationfromﬂ is possible only if [ ® =
® o 7| forsome[® : Im(7) — V.|Equivalently, [r(x1) = m(x2) = ®(x1) = P(22).]I ftwoproperty —

distinctcasesbecomeidenticalattheveri ficationinter f ace, nodownstreamincreaseinmodelintelligence, computati

This establishes an informational boundary on verification.

It also establishes why the appropriate verification unit cannot be specified independently of
the property. An action can be sufficient for one property and insufficient for another. A workflow
graph can be necessary for a relational property and excessive for an event-local property. A
formal translation can be faithful for memory safety while omitting distinctions relevant to timing
or provenance. A predictive representation can be sufficient for forecasting while insufficient for
intervention.

The question is therefore not [ Should verification be local or global? | but [ Which distinctions must survive for

]

This formulation avoids the opposite mistake of treating maximal observation as the solution
to local insufficiency. The complete history is trivially richer than an isolated event, but retaining,
exposing, and processing the complete history can introduce computational, privacy, strategic, and
causal costs. More information can alter an actor’s behavior even when it improves an auditor’s
reconstruction. The actor, verifier, and auditor therefore need not receive identical projections of
the same history.

The design objective is sufficient support, not maximal support.

The argument also separates three questions that are frequently compressed into one: | ’ support

_l’_

correct i1

| Support asks whether the verifier receives the distinctions required by the property. Correct in-
ference asks whether it computes the property correctly from those distinctions. Preservation asks
whether the established result survives the transformation across which a broader conclusion is
drawn.

A failure of support cannot be repaired merely by improving inference. A failure of inference
does not show that the representation was insufficient. A failure of preservation does not show that
the original verifier was unsound. Keeping these failure modes separate is necessary for locating
what must actually change.
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This distinction becomes especially important when verification results enter institutional de-
cision systems. The logical structure developed here is not limited to software. A quantitative
indicator can be correctly calculated while the policy conclusion attached to it requires premises
that the indicator itself does not establish.
Clara E. Mattei’s Escape from Capitalism provides a useful political-economic example of this
distinction. Mattei challenges presentations of austerity, unemployment, inflation management,
balanced budgets, and related economic categories as if the associated policy conclusions followed
neutrally from economic measurement itself. Her broader argument is political and historical:
economic categories and expert institutions, in her account, operate within a social order and can
help present particular distributions of constraint as economic necessity rather than political choice.
The present paper need not adopt that larger thesis in order to extract a narrower verification
problem.
Suppose an institution observes a fiscal quantity [ d;
deﬁdtt output,|andverifiescorrectlythat|d; >1.|T hatestablishesapropositionaboutthemeasuredfiscal state.Itdoesnot,withoutanadditionalr
No improvement in the accuracy with which d; is measured proves the second proposition. A
more precise checkpoint does not convert a decision rule into an empirical fact.
The same distinction applies to unemployment. Let [ u/]denoteameasuredunemploymentrate.Supposeamodele.
u* = IncreaseUnemployment|wouldcontainadditionalpremisesconcerningwhichtargetshouldgovern, whichcost
The distinction can be represented by separating a descriptive state [ z€ Z|fromaninstitutionalresponse(a €
A.JAnempiricalprocedureestimates|z = w(x).|Apolicyrulethenmaps|k : ZxI' — A, Jwhere[l'|containsgoverningc
The actual decision is therefore | a=k(z,T"), Jnotsimply[a = z.]
Two institutions can agree completely about the measured state [ z | while disagreeing about [
IMandconsequentlyselectdi f ferentinterventions.Suchdisagreementdoesnotnecessarilyimplythatonesidehasmis
This gives a useful institutional analogue of the epistemic composition problem: [ economic indicator
#  policy necessity.]
Mattei’s discussion of austerity makes this distinction especially visible. In her account, fiscal
retrenchment is not simply equivalent to “spending less.” It involves choices about which expendi-
tures are reduced, which interests remain protected, and who bears the resulting adjustment. A
scalar fiscal aggregate can therefore be insufficient to characterize the distributional structure of

the intervention.
Let total expenditure be [ E
Yoi Ei, Jwhere|E;lisexpendituredirectedtowardcategoryi. Atar getrequiring[E' < Eldoesnotdeterminethevec
FE'withradicallydif ferentef fects.
Thus [ AE < 0]doesnotuniquelydetermine|AE;.]
A verification procedure concerned only with aggregate expenditure can establish that a fiscal
target has been met while remaining informationally incapable of determining how the adjustment
was distributed.
Suppose two budgets By and By satisfy [ E(B1) = E(Bz)]and[d(B1) = d(B2), Jbutdif ferintheirdistributionalco
[D(B1) # D(Bs).]Thenarepresentation|n(B) = (E(B),d(B))lisinsuf ficient forD. R
By the fiber criterion, [ 7(B1) = m(Bz2)|togetherwith[D(B1) # D(Bs)|provesthatno function|D]cansatis fy[D =
D o w|universally.
The result does not determine which distributional policy should be chosen. It establishes some-
thing prior to that political choice: aggregate fiscal indicators alone cannot determine a property
that varies while those indicators remain fixed.
This distinction provides a precise way to discuss a recurrent issue in political economy without
pretending that mathematics resolves the political dispute. If two policies occupy the same equiv-
alence class under the reported indicator but produce different outcomes under a property citizens
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care about, then the indicator is not sufficient support for choosing between them.
The relevant remedy is not to assign the indicator a political meaning in the opposite direction.
It is to expose the missing dimensions.
For a policy p, one might therefore distinguish | F(p) | for its fiscal effect, [ I(p) | for its inflation
effect, [ U(p) | for its employment effect, [ W(p) | for its distributional effect, [ R(p) | for its
reversibility, and [ A(p) | for whatever authorization or institutional criterion governs its adoption.
A policy decision [ K(p) ] that depends upon all six cannot factor through F(p) alone: [ K
=+ Ko Flwheneverthereexistpolicieswithidentical fiscale f fectsbutdif ferentvaluesondecision —
relevantcoordinates.
Nor does replacing F' with a weighted score automatically solve the problem. If [ S(p)
aF(p)+B1(p)+~yU (p)+0W (p), |thenSissuf ficient forthe finaldecisiononlyi f policiesassignedthesamescorene
The mathematical form is identical to the anomaly-score problem encountered earlier. A scalar
can be diagnostically useful without being a complete warrant for intervention.
Mattei’s discussion of economic expertise adds another layer. Her argument contests the pre-
sentation of institutions and economic doctrines as politically neutral when their recommendations
embody substantive commitments. In the language developed here, this can be reframed with-
out deciding the larger ideological question: the transition [ measurement — model — objective —
policy|containsmultipletrans formations, andtheempiricalvalidityo f anupstreamstagedoesnotmakethedownstre
free.

Consider [x 5 z M, m ENPILN a, lwherexistheeconomicstate,zameasuredrepresentation,Mapredictivemodel,
a predicted consequence, J a valuation or objective functional, r a ranking, and x a policy rule.
A dispute can occur at any arrow.
One party may dispute the measurement: [ .| Anothermayacceptthemeasurementbutdisputethemodel :
[M.] Anothermayacceptbothbutdisputetheobjective : [J.| Anothermayaccepttheobjectivewhiledisputingwhetherthe
Calling the complete sequence “what the data require” collapses these distinct propositions.
The distinction is not peculiar to economics. Medicine separates test results from treatment
decisions. Engineering separates sensor measurements from control policies. Courts distinguish
evidence from judgment and judgment from remedy. Machine learning distinguishes prediction
from intervention. In each case, the quality of the upstream evidence matters greatly, but evidence
acquires operational force through additional rules.
Mattei’s examples are useful precisely because economic discourse can make those rules difficult
to see. Terms such as "necessity,” "discipline,” ”stability,” and ”"soundness” can appear to describe
measured states while also functioning as conclusions about what must be done. The verification
framework asks that these roles be separated.
If [ Dgesc (x)]isdescriptiveand[Pact (x)]isaction—guiding, thentheimplication [P gesc () = Pact(x)]isasubstanti
This does not imply that the bridge is illegitimate. Some decision rules are well justified. Some
institutional constraints are explicit and democratically established. Some interventions may be
strongly supported by empirical evidence. The formal point is narrower: the justification resides
partly in the bridge, not solely in the measurement preceding it.
This distinction also prevents the framework from being used as a disguised argument for policy
paralysis. The conclusion is not [ measurement never warrants action. | It is [ measurement warrants action throug
| When the relation is well specified and its premises are satisfied, action can be strongly justified.
When the relation is disputed, increasing the precision of the measurement does not by itself resolve
the dispute.
The same principle applies to nonintervention. Choosing [ @]isitsel fapolicywhentheexistingstatehascontinuin
Let [ J(a| E)]bethecriterionappliedtointerventions.Consistencymayrequireevaluating[J (2 |
E)]underthesamerelevantdimensions.Otherwisethecheckpointcomparesproposedchangeagainstanunscoredbase
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This point connects back to Mattei without requiring agreement with her political conclusions.
One of the implications of treating an economic order as natural or inevitable is that continuation
can disappear from the space of explicit decisions. The existing arrangement becomes the baseline
against which alternatives must justify themselves.
In verification terms, however, continuation is still a transition: [ x; 2, xy1.)1 ftheenvironmentevolves, noninte
[x141 # 2¢.]Theabsenceo fanactivecontroloperationisnotnecessarilytheabsenceo f atrajectory.

This yields a more general symmetry principle: [’When intervention and continuation both have consequences,

]

The principle is relevant far beyond political economy. A software system can continue running
rather than being repaired. An autonomous vehicle can continue rather than maneuver. A medical
system can withhold treatment. A moderator can leave content unchanged. A financial authority
can leave policy settings unchanged. In each case the null action has a trajectory and can therefore
be compared with alternatives.

The checkpoint should not conceal this comparison.

The broader lesson is that verification systems are embedded in continuation systems. A verifier
does not merely label the present. Its output changes which futures remain reachable.

Let [ R(x) | denote the set of continuations reachable from state x. A checkpoint result ¢ may in-
duce a restricted set [ Re(z) € R(x).]Are fusalremovessomepaths. Arepaircreatesothers. Arequest forevidencedel

Verification therefore participates in the topology of future possibility.

This makes the distinction between diagnosis and warrant especially important. A false inference
at the checkpoint does not merely produce an incorrect label. It can remove admissible futures or
admit inadmissible ones.

One can represent the consequence of a verification architecture by [ I'y (z)

Ry (r(2)) (7).] Twoveri fierswithidenticalclassi ficationaccuracycanneverthelesshavedi f ferentconsequencesi;

A false refusal and a false acceptance may have different costs. A reversible false intervention
and an irreversible false intervention may have different costs. An error that preserves the possibility
of later correction differs from one that destroys the evidence required to discover the error.

The relevant objective may consequently depend upon the continuation structure: [ J(V)

E [L (:L‘, V(m(z)), FV(:E))] T hisevaluatesverificationpartlybywhatitsjudgmentsdotoreachable futures.

The framework developed here therefore ends at a somewhat different place from where it began.
The initial problem appeared to concern the scale of verification. Should a system inspect outputs,
trajectories, workflows, source programs, or world models?

The answer is that scale is secondary.

The primary object is the property.

Once the property is specified, one can ask which distinctions determine it. Those distinctions
determine the informational support required. The architecture must then preserve that support
through whatever transformations intervene between the underlying process and the verifier. The
verifier must correctly infer the property from that representation. Any subsequent intervention
requires an additional relation connecting the verified property to the action.

Thus: [’property — sufficient support — verification — preservation — warranted continuation.

]

The four technical cases show what happens when one of these relations is assumed rather
than established. Mattei’s political-economic examples show why the same discipline matters when
measurements enter institutions: the fact that a quantity is real, measurable, or correctly estimated
does not make the policy mapping attached to it part of the measurement itself. That mapping is
another object of analysis.

The point is not that every verification system must become indefinitely expansive. Quite the
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opposite. Once the target property is specified precisely, irrelevant information can be discarded
deliberately. A good verification interface is not one that sees everything. It is one that pre-
serves what the claimed conclusion requires and does not pretend that omitted distinctions remain
available.

This is the difference between a checkpoint and a verification boundary.

A checkpoint is a place where inspection occurs.

A verification boundary specifies how far the resulting claim travels.

The distinction matters because modern computational systems increasingly combine learned
representations, formal tools, long-lived memory, multi-agent interaction, autonomous intervention,
and institutional decision rules. In such systems there may be no single location at which the
relevant property exists in complete form. It may depend upon a history, a relation among agents,
a source-to-model correspondence, distributed evidence, or a counterfactual comparison among
futures.

The verification architecture must follow that dependence.

A locally sound test remains valuable. A formally proved transformed program remains valuable.
A highly accurate world model remains valuable. A carefully measured economic indicator remains
valuable. Their value does not depend upon allowing them to imply more than they establish.

Rigor is not increased by enlarging the rhetoric surrounding a result. It is increased by preserving
the boundary between what has been shown and what still requires a bridge.

The central conclusion is therefore not a rejection of checkpoints but a rule for using them: [

’No conclusion should cross a boundary that its supporting property has not been shown to cross. ‘

]

Where composition is proved, local verification can support global assurance. Where represen-
tation is faithful, formal proof can support source-level claims. Where predictive information is
decision-sufficient, prediction can support intervention. Where an indicator is connected to policy
through explicit governing premises, measurement can support action.

Where those bridges are absent, the checkpoint marks the end of the verified claim, not the
beginning of an automatic necessity.

The unit of verification is the smallest realizable informational structure through which the
property of interest can be recovered. The unit of decision may be larger, because decision can
require properties beyond those established by the verifier. The unit of audit may be larger still,
because later reconstruction can require evidence deliberately withheld from both actor and online

decision process.

Recognizing these differences replaces a single universal checkpoint with a compositional archi-
tecture of scoped claims.

That architecture does not eliminate uncertainty. It makes uncertainty locatable. It does not
eliminate judgment. It makes the premises of judgment visible. It does not prevent action. It
distinguishes action supported by the available evidence from action smuggled into the meaning of
the evidence itself.

Verification, in this account, is not the moment at which a system declares that a question has
been settled. It is the disciplined determination of which question has actually been settled, from
which information, under which assumptions, and how far the answer is entitled to travel.
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Appendices

A Factorization, Quotients, and Minimal Verification Support

This appendix develops the mathematical structure underlying the notion of a verification unit.
The central object is not a verifier but a triple [ (X,7, ®), JwhereXisastateorhistoryspace, [t : X —
Olisanobservationalrepresentation,and|® : X — Y]isthetargetproperty.Theprincipalquestioniswhether ®
is determined by .
The deterministic theory reduces to the factorization problem [ ® = </I\>o7r.]Thiselementaryequationgeneratesau

A.1 Observation-Induced Equivalence Relations

Every representation [ 7 : X — Olinducesanequivalencerelation[z ~r
w(x').]Likewise, everyproperty[® : X — V]induces[x ~p ' <+— ®(z) =
The equivalence classes [ x|,
x'€ X : 2’ ~, xlarethefibersofr. They contain precisely the source objects that are observa-
tionally indistinguishable to any verifier restricted to .
The equivalence classes | [x]¢
x'e X : ®(2') = ®(x)]containtheobjectsthatneednotbedistinguishedf orthesolepurposeo fevaluating®.
The fundamental relation is therefore [ ~;Cr~g .]

¥ =  7(r) =
®(z').]

Theorem 6 (Factorization theorem). Let [7 : X — Oland[® : X — Y.]JThefollowingareequivalent :

1. There exists [ ® : Im(7) — V]suchthat[® = & o 7 ]

. For every z,2' € X,

[7(z) = 7(2) = @(z) = (') ]
. [ NTI'gN(D }

. ® is constant on every fiber
[ 77 1(0), o € Im(n).]

Proof. The equivalence of (2), (3), and (4) follows immediately from the definitions.

Suppose (1) holds. If [ m(z) = 7(z), |then[®(x)

®(m(x))

®(m(z'))

®(z'),]so(2)holds.

Conversely, suppose (2) holds. Define | :I;(o) = ®(x)| foranyxsatisfying|m(z) = o.]Suchanxexistsbecause|o €
Im(7).]Condition(2)guaranteesthatthevalueisindependento ftherepresentativechosen.Thus@ is well
defined and | ®(r(z))

O (x)] foreveryxe X. Hence [ & = Do w.] O

This theorem gives a complete deterministic criterion for informational sufficiency.

A.2 Indistinguishability and Impossibility

The negative result follows immediately.

45



Theorem 7 (Deterministic projection impossibility). Suppose there exist | xo, 21 € X]suchthat[n(zo) =
m(x1)]but[®(z¢) # ®(z1).]Thenthereexistsno function[f : Im(w) — YV]satisfying[f(m(z)) = ®(x)]foreveryxe
X.

Proof. Suppose such an f existed. Then [ f(7(xg))

@ (o) andlf (v (1))

®(a1).| But[r(x) = (x1),Jsolf ((z0))

f(m(z1)).]Hence[®(xg) = ®(x1), |contradictingthehypothesis. [

The theorem is independent of computational complexity. It remains true if f is allowed un-
bounded time, unbounded memory, arbitrary search, arbitrary model capacity, or an oracle for
every proposition other than the missing distinction itself.

The obstruction is informational: [ w(x¢) = 7(z1).]

A.3 Canonical Quotient Representation
Define [ qp : X — X /~a|by[qa(x) = [z]s.]

Then ® factors canonically through the quotient: [ X 22 X'/~ 2, Jwhere[®([z]s) = ®(z).]
The map is well defined because all representatives of [x]g have the same ®-value.

Theorem 8 (Universal property of the property quotient). Let 7 : X — O be sufficient for ®. Then
there exists a unique map [ r:Im(w) — X /~g]suchthat[qges = 7 o 7.]

Proof. Define [ r(w(x)) = [z]®.]Toshowthatriswellde fined, suppose|n(x) = m(a').]Sincer is suffi-
cient for @, [ ®(x) = & ('), |andthere fore[[z]® = [2']¢.] Hencethede finitiondoesnotdependupontherepresentative
For every z, [ (rom)(z)
+(m(2))
x]o
qe(x).|]Thus[qge =rom.]
Uniqueness follows because every element of Im(7) has the form m(x), so any map satisfying
the factorization must obey [ r(mw(z)) = ¢o(x).] O
The quotient [ X/~g|isthere forecanonicaluptoisomorphismasthecoar sestabstractrepresentationretainingex

A.4 The Refinement Preorder

Let II(X) denote a collection of representations of X'. Define [ 11 = mo|whenthereexistsamaprsatis fying|me =
romy.]
Thus 7 is at least as informative as ms.

Proposition 15. The relation > is a preorder.

Proof. Reflexivity follows from [ 7 = id o7.]
For transitivity, suppose [ m1 = ma]and[me = ms.]Thenthereexistria and 123 such that [ mo =
r12 0 m1]and[rs = ro3 o wo.|Therefore|ms
ro3 © 712 © M1, ]so[my = wg.] O
Antisymmetry need not hold as literal equality. Two representations may encode exactly the
same information in different codomains. Define [ 71 = mo|when|m = mo]and[my = m1.]Thequotiento frepresentatic
is partially ordered by informational refinement.

Theorem 9 (Upward closure of sufficiency). If [ 1 > ma]andms is sufficient for @, then 7 is sufficient
for ®.
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Proof. Since m is sufficient, [ P = &)2 o Wg.]Sincejjrg = r om, Jweobtain[®

®y o1 o my.|Defining[®1 = ®g o r|gives[® = P omy.] O

Hence the sufficient representations for a fixed property form an upward-closed subset of the
information preorder.

Let [ Suff(®)

7 : @ factors through m.|Then[r € Suff(®), 7' = wlimply|n’ € Suff(P).]

A.5 Minimal Sufficient Representations

Relative to a representation class II, define [ Suffr(®)
Suff(®) N IL.]

Definition 10 (Minimal sufficient representation). A representation [ 7* € Suff II(®)]isminimalifthereisno[m €
Suff II(®)|suchthat[r* = w|and[r # 7*.]

Minimal elements need not be unique.

Indeed, II can contain incomparable representations [ 71, ma]suchthatbotharesuf ficientbutneithersatis fies|m
mo|nor|my = m.]

This is one reason a verification unit cannot generally be described as the minimal representation
without specifying the admissible representation family and its ordering.

If arbitrary representations are allowed, however, the property quotient is minimal.

Theorem 10 (Abstract minimality of the property quotient). For every sufficient representation 7,
[ ™ > go.]Henceqg is a least element of Suff(®) up to informational equivalence.

This follows immediately from the universal property proved above.

The theorem is informational rather than computational. Constructing [ qe(x)|mayrequireknowing®(x)
already. Thus the quotient identifies the minimal information that must be retained, not necessarily
a feasible method for obtaining that information.

A.6  Joint Properties

Let [ ®;: X — Vi, i =1,...,m.]Definethejointproperty[®(x)
(@1(2),.... Bon(2) ]
Then [ x~g 2']ifandonlyif[®;(x) = ®;(2)] foreveryi.Consequently, [~

ﬂ;nzl ~o; ]

Theorem 11 (Joint sufficiency). A representation 7 is sufficient for every ®; if and only if it is
sufficient for ®.

Proof. If 7 is sufficient for every ®;, there exist maps ®; such that [ ®; = d; 0 w.]Define[:I;(o)
(®1(0), ..., B (0)).]Then[®
Por)
Conversely, if [ @
® o m, [thencomposingwiththeithcoordinateprojectionp; : [1; Y — Yilgives[®;

p; © do 7.|Thuseach®; factors through . O

This establishes formally that adding verification objectives can only refine, never coarsen, the
canonical sufficient partition: [ ~g

N; ~a;S~a;]foreveryj.
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A.7 Composition of Representations

Consider [ X 5 O & Z |Thecompositerepresentationisjoc = pon.]
Since [ w(z) = n(2') = o(x) = o(2'), Jwehave[r = 0.
Post-processing cannot increase information in this deterministic ordering.

Corollary 4 (No deterministic recovery after destructive compression). If ® does not factor through
o = pom, then no function applied only after o can universally recover ®.

More generally, let [ f:Z— W.|T hen[foolisstillafunctionofo. If [ o(zg) = o(x1)] foraproperty—
distinctpair, everysubsequentdeterministiccomputationreceivesidenticalinputonthepair.

Thus [ computation after information loss | cannot reverse | information loss. |

This is the deterministic analogue of a data-processing principle.

A.8 Local Predicates and Global Properties

Let [ H=(x1,...,2,) € X"]beafinitehistory.Supposeeachcomponenthasalocalpredicate|V; : X —
0,1.]Define[L(H)

Al Vi)

The local-verification projection is [ 7r(H)

(Vi(z1), ..., Valzn)).]

A global property [ @ : X" — 0, 1)isdecidable fromthelocalverificationresultsi fandonlyi f [

d oy

In particular, the implication | L(H)=1 = ®(H) = 1]isweakerthan full factorization.Itconstrainsonlythe fib

Definition 11 (Positive-fiber sufficiency). The local predicates are positively sufficient for & if |
m(H)=(1,...,1) = ®(H) = 1]

Thus a conventional compositional verification theorem need not make ® fully recoverable from
all local verdict patterns. It need only establish that the all-pass fiber lies inside the globally valid
set: [7;1(1,...,1) C®71(1)]

This yields a geometric interpretation of compositional verification.

Let [ A;

H:V;(x;) = 1.]JThen[L™1(1)

N, A;.]Thedesiredcompositiontheoremis[(\r_; A; C ®71(1).]

Failure of composition means [ (i, 4;) N ®1(0) # 2.]

Any element of this intersection is a constructive counterexample: [ H* € (), 4; N ®71(0).]

It satisfies every local verifier while violating the global property.

A.9 Certificates as Logical Objects

Suppose verifier 7 produces a certificate | C;]correspondingtoproposition|P;.] AglobalcertificateCg
is derivable only if the proof system contains a rule [ Py, ..., P, A - ®, JwhereAdenotesauxiliaryassumptions.
The existence of certificates [ Cy, ..., Cyldoesnotitsel festablishthesequent.
Formally, let [ Th(S)]denotethedeductiveclosureo fapropositionsetS.Then|[®|islicensedexactlywhen|[® €
Th(Pi,...,P,UA) ]
Hence [ Vi, ; B;]and|[®|remainlogicallydistinctuntiladerivationconnectsthem.
This provides a proof-theoretic counterpart to the factorization framework. Factorization asks
whether the available information distinguishes the relevant cases. Deduction asks whether the
available propositions entail the desired proposition.
Both are necessary in a complete verification architecture.
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A.10 Transformation Chains

Consider spaces [ Xy, ..., X,]andtrans formations|T; : X;—1 — X;.|Let[®; : X; — 0,1.]
Suppose each transformation satisfies the reflection condition [ ®;(T;(x)) =1 = ®;_1(z) = 1.]

Theorem 12 (Backward transport through a transformation chain). If [ ®, (T, 0---0Tyi(x)) =
L, Jthen[®g(z) = 1]

Proof. Let [x¢ = z]andrecursivelyde finelx; = T;(x;—1).]|Byhypothesis, [®,(x,) = 1.|ReflectionforT,
yields [ ®,,—1(xzp—1) = 1.]|Repeatedapplicationgives|®p_o(xn—2) =1,...,Po(xo) =1.] O

The theorem formalizes source-level certification through a sequence of transformations. Every
link requires the correct implication direction.

If reflection fails at one index k, the chain theorem cannot be invoked, even if every other
transformation is perfectly verified.

A.11 Preservation Defect

The binary distinction between preservation and non-preservation can be generalized by defining a
defect set.
For [ T:X— Y, |sourcepropertyP x, and target property Py, define the reflection-defect set [ Ap
reX: Py(T(.Z‘)) =1 /\Px(x) =0 ]
Exact reflection is equivalent to [ Ap = @]
Given a probability measure p on X, define the defect mass [ §,(T)
1(A7).]
Then [ 0,(T") = O)isdistribution—relativealmost—surere flection, whereas[Ar = @lisuniversalre flection.
These should not be conflated.
A transformation can satisfy [ §,(T') = OJunderonedeploymentdistributionwhilepossessingsourceobjectsoutsic
on which reflection fails.
This distinction will become important in the probabilistic appendix.

A.12 Verification Interfaces as Partitions

The partition perspective allows an entire verification architecture to be described without reference
to the internal implementation of its verifier.

Let [ P,
771(0) : 0 € Im(7)]bethepartitioninducedbyr.
Let [ Pq>

o !(y) : y € Im(®).]
Then [ 7 is sufficient for ®)ifandonlyif[Px]refines[Ps.]
Using the conventional partition-refinement notation [ P, < Pg, |wherethele ftpartitionis finer, suf ficiencybeq
The verification-unit problem can therefore be posed as a search over partitions: | find P | such
that [ P< Pg|whileminimizingsomecost|C(P).]
If B is the admissible family of realizable partitions, the optimization problem is [ P* €
arg minpeg C(P)]subjectto[P < Ps.]
This formulation separates the semantic constraint from the engineering objective.
The semantic constraint says: [ do not merge property-distinct cases. |
The engineering objective says: [ among representations satisfying that constraint, choose an acceptable one.
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A.13 Monotonicity Under Property Refinement

Suppose two properties [ @ : X — YV]and[¥V : X — Z]satisfy[® = f o V] forsomef.
Then U is at least as discriminating as ®: [ ~¢Crgp .

Proposition 16. If 7 is sufficient for ¥, then 7 is sufficient for ®.

Proof. If [ ¥ = U o w]and[® = f o ¥, |then[®
foW o m.]Thus® factors through 7. O

The converse does not generally hold. A representation sufficient for a coarse property can be
insufficient for a refinement of that property.

For example, a binary property [ ®(z) = 1failure|may factorthroughapass/ f aildiagnosticwhilea finerproperty
none, authorization, semantic, structural, epistemic|doesnot.

Thus diagnostic refinement can require representational refinement.

A.14 Decision Sufficiency as a Special Case

Let [ R:X— U]bearesponsepolicy.Arepresentationt is decision-sufficient exactly when | R=Ro ]

All preceding results therefore apply with [ ® = R.]

In particular, [ m(z1) = 7(x2)]and[R(x1) # R(x2)|provethatr is insufficient for decision.

Suppose a diagnostic property [ D:X— Zlissuf ficient fordetectingaconditionbuttheresponsedependsuponaddi
[R(z) = r(D(x), W(x)).]I fWdoesnot factorthroughD, then|R]neednot factorthroughD.

Hence [ diagnostic sufficiency # decision sufficiency.]

This is the formal structure underlying the distinction among detection, diagnosis, warrant, and
disposition developed in the main text.

A.15 A Lattice-Theoretic View

When X is finite, the set of all partitions of X’ forms a lattice under refinement. Denote it [ Part(X).]

For partitions P and Q, their meet [ PAQ]isthecommonre finementgeneratedbyintersectionso fblocks :
[PAQ

PNQ:PeP,;QeQ,;PNQ # 2]

If ®; and @, are properties, then [ P(g, o)

Ps, A Po, ]

Thus adding verification objectives corresponds to moving downward toward finer partitions in
the refinement lattice.

If a representation m must support properties [ @1, ..., P, [itsinducedpartitionmustsatis fy[Pr <
/\;11 Pa, ]

The meet therefore characterizes the canonical joint verification requirement.

Conversely, removing a property can permit coarsening. If an expensive distinction matters
only to &, dropping ®; from the verification contract may permit the interface to identify states
previously required to remain distinct.

This gives verification contracts an algebraic interpretation: changing the set of promised prop-
erties changes the minimum refinement required of the observation interface.
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A.16 Verification Debt from Unproved Edges

Consider a directed architecture graph [ G=(V,E). ] Associate each node [ ve V]withaproperty[P,]andeachdirectede
(u, v)|withatrans formation[Te.]

Define [ x(e)
1, P,(z) = P,(Te(z)) has been established, 0,
otherwise. ]

For a path [ p=(e1,...,ex),|defineitspreservationcertificate[x(p)

[T, x(e)).]

Then [ x(p) = 1]ifandonlyi feveryedgeonthepathpossessestherequiredpreservationresult.

A verified node at the beginning of the path licenses the target property at the end only when
[ x(p) =1]

The number [ D(p)

2?21 (1—x(ej))]countsunprovedpreservationedgesalongthepath.Itcanbeinterpretedasasimplestructuralmeas

This quantity is not a probability of failure. It measures missing proof obligations.

One unproved edge is sufficient to prevent the path-level implication from being established: |
D(p)>0 = path-level preservation not yet proved.]

Thus a pipeline with many locally verified nodes can remain globally uncertified because its
verification graph contains uncertified edges.

This formalizes the distinction between verification density and verification scope: [node coverage
# edge preservation.]

A.17 Summary

The deterministic theory can be condensed into five statements. R

First, a representation 7 supports a property ® exactly when [ ® = ® o ]

Second, this is equivalent to [ ~;Cr~g .

Third, the quotient [ qp : X — X' /~g]isthecanonicalleastin formativerepresentationsuf ficient for®,
considered abstractly.

Fourth, increasing verifier capability cannot overcome a violation of [ ~;Crg .|

Fifth, transporting a verified property across a transformation requires a separate preservation
relation for that transformation.

The resulting architecture has two mathematically distinct kinds of edges: [’ observation edges and prese

| Observation edges determine which distinctions reach a verifier. Preservation edges determine
which conclusions survive movement between objects, representations, scales, or stages.
A complete verification argument requires both.

B Minimal Countermodels to Naive Composition

The claims in the main text are primarily impossibility claims of the form [ A% B.|Suchclaimsareestablishedbycou
manimalcountermodels forthe fourprincipal f ailureso fcompositionandthenderivesageneralcounterexample —
constructiontheorem.

The purpose is not to model the empirical systems examined in the main text in full detail. It
is to isolate the logical structure responsible for each failure. If a proposed implication fails in a
two-state or three-node system, increasing the complexity of the surrounding architecture cannot
make that implication valid without introducing additional assumptions.
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B.1 Temporal Countermodel

Let the action alphabet be [ A=0,1. ] Consider histories of length two: [ Hy = A%]Definethelocalverifier[V :
A — 0,1]by[V(0) = V(1) = 1.]T huseveryindividualactionislocallyadmissible.

Define a history property [ ®eq(a1, a2)

la; = ag.]Then[®c4(0,0) =1, Do (0,1) =0.]

Nevertheless, [ V(0)=V(0)=1 | for the first history and [ V(0)=V(1)=1 ] for the second.

Hence [ V(a1) A V(az) = 1]doesnotdetermine[®eq(ai, az).]

More explicitly, [ (0,0) € V~=1(1) x V=Y(1)]and[(0,1) €
0 (0,1).]

Thus | /\?:1 Viag) =1 # Qeq(H) =1.]

The example requires only two time steps. A one-step history cannot exhibit a genuinely
relational temporal property between distinct actions. In this sense, history length two is minimal
for this form of temporal non-composition.

A second example shows that the problem remains even when the local verifier is nontrivial.

Let [ A=0,1,2 | and define [ V(a)= la# 2.|Thelocallyadmissiblesetisthere fore[0, 1.| De fine[® (a1, az)

la; # az.]Then[H, = (0,1)]and[Hy = (0,0)]bothsatisfy[V (a1) = V(az) = 1, |while[ @ (H1) =
1]and[¢>alt(H2) = 0]

The failure therefore does not depend upon a vacuous verifier. It follows whenever the locally
accepted region contains multiple actions whose relations matter to the history-level property.

V(1) x V7L(1),]but[®eq(0,0) #

Proposition 17 (Criterion for temporal non-composition). Let [ Acc
a€ A:V(a) = 1.]I fthereexisthistories|H, H' € A%, |suchthat|®(H) # ®(H'),]thenlocalacceptanceo feveryac

acc

Proof. For every coordinate of both histories, [ V(a;) = 1.]Thusthecompletevectoro flocalpass/ failresultsis|(1,. ..
differs between them, ® does not factor through the vector of local verification results. O

This proposition identifies the exact requirement for all-pass composition: [ ®|mustbeconstanton[AL, ]iftheall—
passverdictaloneissupposedtoestablish®.
That is a strong condition. It says that every history composed exclusively of locally accepted

actions must belong to the same relevant global property class.

B.2 A Finite-Memory Countermodel

Local actions can also be identical while their interpretation differs because of prior state.
Let [ S=qo, q1]and[A = a.]Thereisonlyonevisibleaction.De finethelocalverifierby[V (a) = 1.]

= 0
4= 0, "M ftheveri fierobservesonlya, then|[r(q, a) =

1
Let the global property be [ ®(gq,a) = { ’
q=4qi.

7(q1, a), |Jwhile[®(qo, a) # P(q1,a).]

Thus even perfect verification of the action token cannot establish the property because the
property depends upon hidden historical state.

This is the smallest possible state-based counterexample: two latent states and one observable
action.

The example demonstrates that output diversity is unnecessary for temporal insufficiency. The
same action can be admissible in one history and inadmissible in another.
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B.3 Structural Countermodel

Let the vertex set be [ V=1,2,3. | Counsider directed graphs [ G = (V, E1)]and|Gy = (V, Es)]with[Ey =
(1a 2)7 (27 3)]and[E2 = (17 2)a (17 3)]

Suppose all vertices share the same local label [ Ay (v) = a]andalledgessharethesamelocallabel[Ag(e) =
Bl

Then the eventwise multisets are identical: [ My (G1) = My (Ga)

lo, o, dland[ME(G1) = ME(Ga)

1, 81
Define [ ®paen(G)
1 G contains a directed path of length two . ] Then | ®pun(Gi) = 1]because[ll — 2 —

3, ]while[@mth(Gg) = 0]

Hence [ ( My (G1), Mg(Gy))

(My (G2), Mp(G2))]but[Ppam (G1) # Pparn(G2) ]

Therefore no verifier operating solely on the multisets of local vertex and edge attributes can
universally determine ®pq¢,.

Three vertices are minimal for distinguishing the existence of a path of length two.

The same construction generalizes.

Theorem 13 (Incidence-erasure theorem). Let 7 be a graph representation invariant under reas-
signment of edges among fixed vertices while preserving the multiset of vertex attributes and the
multiset of edge attributes. Then any graph property ® that changes under such a reassignment
does not factor through .

Proof. By hypothesis there exist graphs G1, G2 related by an incidence reassignment such that |
m(G1) = 7(G2)|while[®(G1) # ®(G2).]Theresult followsimmediately fromthe fibercriterion. [

Properties potentially affected include reachability, cycle structure, connectivity, path multi-
plicity, bottlenecks, centrality, and many forms of workflow dependency.

The theorem does not say that every such property is always lost. It says that a representation
invariant under a transformation cannot determine a property that is not invariant under that
transformation.

This suggests a general symmetry principle.

Theorem 14 (Invariance mismatch). Let a group G act on X. Suppose | w(gx) = w(z)]foreverylg €
Gland[z € X.]I f® is not invariant under the action, so that for some g, z, [ ®(gx) # ®(x), |then®
does not factor through .

Proof. Choose g, x satisfying [ ®(gx) # ®(x).]Byinvarianceofn, [ w(gz) = w(z).|]Thusthesamerepresentationcorr
values, violating the fiber criterion. O

This theorem subsumes many structural insufficiency results. Whenever a representation delib-
erately quotients out a symmetry that the target property does not respect, verification becomes
impossible from that representation alone.

B.4 Representational Countermodel

Let the source space be | X=xq, x1|andtheveri ficationspace[Y = y.]Definethetrans formation|r(xg) =

(1) =y
Let the source property be [ Px(zo) =0, Px(z1) = 1.]Let[ Py (y) = 1.]
A sound verifier on Y accepts y: [ V(y)=1. ] Since [ Py (y) = 1, |theveri fierisper fectlysoundwithrespecttothet.
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But [ V(7(x0))

V(y)

1 ] while [ Px(xo) = O]

Thus [ V(7(z)) =1 # Px(z) = 1.]

This is a minimal representational countermodel. It contains two source states and one trans-
formed state. The transformation collapses exactly one source distinction, and that distinction is
precisely the target property.

The construction can be generalized.

Theorem 15 (Collapse counterexample). Let [ 7 : X — Y.JIf7 is non-injective, choose [ xg #
x1]suchthat[T(zo) = T(x1).]ThenthereexistsaBooleansourceproperty[P : X — 0, 1]thatcannotbeuniversallyveri

Proof. Define [ P(xg) = 0, P(z1) = 1,|andassignarbitraryvalueselsewhere.Since|r(zg) =
7(x1)]but[P(x¢) # P(x1),]Pdoesnot factorthrought. O

Hence every non-injective representation loses some possible property.

This does not make non-injective representations undesirable. Nearly every useful abstraction
is non-injective. The theorem shows instead why sufficiency must always be property-relative.

A representation can be lossy and still be perfectly sufficient for the particular property being
verified.

B.5 Specification Countermodel

Representational failure can occur even when the implementation is represented exactly if the
specification itself collapses distinctions in the intended requirement.

Let the space of informal requirements be [ I=iy, i1|andletthe f ormal—speci ficationspacecontainone formula[F
¢.]Suppose[a(ig) = o(i1) = ¢.]

Let [ W:I— 0, 1]beapropertyo ftheintendedrequirementwith[W (ig) = 0, W(iy) =1.]

A theorem prover can prove [ p|per fectly.Itcannotdeterminewhichintendedrequirementgeneratedep,
because [ o(ig) = o(i1).]

Thus formal proof of ¢ cannot distinguish | W(ip)] from|[W (i1).]

This is the specification analogue of source-translation insufficiency: [ proof correctness #
specification adequacy.|

The formal theorem can be completely correct while the informal claim attached to it exceeds
the distinctions encoded in the specification.

B.6 Bounded-Verification Countermodel

Let a transition system contain states [ s, s1, . . . , Sg+1]withdeterministictransitions[s; — s;11.]Suppose[P(s;) =
1] for[0 < i < k]but[P(sk+1) = 0.]

A verifier restricted to executions of length at most k establishes [ Vi < k, P(s;) = 1.]|Nevertheless, [Vi >
0, P(s;)=1lisfalse.

Thus [ no counterexample of depth < k]doesnotimply[no counterexample.]

The inference becomes valid only under an additional completeness result, such as a bound k*
satisfying [ if a counterexample exists, one exists with depth < k*.]

Then for [ k> k*, |boundedveri ficationcanestablishtheunboundedproperty.

This is another example in which the local verifier need not be weakened. Its result can be
exact within the declared horizon. The invalid step is the extension beyond that horizon without
a completeness theorem.
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B.7 Epistemic Countermodel I: Prediction and Preference
Let [ A=ab | and [ S'=s,, sp.] De fineaper fectdeterministicpredictor[M (s, | a) = 1, M (sp |
b) =1

Now define two utility functions: | Ui(s,) = 1, Ui(sp) = 0,]and[Us(s,) = 0, Ua(sp) =

1]
The predictive model M is identical in both decision problems. Yet [ arg maxc.cqp En[Us | ¢]
a, | whereas | arg maxccqp Epr[Us | ]
b. ]
Therefore no function of M alone can determine the preferred action across both decision
problems.

The counterexample is minimal: two actions and two outcomes suffice.

B.8 Epistemic Countermodel II: Identical Ranking, Different Warrant

Let two evidence states be | Eq, Es.]Supposebothproducethesamerankingla > b.]

Under Ejq, let [ P(a is superior| Eq) = 0.99.]JUnderEs, let [ P(a is superior| E3) = 0.51.]

Define an intervention-warrant property | W(E)

1 P(a is superior| E) > 0.95.]Then[W (E}) = 1]and[W (E2) = 0.]

But the ranking projection satisfies [ r(E1) = r(E2).]

Therefore warrant does not factor through ranking: [ W# Wo r.]

A ranking can be sufficient for choosing the maximizer conditional on acting while being insuf-
ficient for determining whether action is warranted.

B.9 Epistemic Countermodel III: Expected Value and Tail Risk

0, with probability 0.99, 100,

lan
with probability 0.01,

Let actions [ a,b ] have losses distributed as follows: [ L, = {

1withprobabilityone.

Then [ E[L,] = 1]and[E[Ly] = 1.]

Thus an expected-loss representation [ w(a) = E[L,]]gives[r(a) = w(D).]

Define instead the worst-case property [ R(c)=sup supp(L.).|Then|[R(a) = 100, R(b) = 1]

Hence expected loss is insufficient for worst-case risk.

Likewise, for an admissibility threshold | 7 = 10, |de fine[A(c)

1R(c)< 10.]Then[A(a) = 0, A(b) = 1,]despite[r(a) = 7(b).]

The example demonstrates that equality of expectations does not imply equality under nonlinear
risk functionals.

B.10 Epistemic Countermodel IV: Finite Horizon

Let two future trajectories be [H; = (0,0,...,0,0,...)]and[Hs = (0,0,...,0,1,1,...), Jwherethe firstkcoordinatesc
Define the k-horizon projection [ 7 (H)
(Hy,..., Hy)JThen[my(Hy) = m(Ha).
Define the eventual-event property [ ®(H)
1 3t >0:H,=1]Then[®(H;) =0, ®(Hy) =1.]
Therefore [ ®]doesnot factorthroughany fizedfinite—horizonprojectionmy on a trajectory class
permitting arbitrary delayed divergence.
This gives a general result.
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Theorem 16 (No fixed finite horizon for eventual properties). Let H contain, for every k, two
histories agreeing through time k but differing on a property ®. Then ® does not factor through
any finite-horizon projection [ m,(H) = H<y.]

The proof is immediate from the fiber criterion.

The theorem does not imply that the entire infinite history must be retained. A finite sufficient
statistic may exist even when no fixed raw horizon is sufficient.

B.11 Accumulation Countermodel

Let local contributions satisfy [ 0< ¢; < €] foreveryt, where[e > 0.]Supposethelocalveri fieracceptsexactlywhen|c
e.]Thuseverycontributionpasses.

Define the global property [ &7

1Y e <B]

Choose | ¢; = €| foreveryt. Then[Y, ¢

Te.]For[T > £ Jweobtain[Te > B.]ThusVt, V(c;) = Hwhile[®r = 0.]

The missing composition law is a budget invariant. For example, if one additionally verifies |
Z§:1 ¢; < Blateveryt, thenthe finalcumulativeproperty followsimmediately.

Alternatively, if the horizon is known and [ Te < B, |localboundsimplytheglobalbound.

Thus the same local predicate can be sufficient or insufficient depending upon the composition
assumptions.

B.12 Null-Action Countermodel

Let the available interventions be [ A=a,b. | Suppose their costs are [ J(a)=5, J(b)=10. ] An
optimizer restricted to A chooses [ a. |

Now extend the action set by the null action: [ A

a,b,@lwith[J(@) = 0.]Thenlarg min ¢ 4+ J(c)

.]

Thus [ a=arg min.c 4 J(c)|doesnotimplythataispre ferabletononintervention.

The example shows that an optimization problem can produce a mathematically correct solution
while the feasible set itself omits a decision-relevant alternative.

Verification of optimality is always relative to the declared feasible set.

+

B.13 Repair Countermodel

Let the system possess two binary properties [ P,Q. | Consider an initial state z with [ (P(x),Q(x))=(0,1).
| A repair p yields [ (P(p(x)), Q(p(x)) = (1,0)]
A verifier observing only P concludes [ P(x)=0 | and [ P(p(x)) = 1.]T hustherepairisastrictimprovementwithre
But if the desired global property is [ ®(z) = P(z) A Q(z), |then[®(z) = 0]land[®(p(x)) =
0.]T herepairhasnotimprovedtheglobalpropertyatall.
If instead the objective is [ J(x)=wpP(x) + wqQ(x), |then[J(p(z)) — J(z)
wp — wq.|TherepairimprovesJonlyiflwp > wq.]
Thus successful correction of the detected coordinate does not determine whether the interven-
tion improves the full objective.

B.14 Economic-Aggregation Countermodel

The institutional example in the conclusion can also be stated as a simple insufficiency theorem.
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Let a budget be | B=(b1, ba)|withtotalexpenditure| E(B) = bi+bs.]Consider[B; = (9,1)]and[By =
(1,9).]Then|E(B;) = E(B2) = 10/]

Define a distribution-sensitive property [ D(B)

1b1 Z bg]Then[D(Bl) = 1, D(BQ) = 0]

Therefore [ D | does not factor through aggregate expenditure E.

No greater precision in measuring [ E | can recover the distributional distinction between B
and Bs.

More generally, let [ S:R™ — R|beanaggregatestatistic.I fSisnon—injective, thenthereexistdistribution—
sensitivepropertiesnotrecoverable fromS.

This is again a property-relative statement. A scalar aggregate may be completely sufficient for
one question and insufficient for another.

B.15 General Counterexample-Construction Theorem

The examples above are instances of one construction.

Theorem 17 (Counterexample construction by fiber splitting). Let [7 : X — Olbearepresentation.Let[F, =
771 (0)]bea fibercontainingatleasttwodistinctelements : [|F,| > 2.]ThenthereexistsaBooleanproperty|® :
X — 0,1] forwhichr is insufficient.

Proof. Choose distinct | xg, 21 € F,.]|Define[®(zg) = 0, ®(z1) = 1,]anddefine® arbitrarily
elsewhere. Since | m(zg) = w(x1) = oJwhile[®(xg) # P(x1),|P does not factor through 7. O

Corollary 5. A representation is sufficient for every possible property on X if and only if it is
injective.

Proof. If 7 is injective, then every = can be recovered from 7 (z) on Im(7), so every property factors
through .

If 7 is non-injective, the fiber-splitting theorem constructs a property for which it is insufficient.

O

This establishes a sharp tradeoff. Universal property preservation requires complete discrimina-

tion: [7(z) = w(2') = x = 2/.]Anygenuineabstractionsacrificesuniversalsuf ficiencyinexchange forcompress
The appropriate question is therefore never whether an abstraction loses information. Unless it

is injective, it does. The relevant question is whether it loses information required by the declared

property.

B.16 Counterexample Construction for Local Verification

Let [ X | be a component space and [ AC X]thelocallyacceptedset : [A =z : V(x) = 1.]Forncomponents, everylocal

Theorem 18 (Universal local-to-global composition criterion). For a Boolean global property [ ® :
X" — 0,1, |theimplication[\;_, V(z;) = 1 = ®(z1,...,x,) = 1]holdsuniversallyi fandonlyi f[A™ C
d-1(1).]

Proof. The antecedent [ A, V' (z;) = 1]holdsexactlywhen[(x1, ..., x,) € A™.|Thustheimplicationholds foreverysys
belongs to ®~1(1). O

Consequently, a counterexample can be found by solving the feasibility problem | H* € A™ N
-1(0)]

If the intersection is nonempty, any member is a witness to non-composition.
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This formulation can be useful computationally. Verification of a claimed local-to-global theo-
rem can itself be reduced to checking whether [ A" N ®~1(0) = @]
Thus a composition theorem is equivalent to an emptiness result.

B.17 Constraint Form

Suppose local acceptance is expressed by constraints | g;(z;) < 0landglobal failureby[h(x1,. .., x,) >
0.] Acounterexampleexistsexactlywhentheconstraintsystem|g;(z;) < 0 Viland[h(z1,. .., x,) >
0]is feasible.

The verification problem can therefore be written as [ find xy, ..., xzy]subjecttolg;(x;) < Oland[h(x1,...,x,) >

0.]

If no feasible solution exists, then the local constraints imply the global property.

If a feasible solution exists, it is a constructive witness against composition.

This provides a bridge between the abstract theory and SMT, SAT, mixed-integer optimization,
model checking, and counterexample-guided verification.

B.18 Approximate Local Constraints

Let local quantities satisfy [ g;(z;) < g;]ratherthanexactconstraints.Supposeaglobalde fectobeysabound[h(xy, . . .

F(e1,...,en)]
Then a global tolerance [ h< 4] followswhenever[F(e1,...,&,) < 0.]
The entire composition problem is therefore transferred to the function F.
For additive error, [ F(e1,...,&p)
Yoy ei|Formultiplicativeampli fication, [F(eq, . . . &)

[T, (1+¢€;)—1.]Foracontractiveprocesswith factor[0 < A < 1,]Jonemayobtain[F < Y"1 | A" ig; ]
Thus approximate local verification composes only through an explicit error-propagation law.
Without such a law, [ Vi, gi(z;) < e]doesnotspecifythesizeoftheglobalde fect.

B.19 A General Non-Composition Schema

The countermodels in this appendix can be expressed through a single schema.

,

Let [ : X — Olbethein formationretainedatacheckpoint.Let|® : X — Y]bethepropertyassertedbeyondtheche

To disprove universal validity, it suffices to construct [ xg, z; € X] suchthat[’ m(xo) = m(z1) and O(xg) #

For temporal verification, xg and x; are histories.

For structural verification, they are graphs.

For representational verification, they are source objects.

For epistemic verification, they are decision situations or evidence states.

For institutional verification, they can be policy states sharing the same reported indicator.

The mathematical operation is always the same: locate a fiber of the verification representation
that intersects more than one target-property class.

The counterexample is not merely evidence that a particular verifier failed. It proves that every
verifier restricted to that representation must fail on at least one member of the fiber.

This distinction is central. Empirical verifier failure says | this procedure produced the wrong answer.

| A fiber-splitting counterexample says [ no procedure using only this information can answer correctly on all case

]

The second is a stronger diagnosis because it identifies the interface, rather than the intelligence
of the verifier, as the limiting factor.
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The next appendix extends this deterministic result to probability distributions. There the exact
condition [ & = Por|willbereplacedbyconditionaluncertainty[H (P | 7),]Bayeserror, mutualin formation, andapp
relativepredictabilityandshow f ormallywhyexcellentempirical accuracycancoexistwithstructuralprojectioninsu

C Probabilistic Sufficiency, Bayes Error, and Information Loss

The preceding appendices considered universal deterministic verification. A representation [ 7 :
X — Olwassuf ficient foraproperty[® : X — Y]exactlywhen|[® = </1507r.]Thatcriterionisdistribution—
freeItrequirescorrectness foreverylx € X.]

Most empirical verification systems are evaluated differently. Objects are sampled from a prob-
ability distribution, properties may themselves be uncertain, and performance is summarized by
expected loss, accuracy, calibration, or other statistical quantities. A representation that is not
universally sufficient can nevertheless predict a property with arbitrarily high probability under a
particular distribution.

This appendix develops the distinction formally.

Let [ X:2 — Xlbearandomuvariableonprobabilityspace|(2, F,P).] De finetheobservation]O =
m(X)]andtarget]Y = ®(X).]

For simplicity, assume initially that X', O, and Y are finite.

The verification problem is now to infer Y from O.

C.1  Almost-Sure Sufficiency

The deterministic factorization condition can be weakened from universal equality to almost-sure
equality.

Definition 12 (Almost-sure sufficiency). A representation 7 is almost surely sufficient for & under
distribution PP if there exists [ :0— Y]suchthat[P[f(O) =Y] = 1]
This permits failure on source states having probability zero.

Theorem 19 (Almost-sure fiber criterion). For finite X', 7 is almost surely sufficient for ® if and
only if every positive-probability observational fiber contains only one positive-probability target
value.

Equivalently, for every [ o€ Olwith[P(O = o) > 0, |thereexists|y, € V]|suchthatP(Y =1y, | O =
0)=1]

Proof. Suppose f(O) =Y almost surely. Conditional on any o with positive probability, [ Y=f(o)

| almost surely. Thus the conditional distribution of Y is concentrated on one value.
Conversely, suppose every positive-probability observation o determines a unique target value ¥,

almost surely. Define [ f(o)=y,|onthesupportofOandarbitrarilyelsewhere.Then[f(O) = Yl]almostsurely. [
This is weaker than universal factorization. It is possible that [ m(zg) = 7(x1), D(xg) #

O (x1), Jwhile[P(X = 1) = 0.]Thedeterministicrepresentationisinsuf ficient, butthecon flictisinvisibleunderthe

This distinction is fundamental: | ’distribution-relative success # universal sufficiency. ‘ ]

C.2 Conditional Entropy

For discrete variables, exact almost-sure sufficiency has an information-theoretic characterization.
Define the conditional entropy [ H(Y| O)

>0y Plo,y)log Py | 0).]
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Theorem 20 (Entropy characterization). For finite Y, [ H(Y| O) = 0]i fandonlyi f Yisalmostsurelyadeterministicft

Proof. Conditional entropy decomposes as [ H(Y| O)

> o P(0)H(Y | O = o).|Everytermisnonnegative.Therefore[H(Y | O) = 0i fandonlyif[H (Y |
O = 0) = 0] foreveryowith[P(o) > 0.]Afinitediscreterandomuvariablehaszeroentropyexactlywhenitsdistribution
probabilityodeterminesY almostsurely. [

Thus the probabilistic analogue of exact factorization is | ’ H(®(X)|n(X))=0. ‘ ]

If [ H(Y| O) > 0, ]thenirreducibletargetuncertaintyremainsa ftertheobservationisknown.

No deterministic verifier restricted to O can eliminate that uncertainty.

C.3 Mutual Information

Recall [ I(Y;0)
H(Y)-H(Y| O).]There foreexactalmost — suresuf ficiencyimplies[I(Y;0) = H(Y).]
All target information is then present in the observation.
Conversely, for finite Y, [ I(Y;0)=H(Y) | implies [ H(Y| O) = 0, |soOisalmostsurelysuf ficient.
Hence | ’O is almost surely sufficient for Y <= I(Y;0) = H(Y). ‘ ]
The ratio [ n(0;Y)
I(Y’O) H(Y)|when[H (Y )>0]canbeinterpretedasthe fractiono ftargetentropyremovedbyobserving
It satisfies [ 0< n(O;Y) < 1]
However, 1 should not be interpreted as verification accuracy. Two observation systems can have
identical mutual information while producing different decision losses under different loss functions.
Information and decision quality remain distinct.

C.4 Bayes Error

For classification under zero-one loss, define a verifier [ :0— Y.|Itserrorprobabilityis|R(f)
P[1(0)# V).
The optimal achievable error from O is the Bayes error [ R*(O)
inf P/(0) £ 1.
For finite target spaces, [ R*(O)
1- >, P(o)max, P(y | 0).]

Theorem 21 (Bayes classifier). An optimal verifier is [ f*(0) € argmax, P(Y =y | O = 0), Janditsriskis|[R*(O)
>, P(o)[1 —max, P(y | 0)] ]

Proof. Conditional on O = o, predicting y produces conditional error [ 1-P(Y=y| O = 0).|T hisisminimizedbymaxi
y | O = o).]Averagingtheresultingminimumconditionalerroroverogivesthe formula. O

This establishes a representation-dependent lower bound: | ’R( f) > R*(O) ‘ | for every verifier

receiving only O.
Increasing model capability can reduce [ R(f)-R*(O), Jthegapbetweentheimplementedveri fierandtheoptimalve;
It cannot reduce [ R*(O)]withoutchangingthein formationavailableinO, changingthetargetdistribution, orcha
This yields a useful decomposition: | R(f)
R*(0) + [R(f) — R*(0)] ]
The first term is representation-relative irreducible classification error. The second is verifier

suboptimality.
A system can therefore fail for two mathematically different reasons: [’ representation error floor + inference err

]
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C.5 Binary Bayes Error Within a Fiber

For a Boolean target [ Ye 0,1, |let[p, = P(Y = 1| O = 0).]Thentheconditional Bayeserroris[r*(o)

min p,, 1 — po.]

Therefore [ R*(O)

Zo P(o) minp,, 1 — po.]

This directly generalizes the collision lower bound of Appendix ?77.

Suppose a single observational fiber contains two source states [ xg, z1|withoppositelabel sandprobabilities|pg, p1.

If [ p1 < po, |the Bayeserrorcanbeextremelysmalleventhoughdeterministicsuf ficiency fails.

For example, suppose [ m(zg) = w(x1) = o,]P(z9) = 0, O(x1) = 1,and[P(X = zg) =
0.999999, P(X = 1) = 107%.)Theoptimalveri fierpredicts[0landachieves|R* = 107°.]

Thus [ 99.9999] accuracy is compatible with a mathematically decisive failure of universal fac-
torization.

This is why empirical accuracy alone cannot establish universal support.

C.6  Approximate Sufficiency
Exact sufficiency requires | R*(O) = 0.]Forstatistical systemsonemayinsteadde fineanerrortolerance.

Definition 13 (e-sufficiency). An observation O is e-sufficient for target Y under zero-one loss if |
R*(0O) < e.]
Equivalently, [ inf; P[f(O) # Y] <]
This definition is explicitly distribution-relative and loss-relative.
A representation can be [ 10~ 5-sufficient]underonedistributionand|0.4-sufficient|underanother.
Therefore any approximate sufficiency claim should specify at least [ (7, ®, P, L, ), JwherePistherelevantdistrib
Without these qualifiers, “approximately sufficient” is incomplete.

C.7 Loss-Relative Sufficiency

Zero-one classification is only one decision problem.
Let [ D | be a decision space and [ L:Y xD — R]aloss function.
A decision rule is [ § : O — D.]Itsriskis[RL(0)
EIL(Y,5(0))] ]
Define [ R} (O)
infs E[L(Y,6(0))].]
Two representations can have similar classification accuracy and radically different risk under

For asymmetric binary losses, let [ L(1,0)=cpn, L(0,1) = cpp, Jwithcorrectclassi ficationshavingzeroloss.
Conditional on observation o, predicting 1 has expected loss [ cpp P(Y = 0 | 0), JwhilepredictingOhasexpectedlos
1]o).]
Prediction 1 is optimal exactly when [ cppP(Y =0 |0) < cpnP(Y =1 0).]
Writing [ po = P(Y = 1] o0),]thisbecomes[crp(1 — po) < crnpo, Jor[po > =]
Thus the same posterior distribution can imply different optimal actions under different loss
structures.

Probability does not determine policy without a loss or decision criterion.
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C.8 Data Processing

Suppose the verification pipeline is [ X & O & Z]Then[Z = p(O)|isadeterministicpost —
processingofO.

The random variables form a Markov chain [ Y-X-O-Z. |

The data-processing inequality gives [ I(Y;Z2)< I(Y;0).]

Thus deterministic post-processing cannot increase the mutual information about Y.

More generally, for a stochastic channel [ K(z| 0), i f[Y — O — Z| formsaM arkovchain,thenagain[I(Y;Z) <
I(Y;0).]

This gives an information-theoretic form of the earlier statement that downstream reasoning
cannot recreate distinctions destroyed upstream.

A downstream verifier may reorganize information, denoise it under distributional assumptions,
or make target-relevant structure easier to compute. But if the only information entering the stage
is O, it cannot create new information about Y beyond what O already contains.

C.9 Blackwell-Style Decision Ordering

Mutual information is not the only way to compare representations. A stronger comparison asks
whether one observation can simulate another.

Suppose [ Oz]canbegeneratedfrom|O1|throughastochasticchannel[K (o3 | 01).]Then]Y — O —
Os] formsaM arkovchain.

For every decision problem with loss L, [ R} (O1) < R} (02).]

Proposition 18 (Decision monotonicity under garbling). If Og is obtained from O; by a stochastic
transformation independent of Y conditional on O1, then no decision problem based on Y has lower
Bayes risk using Oy than using O;.

Proof. Any decision rule [ d2(Oz2)]canbesimulatedusingO; by first sampling [ O2 ~ K (- | O1)]andthenapplyingds.
Therefore every risk achievable from Oy is also achievable from O;. Taking infima gives [ R} (O1) <
R} (02).] O

This is stronger than a statement about one chosen loss function. It says that a garbled
representation cannot dominate its source across decision problems.

C.10 Sufficient Statistics and Verification

Suppose the underlying source variable is X, but the verifier need not reconstruct X. It needs only
infer [ Y=®(X).]

A statistic | T=T(X) | is target-sufficient when | H(Y| T') = Olintheexactdeterministic —
targetsetting.

More generally, if Y is itself stochastic conditional on X, one may require [ YL X | T]

This means [ P(Y| X,T)

P(Y|T).]

Since T is a function of X, this reduces to [ P(Y] X)

P(Y| T)]almostsurely.

Thus T retains all information in X relevant to predicting Y.

This probabilistic definition generalizes deterministic factorization.

If [ Y=0(X)]deterministically, then[Y L X | T|implies|H(Y | T) = 0.]
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C.11 Conditional Mutual Information

The amount of target information present in X but absent from representation O can be quantified
by [1(Y:X] O).]

If [ Y= (X)]deterministically, then[H(Y | X,0) = 0, |andtherefore[I(Y; X | O)

H(Y| 0) ]

Hence, in the deterministic-target case, | ’ I(Y;X |O)=H(Y|O,).

This quantity measures the target-relevant uncertainty remaining after observing O that would
disappear if the full source X were known.

Exact sufficiency is therefore equivalent to [ I(Y;X| O) = 0.]

This provides a natural measure of representational deficit: [ Diyg,(7; @)

H(®(X): X | 7(X)).

For deterministic @, [ Dinto

H(®(X) | 7(X)).

The deficit depends upon the deployment distribution. A representation can have zero deficit
under one distribution and positive deficit under another.

—

C.12 Distribution Shift

Let [ P | be a training or benchmark distribution and [ Q ] a deployment distribution.

A representation may satisfy [ Hp(Y | O) = OJwhile[Hg(Y | O) > 0.]

This can occur when a conflicting state exists in the same observational fiber but receives zero
probability under P and positive probability under Q.

Consider [ xg, z1]with[r(z¢) = m(x1) = 0,]P(x0) =0, O(x1) =1.

Let [ P(X=x¢) =1, P(X =x1) =0.]Then[Hp(Y | O) =0.]

Now let [ Q(X=x0) = Q(X = z1) = 3.]UnderQ, [Po(Y =0| O = o)

Po(Y =1|0 = o)

1 2,Jandthere fore[Hg (Y |O=0)=1]bit.

The representation has not changed. The support of the deployment distribution has.

This illustrates why universal factorization is stronger than benchmark sufficiency. Universal
factorization protects against arbitrary redistribution of probability mass over the same source
space: [ 7(z) = 7(2') = ®(x) = ®(2).]

If this condition holds, then [ Ho(Y | O) = 0] foreverydistributionQonX.

Theorem 22 (Distribution-robust exact sufficiency). For finite X', the following are equivalent:

1. @ factors through 7 universally.
. For every probability distribution @ on X, [ Ho(®(X) | 7(X)) =0.]

Proof. If ® = ® o 7, then [ ®(X)

(/I\)(F(X )] foreveryX, hencetheconditionalentropyiszeroundereverydistribution.

Conversely, suppose universal factorization fails. Then there exist [ xg, z1]withthesameobservationanddif ferer
Q(z1) = 3.]Conditionalontheircommonobservation, thetargetisnon—degenerate, so[Hg(Y | O) >
0.]Thuscondition2 fails. O

This theorem gives universal deterministic sufficiency a statistical interpretation: it is exactly
sufficiency under every possible redistribution over the source space.
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C.13 Support-Restricted Sufficiency

Universal robustness can be stronger than necessary when the source space contains physically
impossible states.

Let [ RC X|]bethereachableset.

A representation need only separate property-distinct cases within R if states outside R are
impossible under the system dynamics.

Define the restricted property [ ®|R]andrestrictedrepresentation|n|R.]

Then the appropriate condition is [ 7(z) = 7(2') = ®(x) = ®(2') Vo, ' € R\

Equivalently, [ ®|r

dorlr]

This is stronger than sufficiency under one empirical distribution but weaker than sufficiency
over the entire syntactic state space.

It therefore occupies an important intermediate position: [ benchmark support C reachable support C
syntactic state space.]

Claims should specify which domain is intended.

C.14 Rare Collisions

Suppose a representation is almost sufficient except for a set [ C

x: 32 with 7(2') = 7(z),; ®(2') # ®(x) .|

Call C' the collision set.

If [ P(Xe C) = ¢, |thenallirreducibleveri ficationerrorisconcentratedwithinC.

However, [ R*(O) < d]|ratherthannecessarilyequalingd, because some collision fibers may have
highly imbalanced target probabilities.

A simple upper bound follows by choosing any representative label for each fiber. A sharper
expression is the Bayes-risk formula.

For binary Y, [ R*(O)

> 00 P(o) minp,, 1 — po, JwhereO¢ denotes ambiguous observation values.

This makes clear why rare ambiguous cases can disappear in aggregate evaluation while remain-
ing structurally important.

If the rare cases correspond to high-consequence events, zero-one error can be a poor metric.

C.15 Risk-Weighted Projection Defect

Let [ ¢:X— [0, 00)]assignconsequenceweighttosourcestates.

Define a weighted verification loss [ L.(z, 9)

c(x) 15 &(x).]

Then the representation-relative Bayes risk is [ R5(O)

inf¢ E [¢(X)1f(0) # ®(X)] ]

Within a fiber O = o, a binary classifier choosing label 1 incurs conditional weighted loss [ E|
c(X)1Y=0 | O = o], JwhilechoosinglabelOincurs[E[c(X)1Y =1 | O = o].]

The optimal prediction minimizes these weighted masses rather than ordinary class probability.

Thus a representation with extremely low unweighted Bayes error can have large consequence-
weighted Bayes risk.

This formalizes a basic safety concern: | rare # negligible.]

Probability mass and consequence magnitude are separate quantities.
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C.16 Calibration Is Not Sufficiency

Suppose a verifier outputs [ q(O)e [0, 1]]interpretedas[P(Y =1 | O).]

Perfect calibration means, informally, [ P(Y=1| ¢(O) = p) = p|forrelevantvaluesofp.

Calibration does not imply that O is sufficient.

Consider an observation carrying no information: | O=o | always, with [ P(Y=1)=0.3. | The
constant predictor [ q(0)=0.3 | is perfectly calibrated.

Yet [ H(Y|O)=H(Y) > 0]

Thus the verifier can accurately represent its uncertainty while remaining unable to resolve the
target.

This is not a defect in calibration. It is exactly what a calibrated system should do when its
representation is insufficient.

Consequently, | ’ calibration # sufficiency. ‘ ]

Likewise, | sufficiency #- calibration] foranimplementedprobabilisticpredictor, becauseasuf ficientrepresentat
Representation quality and predictor calibration are distinct.

C.17 Accuracy Is Not Calibration

A classifier can also have high accuracy and poor calibration.
Suppose | P(Y=1)=0.99 | and a model always predicts class 1 with confidence [ 0.51. ] Its
classification accuracy is [ 0.99, ] but its confidence is not calibrated to the empirical frequency.
Conversely, a calibrated model can have modest classification accuracy when the underlying
problem is intrinsically uncertain.
Thus at least three quantities must be distinguished: [accuracy, calibration, representational sufficienc
]

None is equivalent to either of the others.

C.18 Selective Verification and Abstention

Suppose the verifier may abstain: [ 0 — Y U L.]
Define coverage [ Cov(f)
P(f(O)# L)]andselectiverisk|[Rse(f)
P(HO)£Y | f(0) £ 1)]
A verifier can reduce selective risk by abstaining on ambiguous fibers.
For binary targets, define [ p, = P(Y =1 | O = 0).]Forcon fidencethreshold|a € [%,1] ,]consider|fa(o)

1, Po = a, 0,
Po<1—a, L, otherwise.

Then every non-abstained prediction has conditional error at most [ 1-a.]Therefore[Rse(fa) <
1—al]

The cost is reduced coverage.

This gives a formal reason to include deferment or abstention in verification architectures. When
the representation does not distinguish a fiber sufficiently for a required confidence level, the system
need not force a binary decision.

The tradeoff becomes [ coverage versus conditional error. |

A system lacking abstention implicitly fixes coverage at [ 1, | whether or not its representation
supports reliable decisions everywhere.
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C.19 Value of Additional Observation

Let the current observation be [ O | and suppose an additional measurement [ Z | can be acquired.

The original Bayes risk is [ R} (O).]AfterobservingZ,itbecomes[R} (O, Z).]

Since the verifier can always ignore Z, [ R} (O, Z) < R} (0).]

Define the decision value of the additional observation as [ VOIL(Z | O)

R} (0)

R} (0, 7).

Then [ VOIL(Z | O) > 0.]

If obtaining Z has cost [ C(Z), | a simple acquisition criterion is [ VOIL(Z | O) > C(Z).]

This formalizes the distinction between acting and sensing. When current support is insufficient,
acquiring additional information can dominate committing immediately.

Importantly, [ I(Y;Z] O) > 0]doesnotbyitsel fimplypositivenetdecisionvaluea ftermeasurementcost.Nordoeszi
andobjective — relative.

C.20 Information Gain from Multiple Checkpoints

Let [ Oq,. .., Oplbeobservationsobtainedatmultiplecheckpoints.De fine[O<y,

(O1,...,0p).]

Conditional entropy is monotone: | H(Y| O<p11) < H(Y | O<y,).]

Indeed, [ H(Y| O<y)

H(Y| O<ny1)

1(Y:Ops1 | Ocn) > 0

Thus retained observations cannot increase information-theoretic uncertainty about Y.

But they may add no information: [ I(Y;Op41 | O<p) = 0.]

Repeated measurements of the same insufficient projection can therefore saturate without reach-
ing sufficiency.

If [ O; = w(X)]deterministically foreveryi, then[(O1, . . ., Oy)|containsnomorein formationthanonecopyo f (2
[H(Y| O4,...,0,)
H(Y| O1).]

This gives an information-theoretic proof of the earlier redundancy result.

C.21 Independent Noise and Repeated Observation

Redundancy can help when repeated observations contain independent noise rather than identical
information.

Suppose [ Y€ 0, 1]andeachcheckpointobserves|O; = Y @®N;, Jwhere[N; ~ Bernoulli(e)]independentlyand[0 <
£< 3]

Each observation is imperfect: [ P(O; #Y) =€/

For odd n, majority vote fails exactly when more than half of the N; equal 1: | P(}/}n #Y)

2 i1y ()& (1 —e)" 7 ]

This probability tends to zero as [ n— oo.]

Thus redundancy can repair observation noise.

Contrast this with structural projection loss. If [ O; = 7(X)]foralliandm merges property-
distinct states, repeated copies do not separate them.

The distinction is: | ’ noise can be averaged; erasure cannot be averaged away. | ]

This is a central architectural distinction between unreliable observation and insufficient obser-

vation.
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C.22 Correlated Verification Errors

Redundant verifiers also fail to provide the expected benefit when their errors are strongly corre-
lated.

Let [ Ez
1Y; # Y.|I ftheE; are independent with [P(E; = 1) = ¢ < %, |majorityvotingimprovesreliabilityrapidly.
But suppose instead [ E; = - - - = E,]almostsurely.Then[P(majority error)

e] foreveryn.

Adding verifiers produces no improvement.

Shared representations can create exactly this dependence. If all verifiers operate on the same
lossy projection, every member of an ambiguous fiber can induce a common-mode error.

Therefore ensemble size is not by itself a measure of verification independence.

The relevant quantity is the structure of residual error after conditioning on the shared repre-
sentation.

C.23 A Decomposition of Ensemble Error

Suppose verifier i receives [ O | and has internal randomness [ R;.|Itspredictionis|Y; = fi(O, R;).]

Conditioned on O = o, independent verifier randomness can reduce algorithmic variance. But
if [ P(Y| O = o)]isnon — degenerate, uncertaintyaboutYremainscommontoallverifiers.

By the law of total variance, for binary Y, [ Var(Y)

E[ Var(Y | O)] + Var(E[Y | O]).]

The first term [ E[ Var(Y | O)]]isunresolvedtargetvariabilitywithinobservational fibers.

An ensemble operating only on O cannot eliminate it.

This provides another statistical form of projection insufficiency.

C.24  Sequential Evidence

Let [ E; = (04, ..., O)]beaccumulatedevidence.

For a fixed target Y, [ H(Y| Ety1) < H(Y | Ey) ]

Define information gain [ Gyt

I(Y;Ou41 | Et).JThen[H(Y | Ey)

H(Y| Eri1)

Giy1.]

Summing, [ H(Y)

H(Y| Er)

ST (Y0, | Eir)l

Thus total information acquired about the target decomposes into incremental conditional in-
formation gains.

This provides a mathematical model for verification as evidence accumulation rather than a
single terminal checkpoint.

A stopping rule can be defined by a required uncertainty threshold: [ 7

inft: HY | Ey) <n ]

Alternatively, under decision loss L, one can stop when [ R} (E})] fallsbelowanadmissiblethreshold.

The verification boundary then becomes endogenous: it occurs when sufficient evidence has
accumulated, not necessarily at a predetermined physical stage.
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C.25 Sequential Probability Ratios

For binary hypotheses | Hy, Hy, |letobservations|O1, Oa, . . .|havelikelihoods|py(o)
P(O=o| Hyp)]and[pi (o)
P(O=o| Hy).]
Define the cumulative log-likelihood ratio [ A;
O;
Si_y log 4EY ]
Evidence accumulates additively in log space.

A sequential verifier can use thresholds [ A<0<B ] and choose | {H@, ' ' A< 4, H,
A; > B, continue observing, A < A; < B.
The important structural point is the existence of the third outcome: [ continue observing. |
A checkpoint architecture that requires a terminal binary judgment at every observation discards
this possibility.
Sequential verification instead treats uncertainty as a state from which further evidence acqui-
sition is an admissible continuation.

C.26 Approximate Composition Across Stages

Consider a chain of properties [ Yo, Y1, .. ., Y, Jwherestageiattemptstopreservethetrutho ftheprecedingstage.

Let [ E;]denotetheeventthatpreservation failsatstagei: [E;

Y, gives an accepted result while the required predecessor property fails.]

Suppose [ P(E;) < ;]

Without assumptions about dependence, the union bound gives [ P(U", E;) < > 7" &.]

Therefore the end-to-end failure probability satisfies [ P(some preservation failure) < min 1, " | &; ]

If preservation failures are independent, [ P(no preservation failure)

[T, (1 — €;),]andhence[P(at least one failure)

=TI (1 —20)]

For small &;, [ 1-][,(1 — &) = >, €]

This illustrates why individually strong stages need not yield equally strong end-to-end guaran-
tees.

For equal stage error [ g; = ¢, |theindependent — chainreliabilityis[(1 — )™.]

As [ n— o0, |thistendstozero forevery fized[e > 0.]

Thus a long pipeline of high-reliability but imperfect transformations can accumulate substantial
end-to-end failure probability.

C.27 Conditional Stage Guarantees

The preceding calculation can be too crude because stage errors may be conditional.

Suppose stage ¢ satisfies [ P(E; | B, ..., Ef ) < &.]Then[P (i, Ef)

[, P(E¢| EX,...,Ef {)]andthere fore[P(all stages preserve) > [ (1 —&;).]

Hence [ P(some failure) <1 — [T (1 —¢;).]

This bound does not require unconditional independence. It requires conditional guarantees
along the successful path.

This form is often closer to what a compositional verification argument actually needs.
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C.28 Uncertainty Laundering

Consider a pipeline [ X LzY C,JwhereVisanexact formalveri fier.
Suppose | C=1 ] if and only if [ Pz(Z) = 1.]Thus[P(C =1 | Pz(Z) =1) = 1]
Suppose, however, that the source-reflection property is imperfect: [P(Px(X) =1 | Pz(T(X)) =
)
-]
Then observing the exact certificate | C=1 | does not generally establish source correctness with
probability one. Under the stated relation, [ P(Px(X)=1|C =1)
1-elwhenthecerti ficateisequivalenttotarget—propertysatis f actionandnoadditional selectione f fectintervene:
The final certificate is exact about Z while the source-level conclusion remains probabilistic.
Representing the entire result merely as [ VERIFIED | can therefore obscure where uncertainty
resides.
The correct decomposition is [ Pz(T'(X)) = 1 formally established]togetherwith[Px(X) | Pz(T (X)) translation,

Formal certainty at the terminal stage does not retroactively convert probabilistic upértream
preservation into logical certainty.

C.29 Distributional Composition and Covariate Shift

Suppose a verifier is evaluated under distribution [ P | and deployed under [ Q. | Let its loss be |
¢(x).]Then|Rp

Ep[£(X)]Jand[Rq

Eqlt(X)]

If [ Q< P, Jthen[Rg

Ep [43(X)0(x)] ]

A small value of [ R p]doesnotimplyasmallvalueo f [RQ]unlessthedensityratio[g—g]iscontrolledonhigh—
lossregions.

For bounded loss [ 0< £ < 1]and[% < M, |oneobtains[Rg < M Rp.]

Without such a bound, deployment can concentrate probability mass on rare benchmark failures.

This is especially relevant when representation collisions are rare under P but common under

Q.

C.30 Total Variation Bound

For bounded loss [ 0< ¢ < 1,]thedif ferenceinriskundertwodistributionssatis fies[|Rp — Rg| <
drv(P,Q), Jwhereldry (P, Q)
sup 4 [P(4) — Q(A)]]
Thus a known distributional distance can bound degradation.
But this result also clarifies the limitation of benchmark-only claims. If no useful bound on [
drv (P, Q)]oranotherappropriatediver genceisavailable, benchmarkriskalonedoesnotdeterminedeploymentrisk.

C.31 KL Divergence and Event Transfer

Let [ Dk (Q|| P)]bethe Kullback— Leiblerdivergence. Pinsker'sinequalitygives|dry (P, Q) < /3 Dx1(Q|P).]

Therefore, for bounded loss, [ |[Rp — Rg| < 1/ 3Dxr(Q||P).]
This provides one possible route from a distribution-shift assumption to a verification-risk
bound.
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The important methodological point is that the bridge must be stated. A benchmark result |
Rp < e]becomesadeploymentstatementonlya fterarelationbetweenPandQhasbeensupplied.
Once again, the missing object is a composition law.

C.32 Approximate Factorization

Exact factorization requires [ Y=f(O) | almost surely.

An approximate analogue seeks [ f* € argminy E[d(Y, f(O))]] forsomedistortion function[d :
YxY—[0,00).]

Define the representation distortion [ D* ()

inf s E[d(®(X), f(7(X)))].]

Then exact sufficiency under d occurs when | D*(7) = 0.]

For zero-one distortion, [ D*(7) = R*(O).]

This gives a general optimization formulation: | minger C(m)|subjectto[D*(7) < e.]

The exact theory in Appendix 77 is recovered at [ e = 0.]

Approximate verification can therefore be viewed as a constrained representation-design prob-
lem: | ’minimize representation cost subject to bounded target distortion. ‘ ]

C.33 Information-Constrained Verification

A complementary formulation constrains information rather than representation cost.

Suppose one seeks an encoded representation [ Z | of source X minimizing [ I(X;Z) ] subject to
a target-performance constraint [ R} (Z) < e/]

The optimization is [ infp(z x) [(X; Z)]subjectto[R} (Z) < €]

This asks for the least source information that must be retained to support a specified decision
quality.

For exact deterministic verification, [ € = 0, |therepresentationmustatleastseparatetarget —
distinctsourcecasesontherelevantsupport.

For approximate verification, [ e > 0, |sometargetdistinctionscanbedeliberatelymergedi ftheirresultingexpecte

This gives mathematical form to a tradeoff that otherwise remains qualitative: | compression
< verification loss.]

C.34 Rate-Like Lower Bound

Suppose | Y=®(X)|andezactrecoveryisrequired : [H(Y | Z) =0.]Then[I(Y;Z) = H(Y).]

Since [ Y= X — Z]formsaMarkovchain, [[(Y;Z) < I(X; Z).]Therefore[’ I(X;2)> H(Y). B

Any exact representation must carry at least the entropy of the target under the deployment
distribution.

This lower bound can be weak because the architecture may require more information than the
final target label in order to update the verification state prospectively. That issue is addressed by
continuation equivalence in the next appendix.

For retrospective one-shot determination, however, the inequality provides a basic information
lower bound.

C.35 Fano-Type Relation

For a target taking [ M=[Y| | possible values, let [ P
P(Y #Y).]Fand sinequalitygives|[H(Y | O) < ho(P.) + P.log(M — 1), Jwherelhs(p)
-plog p — (1 — p)log(1 — p)]isbinaryentropy.
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Equivalently, substantial residual conditional entropy imposes a lower bound on achievable
classification error.

For binary Y, [ M=2, ] so [ H(Y| O) < ha(P.).]

This links information loss to unavoidable error.

The relationship is not generally an equality. Conditional entropy and Bayes error measure
different aspects of unresolved target uncertainty. But Fano-type bounds show that information
insufficiency cannot be made irrelevant merely by choosing a more sophisticated classifier.

C.36 Probability Does Not Supply Warrant

Finally, let [ p(a)

P(desired outcome| a, E).|Suppose[p(a) > p(b).|T hisestablishesaprobabilisticorderingunderthemodelandevid,

It does not determine a decision without additional structure.

Let [ U(a,y) | be utility. Then the relevant quantity may be [ Q(a)

5, Ply | a, EYU(a,).]

It is possible that [ p(a)>p(b) | while [ Q(a)<Q(b). ]

For example, let the desired outcome produce utility 1, ordinary failure produce utility 0, but
let action a carry an independent catastrophic cost C: [ Q(a)=p(a)-C. ] If [ p(a)=0.9, p(b)=0.8,
C=0.2, | then [ p(a)>p(b) | but [ Q(a)=0.7<0.8=Q(b). ]

Even a perfectly calibrated probability therefore does not itself determine action.

The probabilistic analogue of the paper’s central distinction is: | ’probability # warrant. ‘ ]

Probability is evidence entering a decision rule. The rule also depends upon loss, utility, con-
straints, authority, reversibility, and whatever other properties govern admissibility.

C.37 Summary

The deterministic condition [ & = do w|hasseveralprobabilisticcounterparts.
Exact almost-sure sufficiency is [ H(®(X) | 7(X)) = 0.]
Residual representational uncertainty is [ H(®(X) | 7(X)).]
The best achievable zero-one error from the representation is [ R*(7w(X)).]
Approximate sufficiency can be expressed as [ R*(7(X)) < e]or, undergeneralloss, [R} (7(X)) <
The information deficit for a deterministic target is [ I(®(X); X | 7(X))
H(@(X) | 7(X))]
Post-processing obeys [ 1(Y;2)< I(Y; O),]soin formationerasedupstreamcannotberecreatedbydownstreamin f
Repeated independent noisy measurements can improve verification, while repeated copies of
the same lossy projection cannot.
Distribution shift can turn an almost-sufficient benchmark representation into an insufficient
deployment representation by moving probability mass onto previously unseen collisions.

These relations produce a hierarchy: [| universal factorization |l almost-sure sufficiency under every dist:

]

Moving downward weakens the guarantee and introduces additional dependence upon deploy-
ment assumptions.

The distinction matters because empirical success can be excellent even when universal fac-
torization fails. A rare collision can yield near-perfect benchmark accuracy. A distribution shift
can make the same collision common. A high-accuracy verifier can remain poorly calibrated. A
calibrated verifier can remain informationally uncertain. An ensemble can eliminate independent
noise while leaving common projection loss untouched.
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The statistical question is therefore not merely how often a verifier is correct. It is how much
of its remaining error belongs to the verifier and how much belongs to the representation through
which the verifier is forced to see the problem.

D Continuation Equivalence and Online Verification

The factorization results developed above are naturally retrospective. Given a completed object [ x€
X, |larepresentation|r(x)]issuf ficient foraproperty® when the final value ®(x) can be recovered
from m(x). Online verification poses a stronger problem. A system receives a prefix, retains some
summary of that prefix, and must later update its judgment as new events arrive.

The relevant question is no longer merely whether two prefixes have the same property value
now. It is whether they remain interchangeable under every future continuation relevant to the
property.

This distinction produces a stronger equivalence relation.

D.1 Histories, Prefixes, and Continuations

Let ¥ be an event alphabet and let [ ¥*]denotethesetof finitehistories. Ahistoryiswritten[h =
erey - - - er.|Concatenationisdenoted|hc.]
Not every continuation need be possible after every history. Let [ C(h)C ¥*|betheseto f continuationsadmissible
For two histories hi, ho, define their common continuation set [ C(hy, h2)
C(h1) NC(h2).]
Let [ @ : ¥* — Y]beapropertyo fcompletedhistories.
Retrospective equivalence is simply [ hy ~¢ hoa <<=  ®(h1) = ®(h2).]
For online verification this is generally too coarse.

Definition 14 (Continuation equivalence). Two histories h; and hg are continuation-equivalent with
respect to @, written [ hy =¢ ho, Jif[®P(h1c) = ®(hac)]forevery[c € C(h1, h2).]

Thus two prefixes are continuation-equivalent when no admissible common future can make
their property values diverge.

Taking the empty continuation | c=e|wheneveritisadmissiblegiveslhy =¢ hy — ®(h1) =
®(h2).]

Hence continuation equivalence is generally finer than present-value equivalence: | =¢;C; ~g .|

The converse can fail dramatically.

D.2 Present Agreement Does Not Imply Future Interchangeability

Consider a cumulative burden [ B(h)
Y ecn cle)]andthreshold[K > 0.|Define[®(h)
1B(h)< K]
Let [ K=10. | Suppose [ B(hy) = 2, B(hg) = 9.]Then[®(h1) = ®(he) = 1.]
Thus [ h1 ~d hQ}
Now choose a continuation ¢ with [ B(c)=2. | Then [ B(hic) = 4]and[B(hac) = 11.]Therefore[®(hic) =
1, ®(hac) =0.]
Hence [ hy #g ho.]
A one-bit current verdict [ 1B(h)< Klissuf ficienttoreportwhetherthethresholdhasalreadybeenexceeded.Itisii
The verifier must preserve at least enough information to distinguish different remaining mar-
gins.
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D.3 Prospective Sufficiency

Let [ o : ¥* — S]beanonlinesummary.

Definition 15 (Prospectively sufficient summary). A summary o is prospectively sufficient for ® if
[ U(hl) = O'(hg) — h1 =5 hQ.}

Thus the partition induced by ¢ must refine continuation equivalence: | ~,C=g .|

This is stronger than retrospective sufficiency: | ~;Cr~g .]

Proposition 19. Every prospectively sufficient summary is retrospectively sufficient whenever the
empty continuation is admissible after every history.

Proof. If [ o(h1) = o(hs),|prospectivesuf ficiencygives[hy =¢ ho.]Taking[c = €|yields|®(hy) =
®(hg).JTherefore® is constant on the fibers of o, and hence factors through o. O

The converse is false by the cumulative-budget example.
This gives a strict hierarchy: | ’prospective sufficiency = retrospective sufficiency. ‘ ]

D.4 Canonical Prospective Quotient

Continuation equivalence induces a quotient | qg : ¥* — £* /=g, |de finedby[qg (h)
[h]= ]
This is the canonical abstract online verification state.

Theorem 23 (Canonical prospective state). Every prospectively sufficient summary o refines the
continuation quotient: [ o = g3 .]

Proof. Suppose [ o(h1) = o(hs).]Prospectivesuf ficiencyimplies[hy =¢ ho.|Hencelqg (h1)
dg (ho).|There forethemaplr(co(h))
[h]= ®Jiswellde finedonIm(c) and satisfies [ qf = r o 0.|Thus[o = ¢f.] O
The quotient [ ¥* /=glisthere foretheprospectiveanalogueo fthepropertyquotientdevelopedin Appendiz 77.
The difference is important. The retrospective quotient asks: [ Which histories have the same answer now?
| The prospective quotient asks: [ Which histories will always have the same answer under every common future?

)

The latter can require substantially more information.

D.5 Recursive Online Summaries

An online verifier should ideally update its state without reconstructing the complete history.
Let [ o(h) € S]beitscurrentsummary.Arecursiveupdateruleisa function[F : Sx¥ — S]suchthat|[o(he)
F(o(h),e) ]
If the final property is recoverable through [ G:S— Y]with|®(h) = G(c(h)), |thentheveri ficationarchitectureis
F(oy, e11), ][ @(H<t)
G(ot) ]
This permits exact history-level verification without retaining the complete raw history in the

online state.

Theorem 24 (Recursive verification). Suppose o satisfies [ 0(he) = F(o(h), e)] foreveryadmissibleextensionand|®(.
G(o(h)).]Then® can be verified online using state o(h) without replaying the complete history.
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Proof. Initialize [ 09 = o(€).|Afterreceivingevents|er, ..., e, |computerecursively|o;
F(oj_1,e;).]Byinduction, [o;
o(e1---ej).]JTherefore(G(oy)
Dley---e).] O
This theorem shows why "history-level verification” need not mean ”store and repeatedly inspect
the entire history.”
The required object can be a sufficient state propagated through time.

D.6 Recursive State and Continuation Equivalence

A recursively updated summary is safe for prospective verification only if identical summary states
remain behaviorally indistinguishable under future updates.

Suppose | o(h1) = o(hs2).]Then foranycommonnextevente, [o(hie)

F(J (hl ), 6)

F(o(h2),e)

g (hge) ]

Inductively, for every common continuation | c=e; - - - eg, Jweobtain|o(hic) = o(hac).]

If [ ® = Goo,lthen[®(hic) = P(hac).]

Therefore:

Theorem 25 (Recursive summaries induce continuation equivalence). If o admits a deterministic
recursive update [ o(he) = F(o(h),e)|land|® = G o o, |then[o(h1) = o(h2) = h1 = ha.]

Thus a deterministic recursive verification state is automatically prospectively sufficient for the
property it computes.

The converse requires additional regularity concerning admissible continuation sets, but the
quotient by continuation equivalence provides the abstract minimal state from which such recursive
constructions can be sought.

D.7 Right Congruence

When every event can follow every history, [ C(h)=X"*, |continuationequivalencesatis fiesause fulcompatibilitylaw
Proposition 20 (Right congruence). If [ hy =¢ ho, [thenforeveryle € X, ][hie =g hae.]

Proof. Let ¢ be any continuation. Since [hy =g ha, |theconcatenatedcontinuation|ec]satis fies|®(hiec) =
®(hgec).]Thereforelhie =¢ hoe.] O

This makes the continuation quotient naturally state-like. Define [ F([h]= ®,¢)

[he]= ®.|Theright — congruencepropositionguaranteesthatthisupdateiswellde fined.

Thus the quotient itself carries a canonical transition system: [ [h] % [he].]

The property value is [ G([h])=®(h).]

Consequently, when the continuation quotient is finite, it directly defines a finite-state exact
online verifier.

D.8 Finite-State Verification Theorem

Let [ N.:p
|2 /=a||bethenumbero f continuation — equivalenceclasses.

Theorem 26 (Finite-state realizability). If [ Ng < oo, |then® admits an exact deterministic online
verifier with at most | Ng|internalstates.
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Proof. Use the continuation-equivalence classes themselves as verifier states: [ S

¥* /=g¢.|T heinitialstateis|[e].|T hetransitionruleis[F([h],e) = [he], lwhichiswellde finedbyrightcongruence. D
®(h).]Sincecontinuation—equivalenthistoriesagreeundertheemptycontinuation,Giswellde fined.Theresultingve
exactly. ]

The converse also holds in a useful form.

Theorem 27 (State lower bound). Any exact deterministic online verifier for ® must have at least
[ Ng|distinguishablestates.

Proof. Suppose an exact verifier has state map [ o : ¥* — S.|I ftwohistoriesarenotcontinuation —
equivalent, [h1 Z he, |thereexistsacontinuationcsuchthat[®(hic) # ®(hac).]I flo(h1) = o(hs), |deterministicrec
Thus different continuation-equivalence classes require different verifier states. Hence [ [S|>
Ng.| O
Combining the two results yields:
[ ’minimum number of exact deterministic online statesNeg. ‘ ]
This is stronger than a retrospective property-class count.

D.9 Bit Lower Bound

If an online verifier uses b bits of state, it can represent at most | 2°]distinctstates.
Therefore:

Corollary 6 (Memory lower bound). If [ Ng < o0, Jeveryexactdeterministiconlineverifierrequiresatleast| [logy N
If [Ng = oo, |nofinite—statedeterministicverifiercanimplementexactprospectiveveri ficationovertheunrest
This does not necessarily imply that the complete history must be stored. An infinite but

compact numerical state can sometimes suffice. A cumulative unbounded counter is the simplest

example.

D.10 Cumulative Budget

Let event costs satisfy [ c(e)€ N]anddefine|B(h)

Y ecn cle).]For fizedbudget[ K, ]let[®f (h)

1B(h)< K]

A natural recursive statistic is [ o(h)

min B(h), K + 1.

Its update rule is [ F(b,e)

minb + c(e), K + 1.

The output is [ G(b)

1b< K]

Thus the exact online verifier needs only the truncated cumulative burden.

There are at most [ K+2 | states: [0,1,..,K,K+1, | where [ K+1 | represents all already-exceeded
histories.

The memory requirement is therefore at most [ [log, (K + 2)]]bits.

Under a sufficiently rich event alphabet, these states are continuation-distinct and the bound
is also necessary.

For example, suppose every integer cost [ 0,..,K | can occur as a one-event continuation. If
[ 0< by < by < K, ]choosecontinuationcost[d = K — by + 1.]Then[by + d > K,|whilelby +d <
bo—1+K —by+1

K. ] Hence the two burden states are not continuation-equivalent.
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The verifier must distinguish remaining margins.

D.11 Maximum-Risk Statistic

Suppose each event carries risk score [ r(e)€ R]andtheglobalpropertyis|®.(h)

1 maxeepr(e) < 7]

Define [ o(h)

maxecp 7(€), |Jwith[o(€) = —o0.]

Then [ o(he)

maxo(h),r(e).]

The final property is [ ®-(h)

lo(h) <71

If only the Boolean threshold property matters prospectively and exceeding the threshold is

irreversible, an even smaller state suffices: [ z(h)

1 Je € h:r(e) > 7 .JItsupdateis[z(he)
z(h) V1r(e) > 7.]
Here the current pass/fail bit is prospectively sufficient because once failure occurs it cannot be

undone, and all currently passing histories respond identically to every future event with respect
to the threshold property.

This contrasts with the cumulative-budget case.
The distinction is algebraic. Maximum-threshold verification has an absorbing failure state and

does not depend upon the margin below threshold. Cumulative-budget verification does.

D.12 Monoid Homomorphisms as Verification Summaries

Many recursively sufficient statistics arise from algebraic aggregation.

]

Let [ (M,®, epr)]beamonoidandlet|w : ¥ — M]mapeacheventintothemonoid.

Extend w to histories by [ w(e) = eprland[w(ey - - - er)

w(ep) ©--- O w(et).]

Then [ w(hc)

w(h) ©w(c).]

If [ ®(h) = G(w(h)), |then[w(h)]isanonlinesuf ficientstatistic.

Examples include: [ (R,+,0) | for camulative burden, [ (RU—o0, max, —oo)] formazimumrisk,and[(0,1,V,0)] fc

This gives a constructive criterion: [’ﬁnd an algebraic summary whose operation composes with history conca

The verifier need not preserve raw events when the target property factors through such a

homomorphic summary.

D.13 Product Verification States

Suppose properties [ ®1,. .., ®,,|possessrecursivesuf ficientstates|o;(h) € S;.]

Then the joint state [ o(h)
(o1(h),...,om(h))]issuf ficient forthejointproperty[®(h)

(@1 (h). .. Ty (1) ]

If [F;:S; x ¥ — Sjlaretheupdate functions, de fine[F((s1, ..., Sm),€)
( Fl(sb 6), SRR Fm(8m7 6))]

This gives the crude state bound [ [S| <[~ |Si|.]

Therefore [ log, |S| < >0, logy | Si|.]
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The product construction is not necessarily minimal. Different property states can share struc-
ture, and some product states may be unreachable. Minimizing the joint continuation quotient can
yield a smaller verifier.

This distinction parallels the difference between composing independently designed monitors
and designing one monitor for the joint property.

D.14 TIrreversible Safety Properties

A Boolean property ® is prefix-closed when | ®(h) = 0 = ®(hc) = 0] foreverycontinuationc.

Failure is then irreversible.

For such a property, every failed history belongs to the same continuation-equivalence class if
all failed continuations remain failed: [ ®(h) =0 = [h]= ®

F gead]providednootheroutputdistinctionsarerequired.

The passing histories may nevertheless require many distinct states because they can possess
different vulnerabilities to future events.

Thus prefix closure simplifies the failed region without necessarily simplifying the admissible
region.

A verifier that records only [ ®(h) € 0, 1]isprospectivelysuf ficientexactlywhenallpassinghistoriesarecontinuc
equivalent : [®(h1) = ®(he) =1 = h1 =¢ ha.]

This condition is substantially stronger than prefix closure.

D.15 Recoverable Properties

Now suppose failure can be repaired. Let [ ®(h) = 0]atsomepre fiz, buttheremayexistcontinuationcwith[®(hc) =
1]

Then failed histories can themselves require multiple continuation classes.

For example, let the state be an integer balance [ b(h)€ Z]andde fine[®(h)

1b(h)> 0.] Eventsmayaddpositiveornegativeincrements.

Histories with balances [ -1 and -100 | both currently fail, but a continuation adding |
2 | repairs the first and not the second.

Therefore [ ®(h1) = ®(h2) = 0]doesnotimply[h1 =¢ hs.|

A failed verdict is not sufficient to determine repairability.

This gives a formal distinction among: | current validity, distance to validity, recoverability.

A verifier designed only for the first may be incapable of supporting the latter two.

D.16 Repair Distance

Let [ C(h) ] be the admissible continuations after h, with continuation cost [ C(c)> 0.]

Define repair distance [ dg(h)

inf C(c) : c € C(h),; ®(hc) =1 ]

If no repairing continuation exists, define [ dg(h) = 00.]

Two histories can share the same present verdict but differ in repair distance: [ ®(h;) =
®(he)|while[ds(h1) # de(he).]

Therefore a representation sufficient for current validity need not be sufficient for repair plan-
ning.

If repair policy depends on dg, the appropriate verification unit must preserve the corresponding
distinctions.
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D.17 Admissible Continuation Sets

The continuation relation itself may depend upon history.

Let [ C(h) | denote the legal, physically reachable, authorized, or otherwise admissible continu-
ations after h.

Then two histories can have identical current property values and identical physical state de-
scriptions while differing in their admissible future sets: [ C(hy) # C(h2).]

If future verification depends upon what continuations remain admissible, the continuation set
is property-relevant information.

For example, suppose both histories arrive at the same machine state s, but only one has valid
authorization for action a. A state-only projection [ w(h) = s|mergesthem.Yet[a € C(h1), a ¢
C(h2).]

Thus equality of physical state does not imply equality of continuation structure.

This motivates an enriched online state [ o(h)

(5(h),T(h)), where[L(h)]representsthegoverningconstraintsrelevanttocontinuation.

D.18 Reachability and Admissibility

Let [ R(h) | be the physically or computationally reachable continuations and [ A(h) C R(h)]theadmissiblecontinua
Then | c€ R(h)]doesnotimply[c € A(h).]
An online verifier concerned with admissibility must therefore distinguish histories whenever
the admissible continuation sets differ in a way relevant to the target property.
Define [ hy =4 hoJwhenthetwohistoriesinduceequivalentadmissible futurebehavior.
A representation sufficient for physical prediction may fail to be sufficient for admissibility: |
Tphys(h1)
Tonys (ha)while[A(hy) # A(hs) ]

This is the prospective counterpart of the earlier distinction between prediction and warrant.

D.19 Continuation-Sensitive Authority

Suppose actors [ i€ 1,...,n|possessactor — indexredadmissibleactionsets[A;(h).]
A proposed action a can satisfy [ ac A;(h)whilela ¢ Aj(h).]
Thus the property [ ®(h,i,a)
la€ A;(h)]dependsuponbothhistoryandactor.
A verifier receiving only [ (h,a) ] cannot determine @ if there exist [ i jlwithdif ferentauthorityoverthesameaci
Likewise, a verifier receiving only | (i,a) ] can be insufficient when authority changes with history.
The sufficient unit must preserve the distinctions upon which standing depends: [ 7(h,i,a).]
This formalizes why evidence that an action is reachable, useful, or valid in the abstract need
not establish that a particular actor is authorized to perform it.

D.20 Evidence State Versus World State

Let [ s¢]bethephysicalworldstateand|E;|theevidenceavailabletotheveri fier.

The complete online state can be represented as [ z; = (s, Ey).]

Two histories may produce the same physical state but different evidence: [s(h;) = s(hs2), E(hy) #
E(hg).]

If the warranted continuation depends upon evidence, then [ s | alone is insufficient.

Conversely, two histories can yield the same evidence while corresponding to different physical
states: [ E(hl) = E(hg), S(hl) 7& S(hg)]
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The verifier may then face epistemic uncertainty.
Thus: | world-state equivalence # evidence-state equivalence.]
Online verification may need to propagate both.

D.21 Evidence Updates

Let new observation [ o.y1|updateevidenceaccordingto[Eyy1

U(Et, Ot+1).]

A decision rule may then be [ a;

D(St, Et) ]

If two histories share physical state but differ in F;, the same physical continuation can produce
different warranted actions.

This is another example of continuation equivalence being finer than state equivalence.

The sufficient online unit is not necessarily the state of the world. It is the state required by
the property and decision problem.

D.22 Monotone Evidence and Nonmonotone Warrant

Suppose evidence accumulates: [ E; C Eyt1.]In formationalre finementismonotone.
It does not follow that a decision is monotone.
Let [ D(E)€ a, b.|Itispossiblethat|D(E;) = aJwhile[D(FEy1+1) = b.]
Indeed, the purpose of additional evidence is often to permit revision.

Thus [ E; % Eyy1]inin formationalre finementdoesnotimply[D(E;) = D(Ei4+1)]underanynaturalactionorderi

This prevents a common conflation: [ more evidence 7 stronger version of the same conclusion. |
More evidence can reverse the conclusion.

D.23 Append-Only Verification Histories

Let verification events be [ vi,...,v..|Anappend — onlyledgeris|Ly = (v1,...,v;).]
The current verification state can be computed by a fold: [ o¢
F*(Ly), Jwhere[F*|istheiteratedupdate function.
If [ F ] is deterministic, then [ o4
F(O’t, Ut_t,_l).}
The ledger and the current state serve different purposes.
The state [ o¢]isanoperationalcompressiono fthepast.

The ledger [ L;isaretainedwitness fromwhichthestatecanpotentiallyberecomputed, audited, orrevisedunderac

Hence [ operational state # historical witness.|
A system can maintain a compact online verifier while retaining a richer history for retrospective
analysis.

D.24 Replay Consistency

Suppose the ledger update rule is [ F. | Define replay from initial state og: [ Replay z(L¢)
F( .- F(F(o0,v1),v2),..,vt) ]
A basic consistency invariant is | oy
Replay (L) ]
If this equality fails, the operational state and retained witness disagree.
This creates a verification property of the verifier itself: [ W(Ly, o)
1 Ot
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Replay - (L¢).]
Thus append-only history permits a second-order check that cannot be performed from o alone.

D.25 Revision Without Erasure

Suppose an earlier event | vi]islaterjudgedincorrect.
A destructive system may replace or delete it. An append-only system instead adds [ viy1
Supersede(k, v},).]
The current-state fold interprets the later event as changing the operative status of the earlier
record while retaining the historical fact that the earlier record existed.
Let [ Active(L)|computethecurrentlygoverningeventset. Thenlvy € Lyy1|butperhaps|v, ¢ Active(Liy1).]
Thus [ retained # currently governing, ]
This is useful whenever verification conclusions are revisable while the history of prior conclu-
sions remains audit-relevant.

D.26 Exactly-Once Execution and Exactly-Once Disposition

Let a request possess identifier [ r. | Define execution count [ Nexec(r)]anddisposition—witnesscount[Nqisp ()]
Exactly-once execution requires | Nexec(r) = 1.
Exactly-once disposition witnessing requires [ Ngisp (1) = 1, |lwhereadispositionmayrecordsuccess, re fusal, fail
These are different properties.
It is possible that [ Nexec(r) = OJwhile[Ngisp (1) = 1]becausetherequestwasexplicitlyre fused.
It is possible that [ Nexec(r) = 1Jwhile[Ngisp (r) = 0]becauseexecutionoccurredbutnoterminalwitnesswasdurabl
It is also possible that [ Nexec () > 1whileadeduplicatingdispositionlayeremitsone finalresult.
Thus: [ execution semantics # disposition semantics.]
A verifier for one property is not automatically a verifier for the other.

D.27 Continuation Completeness

Let [ O ] be a declared set of terminal outcomes: [ O
O1y...,y Om.]
Define [ Terminal(h)|whenno furtheroperationalcontinuationisexpectedfortherequest.
A disposition-completeness property can be written [ ®gisp(h)
1 Terminal(h) = 3lo € O : Witnessed(o, h) .
The notation [ |requiresexactlyonedeclareddispositionwitness.
This property cannot be evaluated coherently unless the outcome family [ O | has been declared.
Without a declared terminal outcome space, “complete disposition” lacks a reference class.
The verification property therefore depends not merely upon observed events but upon the
declared semantics of terminal continuation.

D.28 Compensating Continuation

Suppose operation [ a | changes state [ s— s".] Alaterdiscoverymayestablishthatashouldnotgovernthe finalstate.
If direct reversal is impossible, a compensating action [ a_ ., Imayproduce[s’ — 5", Jwhere[s"|isnotnecessarilyic
Thus compensation is not mathematical inversion: | aa)lmp o a # id]ingeneral.
Instead, one may require restoration of selected invariants: [ I;(s”) = I;(s)] for[j € J]
Compensation therefore requires a declared property set | I; je.s]ratherthananassumptiono f completereversibil:
The relevant verification unit must preserve enough information to determine whether those

invariants have been restored.
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D.29 Continuation-Preserving Compression

Suppose histories are compressed by [ o : ¥* — 5]
A particularly strong requirement is [ 0(h1) = o(h2) = C(h1) = C(ha)]withpreservationo ftherelevantpropert
This can be viewed as a bisimulation-like requirement over verification futures.
For many applications full continuation-structure equivalence is unnecessary. Only ®-relevant
continuation distinctions need be preserved.
Continuation equivalence is therefore a property-relative quotient of future behavior rather than
a demand for complete behavioral identity.
This is the prospective analogue of the central principle of the paper: [retain the distinctions the property requi
]

D.30 Prospective Joint Properties

Let [ ®4,..., P, ]bepropertiesofhistories.

Define joint continuation equivalence by [ hy =& halif foreverycommoncontinuationc, [®;(hic)

®;(hoc)] foralllj =1,...,m.]

Then [ =4

n;‘nzl =0, ]

Thus adding prospective verification obligations refines the online state requirement exactly as
adding retrospective properties refines the static property quotient.

If [ N;

1" /=a,|, Jthenthenaiveproductconstructiongives[Ny < H;n:l Njlwhenallquantitiesare finite.

Consequently, [ logy Ng < 377, logy N;.]

Again, equality need not hold because continuation classes for different properties can share
structure.

D.31 Approximate Continuation Equivalence

Exact continuation equivalence can be too strong in stochastic environments.
Let [ P§]denotethedistributiono fa futurepropertyvaluea fterpre fizhundercontinuationpolicyorinterventionc
One can define [ hy =¢ ¢ hoJwhen[d(Py , Py)) < €| foreveryrelevantcontinuationc, wheredisanappropriateprob
For total variation distance, [ drv (P, Py,) < €]
An approximate online summary may then merge histories whose future property distributions

differ only within tolerance.
The tolerance is necessarily application-relative. If small probability differences concern catas-

trophic outcomes, total variation alone may not capture decision relevance. A loss-weighted or

risk-sensitive metric may be required.
Thus approximate continuation equivalence inherits the same dependence on loss and conse-

quence structure developed in Appendix 77.

D.32 Continuation Error Propagation

Suppose an approximate summary o merges histories hi, ho with future-value discrepancy bounded
by [ &.]

If the system subsequently performs n approximate updates with per-step discrepancy [ ¢, Jagenericworst—
caseboundmaytaketheadditive form|eyor < Yy, €t.]

If the update dynamics contract discrepancies by factors [ Ay < 1, Jonemayinsteadobtain|eior <

S (Mo M)
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If the dynamics amplify error, [ \; > 1, Jearlycompressionerrorscandominatelaterverification.
Thus the safety of approximate history compression depends not only upon immediate recon-
struction error but upon the dynamics of future continuation.

D.33 Retrospective Minimality Versus Prospective Minimality

Let [ Nret

15/ ~valland]Npro

/=l

Since [ =¢Cr~o, Jwehave[Npro > NyetJwheneverbothare finite.

Thus prospective verification can require strictly more state than retrospective classification.

For a Boolean property, [ Nyet < 2.]Y et[Npro]canbearbitrarilylargeorin finite.

The cumulative-budget example gives [ Ny, = 2]but, forintegerbudgetKunderasuf ficientlyricheventalphabet,
K +2]

Therefore the final property label can be a severe compression of the information required to
update that label correctly in the future.

This is one of the central mathematical reasons that repeated checkpoint verification can fail.
A checkpoint may retain only the current verdict: [ pass. | But future verification may require the
path by which that verdict was reached, or at least a sufficient summary of that path.

D.34 The Prospective Verification Principle

The entire appendix can be condensed into one implication.
Let [ o(h)]bethestateretaineda fterhistoryh.

Exact online verification of ® requires [’a(hl) = o(hg) = Ve € C(h1, ha), ®(hic) = ®(hac). ‘

A representation that satisfies only [0 (h1) = o(ha) = ®(h1) = ®(he)]issuf ficient forthepresentbutnotnecess
This yields three distinct verification questions: [ Retrospective: What property does this completed history h

The appropriate verification unit can differ across all three.

For a completed history, the final property value may be enough.

For an evolving history, a sufficient recursive statistic may be required.

For planning, repair, or admissibility, the verifier may additionally need distinctions concerning
reachable and permitted futures.

Thus the mathematical unit of verification is not determined only by what the system has done.
It can be determined by what differences in the past remain capable of making a difference to the
future.
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