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Abstract

Expyrotic cosmology proposes that observable structure is maintained through the repeated
reintegration of information recorded in the cosmic microwave background (CMB) into
the scalar, vector, and entropy fields of the Relativistic Scalar Vector Plenum (RSVP)
framework. The paper formulates a specified evolution system with prescribed external
forcing, on a prescribed background. In its reciprocal reference dynamics the scalar field
follows an L2 gradient flow and an auxiliary nonnegative density follows a Wasserstein
gradient flow of a single free energy, with the transport velocity given by the gradient
of a nonlocal potential; the full system adds non-variational terms. For this system the
paper proves positivity of the auxiliary density, derives the exact dissipation balance of
the full system including its non-variational terms, and shows monotone decay of the free
energy in the reciprocal source-free case. The linear response to a prescribed record is
solved exactly, with a stability analysis that separates the finite-box, positive-wavenumber
and infrared results. The response is a transfer function, so the spectrum of the record
is inherited rather than generated, and the origin of near scale invariance is moved to a
recursion in which each epoch’s output seeds the next. The fixed point of that recursion
requires the long-wavelength gain to approach unity with an exponent equal to the spatial
dimension plus the departure of the tilt from unity. Kernels whose Fourier transforms are
analytic near the origin cannot supply this exponent under the stated assumptions, and an
explicit signed kernel with a nonanalytic long-wavelength term is constructed that does,
for which the finite-cycle infrared suppression is exact. The paper states as open questions
the embedding of the output into a gravitating, multi-species cosmology, the consequent
adiabaticity, acoustic-peak, tensor and isocurvature properties, the horizon problem, the
naturalness of the kernel, and the physical meaning of the auxiliary density. All numerical
statements are reproduced by an accompanying script.
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1 Introduction

The inflationary paradigm of Guth, Linde, Albrecht and Steinhardt, together with the earlier
work of Starobinsky and the fluctuation calculations of Mukhanov and Chibisov, has organized
early-universe cosmology for more than four decades [13, 21, 1, 34, 24]. A quasi-exponential
expansion dilutes curvature and relics, brings widely separated regions into causal contact,
and converts vacuum fluctuations into a nearly scale-invariant, nearly Gaussian, adiabatic
spectrum. The measured scalar spectral index of about 0.965 and amplitude of about 2.1×10−9,
together with the absence of detected primordial tensor modes, are consistent with this picture
[27, 29]. The paradigm nevertheless carries open conceptual costs: its generic realizations
require a homogeneous patch as an initial condition, the measure problem of eternal inflation
obstructs statements about typicality, and inflationary spacetimes cannot be extended to the
infinite past without a singularity [15, 5, 3]. These costs do not refute inflation. They motivate
the investigation of structurally different accounts.

The ekpyrotic and cyclic proposals replace the accelerated phase by a slow contraction
and a bounce [18, 35], and conformal cyclic cosmology joins successive aeons by a conformal
rescaling [26]. Expyrotic cosmology uses neither a bounce nor a conformal junction. The name
is chosen for the one feature it shares with the ekpyrotic proposals, the absence of an accelerated
phase, and not for a contraction, a bounce or a brane collision, none of which appears in what
follows. It treats the CMB as a coarse-grained record, and it describes structure at later times
as the result of a relaxation process in which fields are driven toward consistency with that
record. Recurrence is the historical motivation for giving the dynamics a memory: a bounded
system with finite entropy returns to the neighborhood of earlier states, and the associated
recurrence time bounds the window on which stored information could be recoverable [30, 17].
As Section 4 explains, recurrence plays no technical role in the equations that follow, and the
title names the mechanism, memory-mediated relaxation.

If a single result is to be singled out, it is the following limited one. On a prescribed
background and with a prescribed record, memory-mediated relaxation transmits the record’s
correlations to later times through an explicit transfer function; the linear dynamics are stable
under a closed criterion; the reference dynamics relax monotonically; and an iterated version of
the map has a computable fixed point whose spectral shape is controlled by one exponent, for
which an explicit kernel exists. No claim is made here that the observed primordial spectrum,
spatial flatness, or the absence of a singularity follows from the model.

1.1 Two commitments, kept distinct

The proposal combines two commitments that are logically independent. The first is onto-
logical: the hot dense state of the standard model need not be the beginning of existence,
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and observable structure may result from transformations within an enduring substrate, the
plenum of the RSVP framework, in which earlier configurations constrain later ones. The
second is physical: memory-mediated relaxation of coupled scalar, vector and auxiliary fields
toward consistency with a stored record is proposed as the way in which such constraint op-
erates. Rejecting an absolute beginning does not establish the mechanism, and the failure of
the mechanism, for instance through the nonexistence of a natural kernel with the properties
required in Section 7, would leave the ontological motivation intelligible and untouched. Ev-
erything proved or computed below concerns the second commitment. The first is a motivation
that nothing in this paper tests.

1.2 What the model explains and what it does not

The CMB supplies the primordial pattern, and recovering that pattern at later times does not
explain its first appearance. Two readings are therefore available. In the conditional reading
the model describes the transmission of correlations from a prescribed record, and it is a model
of subsequent structure formation conditioned on an existing radiation and field history. In
the recursive reading, developed in Section 7, the record is the output of an earlier application
of the same map, and the question of origin moves to the fixed point of that recursion and
to the fresh randomness injected at each step, whose source is unexplained. Neither reading
derives the record from first principles, and the conditional reading is the firm one.

The equations describe fields on a prescribed, spatially flat, expanding background, and no
metric evolution equation is included. The model therefore does not explain spatial curvature,
the expansion history, or the absence of a singularity, and no claim about these is made.
Gravitational backreaction and a stress-energy description are deferred. The record ΦB enters
as an external forcing, so the system is open, and the dissipation results of Section 5 are
statements about relaxation under prescribed forcing. The history of ΦB before the initial time
is part of the input: a zero-mean, time-independent field set at recombination in the stationary
analysis, and a prescribed realization of a Gaussian field of given spectrum in numerical work.

Recurrence is not applied to the field equations, which are dissipative and are not measure
preserving on a finite-measure state space; a long memory integral does not establish recur-
rence. Recurrence enters only as an assumption about the underlying fine-grained system, one
that guarantees that information deposited in the record is in principle recoverable. No deriva-
tion of the effective equations from such a system is provided. The operational mechanism is
memory-mediated relaxation with the memory time τK of Section 4, and a reader who prefers
to drop the recurrence language loses no result.

The equations contain diffusion, which propagates influence instantaneously, and convo-
lutions with instantaneous kernels. They are therefore effective, parabolic descriptions that
are not relativistically causal, and restricting a kernel to a finite spatial radius does not alter
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that. A causal statement would require a separately defined finite-duration update map with
compactly supported kernels, and the iterates of such a map would have to be analyzed on
their own terms. This paper makes no causal claim and, in particular, no claim to resolve the
horizon problem.

1.3 Definitions, units and admissible values

The scalar field Φ is real and dimensionless, with |Φ| � 1 in the linear regime and no positivity
requirement. It is to be identified, as an assumption to be tested, with the comoving curvature
perturbation ζ, or on large scales with the fractional temperature perturbation ∆T/T through
the Sachs-Wolfe relation, which holds up to a sign convention with ∆T/T = ±ζ/5. The field
S ≥ 0 is an auxiliary information-related density, defined as a comoving density: a quantity per
unit comoving volume that is not diluted by expansion. Its interpretation as a local conditional
uncertainty of Φ given the record is a closure hypothesis, discussed in Section 3.3, and nothing
proved below depends on it. The vector field v is the transport velocity of S, and the associated
flux is JS = Sv − DS∇S. The equations of this paper are written in dimensionless variables.
Reference scales L0, t0 and S0 for length, time and density are chosen, the coordinates are
measured in units of L0 and t0, S in units of S0, and the kinetic mobilities are absorbed into
these choices, so that D, DS , γ, η, ηΦ, ρ, σ and J are dimensionless numbers, and the logarithm
in the free energy stands for ln(S/S0). Conversion to physical units requires the scales and
mobilities to be specified, and is deferred until the fields are embedded in a cosmology. The free
energy (7) is defined up to an overall positive constant. The nonlocal potential is Ψ = g ∗ Φ,
where g is an even kernel with ĝ(0) = 0, that is, a kernel that annihilates constants, so that
the coupling acts only on fluctuations.

2 Observational Context

A theory of primordial structure is judged against a compact set of observations. Spatial
curvature is consistent with zero at the level of a few parts in a thousand with baryon acoustic
oscillation data. The temperature anisotropies are statistically homogeneous and isotropic to a
high degree, with an amplitude near 10−5. The perturbations are adiabatic to within percent-
level isocurvature bounds, nearly Gaussian with f local

NL = −0.9±5.1, and described over roughly
three decades in wavenumber by a power law

Pζ(k) = As

(
k

k0

)ns−1
, As ' 2.1 × 10−9, ns = 0.9649 ± 0.0042, (1)

[27, 28], with r < 0.036 at 95% confidence [4]. The acoustic peaks require that the initial
perturbation of each Fourier mode be phase coherent, in the sense that only the growing
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adiabatic mode of the coupled photon, baryon, dark matter and metric system is excited
[2, 14]. In single-field inflation the tensor amplitude is tied to the energy scale by Ph =
2H2

inf/(π2M2
Pl) = rAs, and the squeezed bispectrum is fixed by the tilt, f sq

NL = 5
12(1 − ns) ≈

0.015, by the consistency relation [23, 8]. Ekpyrotic models give a nearly scale-invariant scalar
spectrum and negligible tensors at the price of a bounce [18, 35]. The model of this paper
shares with them only the absence of an accelerated phase, and none of the requirements just
listed is derived from it. Which of them can be recovered once the fields are embedded in a
gravitating, multi-species cosmology is the open question of Section 14.

3 Conceptual Foundations

3.1 The RSVP triple

The Relativistic Scalar Vector Plenum (RSVP) framework uses a scalar field Φ(x, t), a non-
negative auxiliary density S(x, t), and the transport velocity v(x, t) of S, with the definitions
of Section 1.3. Within the framework they have also been called a semantic density, an in-
terpretive entropy and an entropy flow. Every statement below uses only the mathematical
definitions, and the reading of S as a measure of uncertainty is a hypothesis, not a premise.

3.2 The CMB as a boundary record

In standard cosmology the CMB temperature field is a two-dimensional dataset, the restriction
of the photon distribution to the intersection of the observer’s past light cone with the last
scattering surface, a sphere of comoving radius χ∗ ≈ 14 Gpc. Its multipole coefficients are
related to the three-dimensional primordial field by the line-of-sight integral

a`m = 4π(−i)`
∫ d3k

(2π)3 ∆`(k)ΦkY ∗
`m(k̂), C` = 4π

∫ dk

k
P(k)∆2

` (k), (2)

where ∆`(k) is the radiative transfer function and P(k) = k3P (k)/2π2 is the dimensionless
spectrum [14]. The three-dimensional record ΦB(x, t′) in the reintegration term is not itself
observable. What is observable is its ensemble spectrum, and (2) maps a proposed three-
dimensional spectrum into measured multipoles. Formula (2) presupposes that Φ has been
embedded as a primordial curvature perturbation with growing adiabatic initial conditions in
a cosmology containing radiation, baryons, dark matter and gravity. That embedding is not
constructed here, and the formula is quoted to indicate what would follow if it were.

At photon decoupling the scattering rate falls below the expansion rate and the photons
cease to be dynamically coupled to the baryon plasma. The fine-grained state continues to
evolve unitarily, and what is lost is the ability of a coarse-grained observer to recover the
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plasma state from the photons alone, which is effective decoherence through entanglement with
untracked degrees of freedom [36]. The record ΦB is the coarse-grained trace that remains.

3.3 Information-theoretic reading as a closure hypothesis

For a field Φ and a record ΦB the mutual information is

I(Φ; ΦB) = H(Φ) − H(Φ | ΦB), (3)

with H the differential entropy of the relevant ensemble [7]. A decrease of the conditional
entropy H(Φ|ΦB) raises I only if H(Φ) does not fall by more, so the two statements are not
equivalent in general, and the mutual information is the quantity used below as the measure
of recovery of the record. The auxiliary density S is a nonnegative transported density. A
differential conditional entropy need not be nonnegative, and its decomposition into local
contributions requires a specified probability model and coarse-graining that are not given.
The identification of

∫
S with H(Φ|ΦB) is therefore a closure hypothesis: it states how the

auxiliary density would be read if such a probability model were supplied, and the results below
hold for S as a nonnegative auxiliary field regardless of whether the hypothesis is accepted. In
particular the conservation of M =

∫
S d3x in the reference dynamics is the conservation of

the mass of an auxiliary density, not of a physical entropy.

4 Recurrence and the Hierarchy of Timescales

Poincaré’s theorem states that a measure-preserving flow on a space of finite measure returns
arbitrarily close to almost every initial point infinitely often [30]. The quantitative form is
Kac’s lemma: for an ergodic transformation with invariant probability measure µ and a set
A with µ(A) > 0, the mean return time to A is τ/µ(A) for time step τ [17]. If the accessible
phase space of a bounded region has an entropy deficit ∆S relative to the neighborhood of the
initial state, then µ(A) ∼ e−∆S and

TP ∼ τ e∆S . (4)

For a universe dominated by a cosmological constant Λ = 3H2
Λ the relevant entropy is that of

the de Sitter horizon,
SdS = π

GH2
Λ

= 3π

GΛ ≈ 10122, (5)

by the horizon entropy of Gibbons and Hawking [12], so recurrence times of the static patch
are of order e10122 in Planck units, as discussed by Dyson, Kleban and Susskind [10].

The memory window is formally of length TP . This number cannot be an operational
timescale, since the age of the universe is of order 1061 Planck times. In practice the kernels
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decay exponentially, and the upper limit is a formal supremum. For K(τ) = e−ατ the integral
over [0, TP ] equals (1−e−αTP )/α, which differs from 1/α by a quantity of order e−αTP , negligible
unless α . 1/TP . The effective memory time is

τK = 1
α

� TP , (6)

and the role of TP is logical: it marks the window on which the recurrence guarantee, were it
applicable to an underlying fine-grained system, would assure the recoverability of the record.
The recurrence theorem is not invoked as a theorem about the dissipative field equations, and
the total duration of n reintegration steps, nτepoch, is to be compared with the age of the
universe and not with TP . The epoch duration τepoch is not the memory time τK : it is the
time for the system to relax to its response to a frozen record, and it depends on the relaxation
matrix M(k) as well as on α, as discussed in Section 7.

5 The Revised Field Equations

5.1 Variational structure

Let Ω be a periodic comoving box of volume V , and let Ψ = g ∗ Φ with g even and ĝ(0) = 0.
Define the free energy

F [Φ, S] =
∫

Ω

[
D

2 |∇Φ|2 + γ

2 SΦ2 − εR Φ + 1
2S2 + DS S ln S − η S Ψ

]
d3x, (7)

where the reintegration source is

R(x, t) =
∫ t

t−TP

dt′
∫

d3x′ K(t − t′, x − x′) ΦB(x′, t′). (8)

The scalar field follows the L2 gradient flow ∂tΦ = −δF/δΦ and the density follows the
Wasserstein gradient flow ∂tS = ∇·(S∇ δF/δS), the construction of Jordan, Kinderlehrer and
Otto for the Fokker-Planck equation and of Otto for the porous medium equation [16, 25].
Write

A ≡ δF
δΦ = −D∇2Φ + γSΦ − εR − η g ∗ S, B ≡ δF

δS
= µS + DS(ln S + 1), (9)

with µS = S+ γ
2 Φ2−ηΨ, where evenness of g moves the convolution from Φ to S. The reference

dynamics are then

∂tΦ = D∇2Φ − γSΦ + η g ∗ S + εR, (10)

∂tS + ∇·(Sv) = DS∇2S, v = −∇µS = −∇S + η∇Ψ − γΦ∇Φ. (11)
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5.2 The complete system

The reference dynamics describe relaxation without sources. Entropy production from gradi-
ents of Φ, a collapse term and a homogeneous source give the full system

∂tΦ = D∇2Φ − γSΦ + ηΦ g ∗ S + εR[ΦB], (12)

∂tS + ∇·(Sv) = DS∇2S + σ|∇Φ|2 − ρS + J, (13)

v = −∇S + η∇(g ∗ Φ) − γΦ∇Φ. (14)

The reciprocal case ηΦ = η is the one in which the source-free part is the gradient flow of
F . The case ηΦ = 0 without the drift −γΦ∇Φ is the simplest member of the family. The
velocity contains the gradient of the scalar potential g ∗ Φ, corresponding to the vector kernel
Gi = ∂ig, because a scalar convolution cannot be added to the vector −∇S. The conservative
form makes the density’s transport the Wasserstein gradient velocity, and the drift −γΦ∇Φ
is required for the exact dissipation identity below, while playing no role in the linear and
second-order results of later sections.

Spatial homogeneity of the nonlocal coupling requires care. A homogeneous state (Φ, S) =
(0, S̄) with zero-mean forcing is a solution of the scalar equation only if the term ηΦ g ∗ S̄ =
ηΦĝ(0)S̄ vanishes, which is the reason for the requirement ĝ(0) = 0 and for taking ΦB to have
zero spatial mean. With these conditions the homogeneous scalar mode obeys ∂tΦ̄ = −γ 〈SΦ〉
and the background (0, S̄), with ∂tS̄ = J − ρS̄ and so S̄ = J/ρ in the absence of production,
is an exact solution of the unforced equations. The alternative of a nonzero homogeneous Φ̄
would change the linear coefficients, including that of −γΦ∇Φ, and is not pursued.

5.3 Basic properties

Proposition 5.1 (Positivity of the auxiliary density). Let (Φ, S) be a smooth solution of
(12)–(14) on [0, T ) with periodic boundary conditions and S(·, 0) ≥ 0, with DS > 0, σ ≥ 0 and
J ≥ 0. Then S ≥ 0 on [0, T ).

Proof. Expanding the divergence, (13) becomes

∂tS = (S + DS)∇2S + b · ∇S − c S + σ|∇Φ|2 + J, (15)

where b = ∇S − η∇Ψ + γΦ∇Φ and c = ρ + η∇2Ψ − γ∇·(Φ∇Φ) collect the contributions
of the divergence term, the drift being a first-order coefficient times ∇S plus a zeroth-order
coefficient times S. Fix a smooth solution on [0, T ). Its coefficients b, c and Φ are bounded
on [0, T ′] for every T ′ < T by smoothness on the closed box. The coefficient b contains ∇S, so
the equation is quasilinear, but the particular solution under consideration satisfies the linear
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parabolic equation obtained by freezing these functions at their values along it, and that linear
equation has bounded coefficients and a source σ|∇Φ|2 + J ≥ 0. On any interval on which
S + DS > 0 the principal coefficient is bounded below by a positive constant and the weak
maximum principle gives S ≥ 0 there [31]. A continuity argument in time extends this to all
of [0, T ), since S ≥ 0 gives S + DS ≥ DS > 0. No sign of ρ is needed because the zeroth-order
coefficient is absorbed by the substitution S = eλtS̃ with λ large.

Proposition 5.2 (Dissipation in the reference dynamics). Let σ = ρ = J = 0, ηΦ = η, and
let R be independent of time. Then along smooth solutions of (10)–(11) with S > 0,

dF
dt

= −
∫

Ω
A2 d3x −

∫
Ω

S|∇B|2 d3x ≤ 0, (16)

and M =
∫

Ω S d3x is conserved.

Proof. Differentiating (7) gives dF/dt =
∫

A ∂tΦ +
∫

B ∂tS when R is independent of time.
Evenness of g implies that the variation of −η

∫
S(g ∗ Φ) with respect to Φ is −η g ∗ S, so that

(10) reads ∂tΦ = −A and the first integral is −
∫

A2. Equation (11) reads ∂tS = ∇·(S∇B),
and integration by parts on the periodic box gives −

∫
S|∇B|2. Conservation of M follows

from the divergence form.

For the full system the balance must be computed with its non-variational terms. Define
Q = σ|∇Φ|2 − ρS + J and d = (ηΦ − η) g ∗ S. Then (12) reads ∂tΦ = −A + d and (13) reads
∂tS = ∇·(S∇B) + Q, and so

dF
dt

= −
∫

Ω
A2 −

∫
Ω

S|∇B|2 +
∫

Ω
A d +

∫
Ω

B Q − ε

∫
Ω

Φ ∂tR. (17)

Beyond the two dissipative terms, the free energy can change through the nonreciprocal cou-
pling when ηΦ 6= η, through production, collapse and source terms weighted by B, and through
the time dependence of the record. The sign of B is not restricted, because DS ln S is negative
for small S, so the collapse term −ρ

∫
BS and the source term J

∫
B can each increase F as

well as decrease it. A monotonicity statement for the full system needs restrictions on the
parameters that are not derived here. Boundedness of F below on the set of fixed mass M

is also not established: the terms 1
2
∫

S2 and DS
∫

S ln S are bounded below and the gradient
term controls the nonconstant part of Φ, but control of the zero mode of Φ and of the terms
linear in Φ requires hypotheses that have not been supplied.

5.4 Expansion convention and the mean-field closure

The auxiliary density is a comoving density, so that its integral over a comoving volume is
not diluted by expansion, and no term 3H appears in its equation. The expansion enters
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through the coordinates: for physical wavenumber k/a the diffusive and porous-medium terms
carry factors 1/a2, and the coefficients of the equations become time dependent. In a quasi-
static approximation, valid when the relaxation rates exceed the Hubble rate and the rate of
change of the record, these factors are held fixed and the comoving form of the equations of
Section 1.3 is used with constant coefficients. The spatial average of (13) gives the equation
for the homogeneous density,

dS̄

dt
= J + σ

〈
|∇Φ|2

〉
− ρS̄, S̄ = 〈S〉 , (18)

since the divergence terms average to zero. Replacing the nonlinearity by its spatial average
and treating S̄ as the background about which S fluctuates defines the mean-field closure of
Section 8.

6 Linear Theory and the Spectral Transfer Function

6.1 Expansion about the homogeneous background

Let the record have typical amplitude δB � 1 and zero spatial mean, and expand about the
homogeneous solution (0, S̄) of Section 5, so that Φ = ϕ(1)+ϕ(2)+· · · and S = S̄+s(1)+s(2)+· · · .
At first order the quadratic terms σ|∇Φ|2, |∇S|2 and γ∇·(SΦ∇Φ) drop out, the advective
coupling reduces to −ηS̄∇2Ψ, and the Fourier transforms of the nonzero modes obey

d
dt

(
ϕk

sk

)
=
(

−a(k) ηΦĝ(k)
ηS̄k2ĝ(k) −b(k)

)(
ϕk

sk

)
+
(

εRk(t)
0

)
, (19)

with a(k) = Dk2 + γS̄ and b(k) = (S̄ + DS)k2 + ρ. The matrix is denoted M(k). For ηηΦ > 0
and k > 0 the rescaling

sk = k

√
ηS̄

ηΦ
s̃k (20)

transforms M into a real symmetric matrix with off-diagonal entry
√

ηηΦS̄ kĝ(k), so the eigen-
values are real,

λ±(k) = −a + b

2 ±

√(
a − b

2

)2
+ ηηΦS̄k2ĝ2. (21)

The rescaling gives a symmetric matrix for any same-sign couplings and not only when η = ηΦ.
When ηΦ = 0 the matrix is triangular and the first-order scalar equation decouples from the
density and the velocity: at linear order s(1) and v(1) are slaved to ϕ(1).
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6.2 Stability

The long-range kernel ĝ(k) = g0/k for k 6= 0 is defined on the torus by its Fourier multiplier
with ĝ(0) = 0. Its infinite-space analogue is the Riesz kernel g(r) = g0/(2π2r2), which the
periodic kernel does not literally equal after subtracting a mean. The multiplier is used as a
worked example. It has no compact support, and the zero mode is excluded by construction.
The wavenumbers are the nonzero vectors of the dual lattice of the box, |k| ≥ kmin = 2π/L,
for a cubic box of side L.

Proposition 6.1 (Stability). Let ηηΦ > 0, D, DS , γ, S̄, ρ > 0, and ∆(k) = a(k)b(k) −
ηηΦS̄k2ĝ(k)2. A nonzero mode k of the unforced system (19) is asymptotically stable if and
only if ∆(k) > 0. For ĝ = g0/k,

∆(k) = D(S̄ + DS)k4 + Bk2 + S̄
(
γρ − ηηΦg2

0

)
, B = Dρ + γS̄(S̄ + DS), (22)

and the following three statements hold.
(i) Finite box. If γρ ≥ ηηΦg2

0 every nonzero mode is asymptotically stable, with a spectral gap
bounded below by a positive constant depending on kmin. If γρ < ηηΦg2

0 the modes with k < k+

are unstable, where

k2
+ =

−B +
√

B2 + 4D(S̄ + DS)S̄(ηηΦg2
0 − γρ)

2D(S̄ + DS)
, (23)

and these modes are present in the box only if kmin < k+.
(ii) Positive-wavenumber limit. For γρ > ηηΦg2

0 one has infk>0 ∆(k) > 0, so the gap is uniform
in the infinite-domain limit. At equality ∆(k) = D(S̄ + DS)k4 + Bk2 > 0 for every k > 0, each
positive mode is stable, but ∆ → 0 as k → 0 and there is no uniform spectral gap.
(iii) Infrared limit. As k → 0+ the individual off-diagonal entries have no common finite limit,
since M12 ∝ ĝ(k) = g0/k diverges and M21 ∝ k2ĝ(k) → 0, but their product M12(k)M21(k) →
ηηΦS̄g2

0 is finite, and the eigenvalues approach the roots of λ2 +(γS̄ +ρ)λ+ S̄(γρ−ηηΦg2
0) = 0.

This is a statement about the limit of the positive modes, not about an included zero mode,
which is excluded by ĝ(0) = 0 and obeys its own scalar equation.

Proof. A real 2 × 2 matrix with negative diagonal and real eigenvalues has two negative eigen-
values if and only if its determinant is positive, and det M = ∆. Expanding ∆ for ĝ = g0/k

gives a quadratic in k2 with positive leading and middle coefficients, positive for all k > 0 if
and only if the constant term is nonnegative. The roots when it is negative give k+, and the
characteristic polynomial at k → 0+ gives (iii).

The statement is one of modewise spectral stability. For the 1/k multiplier the similarity
transformation to the symmetric form is singular as k → 0, so although the eigenvalues have
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a uniform negative gap in the stable regime, the original variables can show amplification
proportional to 1/k from initial density perturbations, and a uniform evolution bound on the
infinite domain would need a weighted norm or additional infrared control.

When the criterion is violated the instability is a long-wavelength one, with the growth
rate largest for the longest modes. The stable regime is the one relevant to structure slaved
to a record, and the condition γρ ≥ ηηΦg2

0 states that the damping of the scalar field must
dominate the nonlocal feedback.

6.3 The stationary response

If the record is time independent, or varies slowly enough on the relaxation timescale for a
quasi-static approximation, the forced system has a stationary response. For a record that
fluctuates in time the response depends on frequency, through (iωI − M(k))−1 with ∂t 7→ iω,
and that case is not developed here. Writing Rk = K̂(k)ΦBk with

K̂(k) =
∫ TP

0
dτ

∫
d3r e−ik·rK(τ, r), (24)

and inverting M ,

ϕk = T (k)ΦBk, T (k) = εK̂(k)b(k)
∆(k) , sk = χ(k)ϕk, χ(k) = ηS̄k2ĝ(k)

b(k) . (25)

For ηΦ = 0 this reduces to T (k) = εK̂(k)/(Dk2 + γS̄), a Lorentzian filter of width ξ−1 =√
γS̄/D multiplied by the kernel’s transform. For the exponential memory K(τ, r) = e−ατ h(r)

with
∫

h = 1 one has K̂(k) = (1 − e−αTP )ĥ(k)/α, which is ĥ(k)/α in the infinite-memory
limit αTP → ∞, and the unit-gain condition at k → 0+ for ηΦ = 0 is ε = αγS̄/(1 − e−αTP ),
equal to αγS̄ in that limit. For the long-range kernel the nonlocal coupling renormalizes the
damping, since ∆(0+) = S̄ρ γeff with γeff = γ − ηηΦg2

0/ρ, and the unit-gain condition becomes
εK̂(0) = γeff S̄. Unit gain is a statement about the limit of positive modes.

The response (25) is time independent and a real function of k multiplying the record, so it
preserves the spatial phases of the input where T > 0, while a negative value would introduce
a phase shift of π. That is a statement about spatial phases. It is distinct from the selection
of the temporal growing adiabatic mode of a coupled cosmological system, which is discussed
in Section 6.5.
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6.4 Spectrum, tilt and the angular spectrum

For a statistically homogeneous Gaussian record,

P (k) = |T (k)|2PB(k), P(k) = |T (k)|2PB(k), ns − 1 = (nB − 1) + 2 d ln |T |
d ln k

, (26)

where nB − 1 = d ln PB/d ln k. If the output can be consistently embedded as a primordial
curvature perturbation with growing adiabatic initial conditions, standard radiation transfer
applies and the multipoles are given by C` = 4π

∫
(dk/k)|T |2PB∆2

` , as in (2). That embedding
remains to be demonstrated. Conditional on it, the model would differ from the standard one
only through the function P(k) at the input of the transfer calculation, so the entire acoustic
phenomenology, including Silk damping [33], would be inherited. The linear theory contains
no mechanism that generates scale invariance: if the record is scale invariant and |T | is flat the
output is, and otherwise T must compensate through (26). The origin of near scale invariance
must therefore be sought in the boundary data or in the recursion of Section 7.

6.5 What the linear theory does not determine

A time-independent solution of the effective scalar equation does not determine the photon
density, baryon density, dark matter density, velocities, metric constraints, or their relative
perturbations. Whether the output yields adiabatic perturbations with only the growing mode,
and therefore the phase coherence of the acoustic peaks, is conditional on the embedding just
mentioned, and the model does not pass the coherence test automatically. The same applies to
the tensor and isocurvature sectors. The three RSVP fields contain no tensor degree of freedom,
but omitting gravitational degrees of freedom does not constitute a prediction of a tensor null:
a coupling to gravity must be specified before a statement about primordial gravitational
waves can be made. Once the scalar perturbation is embedded in general relativity, second-
order scalar-induced tensor modes of order P2

ζ ∼ 10−17 to 10−18 are generic, but that estimate
presupposes the embedding. Likewise the auxiliary density, perfectly correlated with the scalar
field by (25), becomes an isocurvature perturbation only if it is coupled to a specified matter
species, and no such coupling is given. These are open questions.

6.6 The coherence metric and its meaning

For the stationary response the normalized overlap of the field with the record is

C =
∫

d3k Re T (k)PB(k)
(
∫

d3k |T (k)|2PB(k))1/2 (
∫

d3k PB(k))1/2 . (27)

Proposition 6.2. In the stationary linear regime |C| ≤ 1. Equality |C| = 1 holds if and only
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if T is a nonzero real constant almost everywhere on the support of PB, and C = +1 if and
only if that constant is positive.

Proof. Regard Re T and the constant 1 as elements of L2(PBd3k). Cauchy-Schwarz gives
(
∫

Re T PB)2 ≤
∫

(Re T )2PB
∫

PB ≤
∫

|T |2PB
∫

PB. Equality in the first step requires Re T to
be constant almost everywhere with respect to PB, and in the second step requires Im T = 0.
A negative real constant gives C = −1.

The proposition changes the interpretation of the metric. A high C does not mean that
the dynamics have recovered the record in an informationally rich sense; it means that the
transfer function is nearly constant over the band carrying most of the power. Because the
forcing contains the template, alignment with the template is built into the dynamics, and a
high value does not validate the cosmology. Three controls are needed: unforced evolution,
in which the field relaxes from a state correlated with the template; ordinary diffusion, in
which the damping is removed; and randomized templates, in which the forcing is replaced by
an independent realization of the same spectrum or by a phase-scrambled copy. Section 13
reports them. For a single realization the direct coherence and the overlap computed from
that realization’s own spectrum agree to numerical precision, whereas an ensemble spectrum
predicts only the expectation.

7 Cyclic Reintegration and the Selection of the Spectrum

7.1 The recursion and its fixed point

In a cyclic reading an epoch is one application of the stationary map, which represents com-
pleted relaxation of the system to the response to a frozen record. Its duration τepoch depends
on the relaxation matrix M(k) as well as on the memory rate α, and is not simply τK ; it would
have to be derived from a finite-duration implementation and a convergence tolerance. The
field produced in epoch n, together with fresh randomness, becomes the record of epoch n + 1.
Writing the Fourier amplitudes as Φ(n)

k and the fresh contribution as a zero-mean Gaussian
field of spectrum N(k), independent between epochs and independent of the initial field, so
that no cross terms arise,

Φ(n+1)
k = T (k)Φ(n)

k + ξ
(n)
k , Pn+1(k) = |T (k)|2Pn(k) + N(k). (28)

This is a first-order autoregressive process in the epoch index, mode by mode, for the nonzero
modes. The constructed gain equals one at k = 0, so a noisy zero mode would perform
a random walk with no stationary variance, and the noise is taken to vanish there. When
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|T | < 1 it converges to

P∗(k) = N(k)
1 − |T (k)|2 , Pn(k) = P∗(k)

[
1 − |T (k)|2n

]
+ |T (k)|2nP0(k). (29)

The origin of the fresh randomness is not specified. Its wavenumber dependence is taken to be
a power law N(k) ∝ kq, with q = 0 for white noise.

7.2 The marginality condition

The shape of the fixed point is controlled by how close |T | comes to unity at long wavelengths.
Suppose

1 − |T (k)|2 '
(

k

k∗

)p

, k � k∗. (30)

Then
P∗(k) = k3P∗

2π2 ∝
(

k

k∗

)3+q−p

, ns − 1 = 3 + q − p. (31)

Scale invariance requires p = 3 + q, which is p = 3 for white noise, equal to the number of
spatial dimensions. The measured tilt ns − 1 = −0.035 ± 0.004 requires

p − q = 3 + (1 − ns) ' 3.035, (32)

so that the departure from scale invariance is the departure of the exponent from the dimension.
In words, near scale invariance of the fixed point is equivalent to marginality of the map at
long wavelengths with a specific exponent.

7.3 What analytic kernels give

For a smooth, positive kernel in the case ηΦ = 0 with unit gain at k → 0+, a short expansion
gives

T (k) = 1 −
(

D

γS̄
+ 〈r2〉K

6

)
k2 + O(k4), 〈r2〉K =

∫
r2K d3r∫
K d3r

, (33)

both terms in the parentheses being positive, so 1−|T |2 ∝ k2, the case p = 2, and ns−1 = 1+q,
a spectrum that is blue for white noise. Power-law tails h(r) ∝ r−(3+s) with 0 < s < 2 give
p = s < 2. A signed kernel permits cancellation of the k2 coefficient, but cancellation alone
does not produce p ' 3.035. For an isotropic kernel whose Fourier transform is analytic near
k = 0 the expansion of T contains only even powers, T = 1 + c2k2 + c4k4 + · · · , and after c2 is
cancelled the generic next exponent is p = 4, not 3.035. With p = 4 the tilt is ns − 1 = q − 1,
so matching the data would require a noise spectrum with q ' 0.965. The required exponent
therefore needs either nonanalytic behavior of T at k = 0, or a noise spectrum tilted to
compensate, or an approximation confined to a finite observational band. This is an existence
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problem, and the next subsection solves it in the first of these ways.

7.4 An explicit admissible kernel

Proposition 7.1 (Existence of a kernel with the required gain). Let D, γ, S̄ > 0, p > 2 and
k∗ > 0, set ξ2 = D/(γS̄) and ηΦ = 0, ε = αγS̄/(1−e−αTP ) (which is αγS̄ for infinite memory),
and take K(τ, r) = e−ατ h(r) with

ĥ(k) =
(
1 + ξ2k2

)
exp

[
−1

2

(
k

k∗

)p]
, h = (1 − ξ2∇2)κ, κ̂(k) = e− 1

2 (k/k∗)p
. (34)

Then h is real, radially symmetric and smooth, with
∫

h = 1. If p is a positive even integer, ĥ

is a Schwartz function, so h is a Schwartz function and all its absolute moments are finite. If
p is not an even integer, h(r) = O(r−(3+p)) as r → ∞, so h ∈ L1, and since p > 2 the second
absolute moment

∫
r2|h| d3r is finite. These tail statements and the moment identity below are

results for infinite space. One has ĥ(k) = 1 + ξ2k2 + o(k2), hence∫
r2h d3r = −∇2

kĥ(0) = −6ξ2 < 0, (35)

so that h necessarily changes sign. On a periodic grid the kernel is a discretized realization,
and its negative minimum is consistent with this sign change without independently testing the
identity. The stationary gain is

T (k) = exp
[
−1

2

(
k

k∗

)p]
, 1 − |T (k)|2 =

(
k

k∗

)p

+ O
(
k2p
)

, (36)

with 0 < T ≤ 1 and no k2 term. The fixed point of the recursion and its finite-cycle form are,
in closed form,

P∗(k) = N(k)
1 − e−(k/k∗)p , Pn(k) = P∗(k)

[
1 − e−n(k/k∗)p

]
(P0 = 0), (37)

so that kc = k∗n−1/p is exact.

Proof. By the formulas of Section 6 with ηΦ = 0 and K̂ = (1 − e−αTP )ĥ/α, T = εK̂/a =
γS̄ ĥ(k)/(Dk2 + γS̄) = ĥ(k)/(1 + ξ2k2), which equals exp[−1

2(k/k∗)p] by the definition of ĥ.
The function ĥ is real, even and decays faster than any polynomial, so h is smooth, and
ĥ(0) = 1 gives

∫
h = 1. The singular part of κ̂ at k = 0 is −1

2(k/k∗)p, which is nonanalytic
when p is not an even integer, and the Fourier transform of |k|p in three dimensions decays as
r−(3+p), which gives the stated tail; the operator 1 − ξ2∇2 preserves the leading tail up to a
factor. The remaining statements follow from |T |2n = e−n(k/k∗)p .

The kernel is a deconvolution: h = (1 − ξ2∇2)κ is a smoothing profile κ passed through
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the inverse of the diffusive loss, which is the sense in which reintegration inverts relaxation,
here to all orders in k2 with the residual (k/k∗)p. With p = 3.035 it supplies the required
exponent for white fresh noise. The proposition is an existence result and not an explanation.
The kernel is constructed by prescribing the gain and solving for ĥ; it changes sign, as the
identity

∫
r2h d3r = −6ξ2 < 0 requires for p > 2; it is nonlocal with an algebraic tail; and it is

not causal. Whether such a kernel arises from a more fundamental dynamics, and whether its
exponent can be protected by a symmetry in the way the flatness of an inflaton potential is
protected by approximate shift symmetry, is not shown. A heuristic motivation for a residual
that scales as the volume in wavenumber space, kd with d = 3, is that the information in a mode
that cannot be recovered scales with the number of independent cells within a wavelength, but
this is not a derivation.

7.5 Infrared behavior and the order of limits

For q = 0 and p ' 3.035 the fixed-point variance

〈
Φ2
〉

=
∫ d3k

(2π)3 P∗(k) ∝
∫

0
k2+q−p dk (38)

diverges at small k whenever 2+q−p ≤ −1, equivalently ns−1 = 3+q−p ≤ 0, logarithmically at
equality, so the infinite-volume stationary field has no finite pointwise variance. This discussion
holds a fixed ultraviolet cutoff, since for white injected noise Pn(k) → N0 at large k and the
continuum variance also diverges in the ultraviolet, even at finite n. The infrared analysis
below studies only the infrared regulator at that fixed cutoff. The divergence depends on the
regulator and the convergence is not uniform. In a finite box the stationary variance is cut off
at kmin = 2π/L and grows as Lp−q−3 for p − q > 3, which is L0.035 for the observed tilt. At
finite cycle number in infinite volume the dimensional spectrum behaves as Pn ∼ nN ∝ n kq

for k � kc, and the dimensionless spectrum as Pn ∝ n k3+q, so the infrared integral converges
provided q > −3, which holds for white noise. The variance is then dominated by k ∼ kc and
grows as n(p−q−3)/p for p − q > 3, here n0.035/3.035. Both limits therefore grow without bound
as slow powers, the two regulators give different growth laws, and no finite limiting variance
exists for this spectrum, so a statement about the variance must name its regulator. This is
the same kind of infrared regularization that scale-invariant spectra require in any cosmology.

7.6 Finite cycle number and infrared suppression

For the kernel of Proposition 7.1 the finite-cycle spectrum is exactly

Pn(k) = P∗(k)
[
1 − exp

(
−
(

k

kc

)p)]
, kc = k∗n−1/p, (39)
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and the same form holds approximately for any gain obeying (30). With x = (k/k∗)p the
exact fixed-point spectrum contains the factor 1/(1 − e−x) and is a power law only for x � 1,
so a low-multipole fit based on (31) assumes that the observational band lies well below k∗,
and otherwise the exact spectrum should be used in the likelihood. Modes with k � kc

have not reached the fixed point and have power that grows only linearly with n. A cutoff
of this functional form has been used phenomenologically in searches for large-scale power
suppression [6], so the model supplies a candidate origin for a parametrization already in use,
with the exponent fixed by the marginality exponent and the cutoff fixed by the cycle count
through n = (k∗/kc)p. A cutoff at ` . 30, that is kc ∼ 2 × 10−3 Mpc−1, with k∗ ∼ 1 Mpc−1,
requires n ∼ 108 to 109 cycles. This is a scaling statement, not a fit. It is a statement about
the shape of the spectrum, and no inference about causal propagation or correlation length in
physical space is drawn from it.

7.7 Ultraviolet behavior

At k & k∗ the gain falls below unity and P∗ → N(k), so the dimensionless spectrum grows like
k3+q. The scale k∗ must therefore lie above the largest wavenumber at which the spectrum
is measured to be nearly scale invariant. The Planck spectra reach 0.2 Mpc−1, the Lyman-α
forest a few inverse megaparsecs, and the COBE FIRAS limits on spectral distortions constrain
the spectrum up to wavenumbers of order 104 Mpc−1 through dissipation of acoustic modes
[11]. A turnover below a few inverse megaparsecs is excluded, and one below 104 Mpc−1 would
plausibly produce spectral distortions in excess of the limits unless another mechanism cuts
off the blue growth, subject to a dissipation calculation of the distortion amplitude that is not
performed here.

8 The Homogeneous Entropy Background

The product γS̄ sets the damping of the scalar field and the coherence length of the response,
and S̄ is determined by the production and loss terms. Averaging the density equation in the
stationary state gives ρS̄ = J + σ

〈
|∇Φ|2

〉
. In the mean-field closure with ηΦ = 0 the gradient

energy of the response is

〈
|∇Φ|2

〉
=
∫

d ln k k2|T |2PB =
∫

d ln k
ε2k2|K̂(k)|2PB(k)

(Dk2 + γS̄)2 , (40)

so that S̄ satisfies the gap equation

ρ S̄ = J + σε2 W (S̄), W (S̄) =
∫

d ln k
k2|K̂(k)|2PB(k)

(Dk2 + γS̄)2 . (41)
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Proposition 8.1 (Uniqueness of the background). Let γ > 0, D > 0, ρ > 0, σ ≥ 0, J ≥ 0,
ε 6= 0, suppose W (S̄) < ∞ for every S̄ > 0, and suppose J + σε2W (0+) > 0. Then (41) has
exactly one positive solution.

Proof. Let F (S̄) = ρS̄ −J −σε2W (S̄). For each k the integrand of W is strictly decreasing in S̄

when γ > 0, so W is strictly decreasing and continuous on (0, ∞) and tends to zero as S̄ → ∞
by dominated convergence. Hence F is continuous and strictly increasing, F (S̄) → +∞ as
S̄ → ∞, and F (0+) = −J − σε2W (0+) < 0 by hypothesis, where W (0+) may be infinite. The
intermediate value theorem and strict monotonicity give a unique root.

If J = 0, σ > 0 and W (0+) > 0 the positive root still exists, because S̄ = 0 does not
solve (41) in that case; for σ = 0 the equation reduces to ρS̄ = J whatever the value of W ;
the homogeneous source is not needed for existence. It matters only in the absence of forcing,
where S̄ = J/ρ and J = 0 gives S̄ = 0. The corresponding coherence length is ξ =

√
D/γS̄∗,

beyond which the transfer function is approximately εK̂(k)/γS̄∗, flat if K̂ is nearly constant.
The framework makes no statement about cosmic acceleration.

The gap equation and the kernel of Proposition 7.1 concern different parameter prescrip-
tions. The kernel depends on the background through ξ2 = D/(γS̄) and ε ∝ γS̄, whereas
Proposition 8.1 varies S̄ at a fixed kernel and fixed ε. They are made compatible by choosing
a target background S̄t, constructing the kernel and the forcing strength εt at that value, and
freezing them. Let Wt(S̄) denote W computed with the frozen kernel.

Proposition 8.2 (Compatibility of the kernel and the gap equation). Let S̄t > 0, with K

and εt frozen as above and the hypotheses of Proposition 8.1 satisfied. The frozen system has
background S̄t if and only if J = ρS̄t − σε2

t Wt(S̄t). This value is admissible, J ≥ 0, if and only
if σε2

t Wt(S̄t) ≤ ρS̄t, and in that case S̄t is the unique positive solution of the gap equation.

Proof. The statement F (S̄t) = 0 for the function F of Proposition 8.1 is exactly the displayed
relation for J . If σ = 0 then J = ρS̄t > 0, and otherwise Wt(0+) ≥ Wt(S̄t) > 0, so J +
σε2

t Wt(0+) > 0 in either case and Proposition 8.1 gives uniqueness.

At any other background the frozen kernel no longer compensates the diffusive attenuation
exactly, so the exact marginal gain of Proposition 7.1 holds at the target background only.

9 Nonlinear Corrections and Non-Gaussianity

The first-order theory is Gaussian if the record is. Departures arise at second order through
the coupling −γSΦ. Take ηΦ = 0, so that the second-order scalar equation is closed, with

19



ĝ(0) = 0 and a zero-mean record. Using sk = χ(k)ϕk from (25), the stationary second-order
amplitude is

ϕ
(2)
k = − γ

a(k)

∫ d3q

(2π)3 χ(q)ϕ(1)
q ϕ

(1)
k−q. (42)

The second-order field also has a nonzero homogeneous mean, 〈ϕ(2)〉 = − γ
a(0)

∫ d3q
(2π)3 χ(q)P (q)

with a(0) = γS̄, and the bispectrum below concerns the centered field and nonzero external
modes.1 Contracting by Wick’s theorem with 〈ϕk1ϕk2ϕk3〉 = (2π)3δ(k1 + k2 + k3)B gives

B(k1, k2, k3) = −γ
∑

(i,j,l)

χ(ki) + χ(kj)
a(kl)

P (ki)P (kj), (43)

where the sum is over the three choices of the index l labeling the second-order mode. In the
squeezed limit k3 → 0 with k1 ' k2 ≡ k and χ(k3) → 0, which holds when ĝ does not grow faster
than 1/k, the terms proportional to P (k3) dominate for the red, nearly scale-invariant spectra
under discussion, for which P (k3) � P (k) as k3 → 0, though not for arbitrary record spectra,
and B → −2γχ(k)P (k)P (k3)/a(k). Comparison with the local form B → 12

5 fNLP (k)P (k3)
gives

f eff
NL = −5

6
γχ(k)
a(k) , (44)

which is dimensionless because Φ is, under the assumption that Φ is identified with the cur-
vature perturbation. The squeezed coefficient is a property of the effective field and is not
constrained to equal the single-clock value 5

12(1−ns), because the auxiliary field is an indepen-
dent degree of freedom; before a gravitational embedding it is not a demonstrated violation of
any cosmological consistency relation. The bound f local

NL = −0.9 ± 5.1 [28] constrains γχ/a to
be of order unity or smaller. A measured f local

NL well above the single-clock value would indicate
a multi-field or non-inflationary origin, not specifically this model.

10 Observational Program

The program is stated conditionally on the embedding of Section 6.5. The first and cleanest
consequence concerns the infrared end of the primordial spectrum. The prediction (39) has
two parameters, kc and p ' 3, in addition to tilt and amplitude, and for a Gaussian full-sky
likelihood the Fisher information for the parameters θi is

Fij =
∑

`

2` + 1
2 fsky

∂iC` ∂jC`

(C` + N`)2 , ∂i ≡ ∂

∂θi
, (45)

1For the long-range kernel ĝ = g0/k and ρ > 0 one has χ(q) ' ηS̄g0q/ρ at small q, so for a record with
P ∝ q−3 or q−3.035 the integral defining the mean is infrared convergent. It is controlled in the ultraviolet by
the cutoff of the record. The centered field is used because the mean is a separate homogeneous shift, and no
statement below depends on its value.
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with N` the noise spectrum and, for the spectrum (31) with the suppression (39), θ = (p, kc)
at fixed amplitude for white injected noise, for which ns = 4 − p and the tilt is not an in-
dependent parameter. With an independent noise tilt q the parameters are (p, q, kc) with
ns = 4 + q − p, and a fit with ns, kc and p all free is a phenomenological extension of the
model. The suppression affects only the lowest multipoles, which are cosmic-variance lim-
ited, so kc cannot be determined better than that bound allows, and a result that rests on
a handful of multipoles cannot support a strong conclusion. The second is the bispectrum
(43) and its effective fNL. The third is the small-scale turnover k∗, constrained by Lyman-α
data and spectral distortions. The fourth is a negative statement: the cross-correlation of the
CMB with the galaxy distribution is CT g

` = 4π
∫

(dk/k)P(k)∆T
` ∆g

` for any model in which
both observables project the same primordial perturbation, so the correlation alone is not a
signature, and a distinctive prediction would be a scale-dependent decorrelation of the ampli-
tudes seen in the two tracers, which the linear model does not give. Anomalies of the lowest
multipoles, the quadrupole-octopole alignment and the preferred axis [9, 20] and the parity
asymmetry [19], reviewed in [32], can be quantified by the normalized angular momentum
dispersion A`(n̂) =

∑
m m2|a`m(n̂)|2/(`2∑

m |a`m|2) evaluated in a frame with polar axis n̂ and
by the ratio of mean power in even and odd multipoles. The model can accommodate such fea-
tures through a kernel not invariant under inversion or a record with a preferred direction, but
neither is a prediction. Tensor and isocurvature signals are not predictions of the model until
a coupling to gravity and matter is specified. If a future embedding were to retain the absence
of sourced tensor modes, a detection of r & 10−3 [22] would exclude it, while a non-detection
would not distinguish it from the many inflationary models with small tensors.

11 Information-Theoretic Remarks

The information recovered by the stationary map can be computed without reference to S.
For Gaussian fields suppose each Fourier mode of the output is ϕk = T (k)ΦBk + ξk with
independent noise of spectrum N(k). The signal-to-noise ratio is SNR(k) = |T |2PB/N , the
correlation coefficient with the record is ς2

k = SNR/(1+SNR), and for jointly Gaussian variables
the mutual information per real degree of freedom is −1

2 ln(1−ς2
k) = 1

2 ln(1+SNR) [7]. Counting
independent complex modes in a box of volume V , which number V d3k/(2π)3 over half of
wavenumber space, the information recovered is

I(Φ; ΦB) = V

2

∫ d3k

(2π)3 ln
[
1 + |T (k)|2PB(k)

N(k)

]
. (46)

This is finite for any ultraviolet cutoff and vanishes when T = 0. It is the appropriate measure
of recovery, and it replaces the coherence metric as a diagnostic, since it depends on the signal-
to-noise ratio and not on the overall amplitude of the output. It is computed for the channel
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defined by the stationary map and does not use the identification of
∫

S with a conditional
entropy.

The density equation has the local form ∂tS + ∇·JS = σ|∇Φ|2 + J − ρS with production
σ|∇Φ|2 + J ≥ 0 and a sink −ρS. If S were read as a conditional information density, as in the
closure hypothesis, the sink would represent export to unmodeled degrees of freedom, and a
total bookkeeping would require a model of the reservoir that receives it. Such a model is not
supplied, and by (17) the free energy has no sign-definite evolution once the non-variational
terms are present. No statement about the second law is made. The entropy production
associated with the dissipation integrals of Proposition 5.2 is a standard consequence of reading
F as a free energy at an effective temperature, which is an interpretation and not a result of
the dynamics.

12 Numerical Implementation

For the explicit seven-point scheme in three dimensions the diffusive limit of the scalar equation
taken alone is ∆t ≤ ∆x2/(6D). In a single explicit update the diffusive, reaction, advective and
collapse contributions act together, so separate bounds for each are necessary but not sufficient,
and a heuristic diagnostic, and not a sufficient condition, is that the sum of the corresponding
rates times ∆t be less than one, namely ∆t [ 6D/∆x2 + γSmax + 6(Smax + DS)/∆x2 + ρ ] ≤ 1,
where Smax bounds S along the flow. The velocity enters the scheme described below only
through the face flux Sf ∂B and not through a separate advection term, so no advective rate
appears. With arithmetic face mobilities and a logarithmic chemical potential the coefficients
depend on ratios of neighboring densities, which are unbounded near zero, so this expression
does not establish positivity or stability. The scheme of the accompanying script is forward
Euler in time and finite volume in space on a periodic grid, with flux Sf ∂B on each cell
face, where the face mobility Sf is the arithmetic mean of the adjacent cell values, and with
the same discrete potential B, including the term DS(ln S + 1), used in the flux and in the
discrete free energy, whose gradient term uses forward differences. These choices make the
semi-discrete system, in continuous time, an exact gradient flow of the discrete free energy
with exact conservation of

∑
S. For the fully discrete explicit scheme neither positivity of S

nor monotone decay of the discrete free energy is proved. In the computation reported below
S stayed positive and the free energy decreased at every sampled step, which is an observation
for those parameters. A positivity-preserving or energy-stable fully discrete scheme would need
a separate analysis, for instance an implicit step or an explicit restriction on the mobility and
the step.
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For the linear scalar equation the exponential integrator

ϕ̂n+1(k) = e−a(k)∆tϕ̂n(k) + 1 − e−a(k)∆t

a(k) εR̂n(k) (47)

is exact for a source held constant over the step. For a spatially local exponential memory and
a record held constant over a step the exact update of the memory field is

Rn+1 = e−α∆tRn + 1 − e−α∆t

α
ΦBn, (48)

which is exact for the infinite-window exponential convolution with a record held constant over
each step. For a strictly finite sliding window of length TP the memory obeys ∂tR = ΦB(t) −
αR − e−αTP ΦB(t − TP ) in the spatially local case, and the outgoing-history term is neglected
here under the approximation αTP � 1. The Euler update Rn+1 = e−α∆tRn + ∆t ΦBn has a
relative error of order α∆t/2 in the stationary value and is not used.

13 Reproducible Computations

Three computations accompany the paper. They are produced by the script reproduce_expyrosis.py,
which uses only numpy, runs in about twenty seconds, and writes the files results.json and
diagnostics.npz, which are distributed with the paper. All random numbers derive from a
single seed (7) with fixed offsets for separate computations. The numbers below are those in
results.json. The runs use single realizations on modest grids and are checks of implemen-
tation and algebra, not tests of nature.

The first computation is linear and three dimensional. The grid has 483 points in a periodic
box of side 2π · 48/16 ≈ 18.85, with D = 1, γ = 1, S̄ = 0.5, α = 1, a Gaussian memory profile
of width 0.6, the unit-gain value ε = αγS̄ = 0.5 of the infinite-window limit αTP → ∞ used
throughout these computations, and a zero-mean Gaussian record with PB ∝ k−3. The scalar
equation is advanced with the exponential integrator and the exact memory update with step
0.02 for 3000 steps. The measured ratio of output to input amplitude agrees with the analytic
transfer function T = εĥ/[α(Dk2+γS̄)] to a relative error of 1.5×10−14 over all nonzero modes.
The coherence with the record is 0.6305, and the overlap computed from the spectrum of this
same realization is 0.6305 to better than 10−11, while the ensemble spectrum predicts 0.664, the
difference being the sampling variation of the single realization. The controls give the following.
An independent realization of the same spectrum as the template gives coherence −0.0098, and
a phase-scrambled copy with the same Fourier amplitudes gives 0.0048. In the unforced control
the field starts at the template and relaxes: its amplitude relative to the template is 1.7×10−2

at t = 5 1.5×10−6 at t = 20 and 3.7×10−17 at t = 60, while its coherence is 0.45, 0.34 and 0.31,
so C is blind to amplitude and cannot distinguish a maintained structure from a decayed one.
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Under forcing the retained amplitude relative to the template is 0.36 for any template with
the same amplitudes. Removing the damping, γ = 0 with the same forcing, gives coherence
0.50 and an amplitude ratio 1.54, so a pure driven smoothing filter also correlates with the
template, and C does not discriminate the damped mechanism from ordinary driven diffusion.
What does discriminate is the amplitude and the shape of the transfer function.

The second computation tests Proposition 7.1. With p = 3.035, k∗ = 2 and ξ2 = D/γS̄ = 2,
the transfer function obtained by running the linear solver of the first computation with the
profile ĥ agrees with exp[−1

2(k/k∗)p] to 1.6 × 10−14. The real-space profile has unit sum
and changes sign, with minimum equal to −0.076 times its maximum, as the second-moment
identity of Proposition 7.1 requires. The recursion is then run mode by mode on a 643 grid in a
box of side 60 with k∗ = 1 (a different cutoff from the k∗ = 2 of the kernel test, since the larger
box resolves smaller wavenumbers; these parameters are stored in the results file), unit-variance
complex Gaussian noise injected at every cycle, and n = 200 cycles from a zero initial state.
The measured mean power in nine radial bins between k = 0.12 and k = 2 is compared with the
exact prediction (37). The largest deviation is 10.8%, in the bin near k = 0.5 that contains 314
modes, which corresponds to 1.87 standard deviations. The recursion simulates independent
circular complex Gaussian amplitudes on the full grid, without Hermitian symmetry, and
Nmodes is the number of grid wavevectors in the bin. For m such amplitudes with expected
powers Pj the bin average P̂b = m−1∑

j |zj |2 has mean m−1∑
j Pj and variance m−2∑

j P 2
j ,

and the deviations are measured in units of this exact standard deviation, which accounts
for the variation of the expected power across the bin. For a real field conjugate modes are
dependent, which would change the variance by a factor of order two. The bin centers and per-
bin deviations are stored in the results file, and the largest deviation falls in the bin centered
at k = 0.50. The predicted cutoff for these parameters is kc = 0.175. This confirms the algebra
of the suppression formula for this kernel.

The third computation is two dimensional and tests Proposition 5.2 and the balance (17).
The grid has 642 points on a periodic box of side 2π, with D = γ = 1, η = 0.4, DS = 0.3,
ε = 1, a Gaussian coherence kernel of width 0.5 with ĝ(0) = 0, a static zero-mean random
source, and the entropy flux discretized with face-centered weights so that the semi-discrete
system is an exact gradient flow of the discrete free energy. The system is advanced for 8000
steps of 1.5 × 10−4 in the reciprocal source-free case. The free energy falls from 83.8 to 2.05
with no increase at the sampled steps, the minimum of S is 0.50, and

∫
S is conserved to

machine precision. For the full system with ηΦ = 3, σ = 0.8, ρ = 0.5 and J = 0.3 at a
state with S between 0.3 and 1.3, the rate of change of the discrete free energy obtained by a
central difference along the flow is −34.68, and the right-hand side of the corrected balance (17)
agrees with it to a relative error of 3.4 × 10−10. Omitting the nonreciprocal term

∫
Ad shifts

the result by a relative 2.9 × 10−4, a discrepancy six orders of magnitude above the residual
of the corrected formula. The omitted term is small in this state, and that it is nevertheless
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detected is what gives the test its discriminating power. In a dilute state with S between 0.02
and 0.07 one has

∫
BS = −0.99, so that the collapse contribution −ρ

∫
BS = +0.50 is positive,

illustrating that the sink can increase the free energy.
The parameter regions are as follows. The linear response is defined when a(k) > 0 for the

modes present, and is stable when ∆(k) > 0, which for the long-range kernel is the condition
of Proposition 6.1. The reintegrated amplitude is nonzero only if εK̂(0+) > 0 and equals
the record amplitude at the largest scales only at the unit-gain value. Reintegration fails to
regenerate structure when ε → 0, where the field decays on the relaxation time. With ε and
the kernel held fixed, increasing γS̄ increases the inverse coherence length ξ−1 =

√
γS̄/D,

and when γS̄ � Dk2
max the gain is approximately εK̂(k)/γS̄, small, and flat only if K̂ is itself

nearly constant across the band, in which case amplitude is lost while shape is retained. For the
compensating kernel of Proposition 7.1 this attenuation is cancelled by construction, because ε

and ξ are tied to γS̄, and the statement applies only to a kernel and forcing frozen at a different
value of S̄. None of these computations reproduces the observed primordial spectrum, resolves
flatness, or addresses singularities.

14 Open Problems

The first problem is the kernel. Proposition 7.1 shows that a kernel with the required long-
wavelength gain exists, but it was constructed by prescribing the gain. A kernel that is natural,
that arises from an underlying dynamics, that is regular, and that is either causal or accompa-
nied by an explicit causal update map has not been constructed, and the requirement that all
of these hold simultaneously is an existence problem that remains open. The second problem is
the source and spectrum of the fresh randomness, on which the tilt depends through p−q. The
third is the embedding in a gravitating cosmology: the specification of a coupling to gravity
and to the radiation, baryon and dark matter components, from which adiabaticity, the phase
coherence of the acoustic peaks, the tensor spectrum and the isocurvature content could be
derived and not assumed. The fourth is the horizon problem, for which an explicitly causal
finite-duration update map would have to be defined and its iterates analyzed. The fifth is
the meaning of the auxiliary density, including a probability model in which it is a conditional
entropy density. The sixth is the epoch structure: whether an epoch is a cosmological phase,
a step of a single relaxation, or a bookkeeping device, and whether nτepoch is compatible with
the age of the universe for the n ∼ 108 to 109 required by infrared suppression. The seventh is
the boundedness of the free energy below, and monotonicity of a suitable functional for the full
system under stated restrictions. The eighth is a covariant formulation with a stress-energy
tensor and backreaction. The interdisciplinary applications of the RSVP framework to mem-
ory and narrative rest on the same gradient-flow structure but make no contribution to the
cosmological claims.
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15 Conclusion

The revised formulation makes a limited and checkable statement. On a prescribed background,
a record is transmitted by memory-mediated relaxation through an explicit transfer function;
the unforced reference dynamics are a gradient flow with a Lyapunov functional; the full system
obeys an exact dissipation balance whose non-variational terms are identified; the linear modes
are stable under a criterion that is stated separately for the finite box, the positive-wavenumber
limit and the infrared limit; and an iterated version of the map has a closed-form fixed point and
finite-cycle suppression, for which a kernel with the required exponent exists. The linear theory
shows that the spectrum is inherited, which moves the explanatory burden to the recursion,
and the recursion shows that near scale invariance is equivalent to marginality of the map at
long wavelengths with the exponent 3 + (1 − ns) for white noise. What the paper does not
do is as important. It does not embed the fields in a gravitating cosmology, so it makes no
derived claim about adiabaticity, acoustic coherence, tensor modes or isocurvature; it does not
resolve the horizon problem; it does not explain flatness or the absence of a singularity; and it
does not show that the kernel is natural. These are listed in Section 14 as problems, and the
decisive next advance is an admissible, natural kernel together with an embedding in which
the stated consequences can be computed.
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